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Abstract

The goal of this study is to automatically differentiate French
varieties (standard French and French varieties spoken in the
South of France, Alsace, Belgium and Switzerland) by apply-
ing a linguistically-motivated approach. We took advantage of
automatic phoneme alignment to measure vowel formants, con-
sonant (de)voicing, pronunciation variants as well as prosodic
cues. These features were then used to identify French vari-
eties by applying classification techniques. On large corpora
of hundreds of speakers, over 80% correct identification scores
were obtained. The confusions between varieties and the fea-
tures used (by decision trees) are linguistically grounded.
Index Terms: language variety identification, regional French
accents, classification

1. Introduction
Speech variability raises issues for both humans and machines.
There is large-scale work aiming at identifying English vari-
eties automatically (e.g. [1]) but to our knowledge only linguis-
tic studies on the French language (e.g. [2]). Phonetic differ-
ences between regional French varieties exist and may be mea-
sured. In large corpora (over 100 hours) of read and sponta-
neous speech, acoustic cues have been evidenced, distinguish-
ing standard French, French spoken in the South of France, Al-
sace, Belgium and Switzerland [3]. Regarding the pronuncia-
tion of vowels, a sharp contrast exists in the fronting of the open
��� towards ��� in standard (northern) French and the denasali-
sation of nasal vowels in southern French [4]. Additionally, Al-
satian speakers tend to devoice voiced consonants [2]. Prosodic
patterns are also characteristic of some varieties [3]. Swiss
speakers exhibit pitch and intensity rise as well as polysyllabic
word onset lengthening in clitic-nonclitic sequences, while Al-
satians tend to lengthen the initial vowel of nonclitic words.
Belgians show prepausal penultimate lengthening whereas the
Swiss tend to lengthen the last two prepausal vowels. This study
addresses the question as to whether or not these features can be
used in an automatic classification task to identify speakers’ ac-
cents which may be more or less marked.

Classifiers will be used, the efficiency of which may de-
pend on the corpus used and the number of varieties considered.
Will linguistically-grounded features be sufficient to achieve an
accurate identification rate and which ones will be most dis-
criminating? How close to human perception will results be?
Even though the conditions are not the same, it is interesting to
compare automatic classification results with perceptual results
obtained by [3]. Experiments showed that, in perceptual iden-
tification, confusions are frequent within speakers of standard
French, southern French and Belgium and that southern speak-
ers are the most distinguished from other speakers.

The corpora involving various speaking styles and the
methods used in this study will first be presented. Results will
then be described, with classifications into 5 and 3 French vari-
eties.

2. Corpora and methods
2.1. Corpora

We used two corpora which were transcribed orthographically:
PFC (face-to-face speech) and CTS (telephone speech).

The PFC corpus stems from the “Phonology of Contem-
porary French” project [5]. It comprises recordings cover-
ing a wide French-speaking territory, of informants who are
firmly rooted geographically (about ten speakers per investi-
gation point). For the present study, data were taken into ac-
count from 16 investigation points: 6 in the North of France,
considered as standard French (Brécey, Brunoy, Dijon, Lyon-
Villeurbanne, Roanne, Treize-Vents), 5 in the South of France
(Biarritz, Douzens, Lacaune, Marseilles, Rodez), 1 in Alsace
(Boersch), 3 in Belgium (Tournai, Gembloux, Liège) and 1 in
Romand Switzerland (Canton de Vaud). The data come from al-
most 170 speakers. For each speaker, 3 minutes of read speech
as well as 10–15 minutes of spontaneous speech (directed in-
terviews and free conversations) are used. The total amount of
transcribed data represents 44 hours of speech.

The CTS corpus is composed of almost 300 telephone con-
versations between speakers calling each other from the fol-
lowing regions of France: West, Paris and Centre (over 250
calls considerd as standard French), South-East and South-West
(over 200 calls considered as South of France) and East (about
50 calls corresponding to Alsace). The average duration of a
conversation is 14 minutes. The total amount of data represents
about 65 hours of speech. This corpus was not evaluated per-
ceptually as the more controlled PFC corpus. However, we may
say that the speakers’ degree of accentedness is weaker.

2.2. Automatic alignment and acoustic analyses

The orthographically transcribed corpora were phonemically
labelled by automatic alignment, using different context-
independent acoustic models with Gaussian mixtures for face-
to-face and telephone speech. The LIMSI system (similar to
that described in [6]) was used, as in [7], [4] and [3]. Formants,
pitch and intensity values were measured with the PRAAT soft-
ware (http://www.praat.org): measurements were taken every
10 ms and averaged over phonemes. Also, the voicing rate was
calculated for consonants: it is defined for each phoneme as the
number of voiced frames divided by the total number of frames.

In addition to the average phoneme duration, local prosodic
cues were addressed: word-initial stress (characterised by ex-
amining clitic-polysyllabic word sequences) and penultimate
lengthening. Fundamental frequency (F0), intensity and dura-
tion differences between the first vowel of a polysyllabic word
and the preceding clitic vowel were measured, as well as the du-
ration of the polysyllabic word onset. For duration variations,
words of at least two syllables and words of at least three syl-
lables were considered separately to distinguish between initial
and penultimate syllables. Concerning penultimate syllables,
the percentage of penultimate vowels that are longer than final
vowels (schwas excluded) before pauses allowed us to capture
a kind of penultimate lengthening. It was expressed by the per-
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centage of positive Δdurationf , while the percentage of posi-
tiveΔdurationp expressed the proportion of penultimate vow-
els longer than antepenultimate vowels for at least trisyllabic
words preceding a pause.

The standard alignments were supplemented with align-
ments allowing for pronunciation variants. For instance,
the following variants were allowed for the nasal vowel /��/:
[��]∼[���]∼[���]∼[��]∼[��]. For the open /�/, the following
variants were allowed: ���∼�	�∼[o]. The schwa was also ren-
dered optional in most contexts. The voiced (respectively un-
voiced) counterparts of unvoiced (respectively voiced) conso-
nants were allowed as alternative pronunciations (as in [7]). In
the following, the rate of e.g., 
�����
→�������� means the
average proportion of underlying voiced consonants aligned as
unvoiced. Finally, xenophones (the Spanish ��� and jota [x])
were introduced to account for peculiar pronunciations of the
French 
�
 among some speakers. Indeed, “rolled” ‘r’s and de-
voiced ‘r’s sounding like the Spanish jota can be heard in both
southern and Alsatian speakers, which cannot easily be captured
with the standard alignment-based approach.

2.3. Features used for speakers’ classification

For each speaker, a number of measurements reflecting various
pronunciation traits were computed (details are given in [3]).
The resulting features are more or less reliable and relevant for
identifying the speakers’ language variety. Two sets of features
are here proposed: a restricted set in which only a few (15)
features are kept in the light of previous studies [3], and a larger
set of 38 features. Features marked with (*) only belong to the
larger set; others belong to both sets.
Vowel formants (20 features): (*) the mean value of the first
two formants for the 10 oral vowels of our French phoneme
inventory. Only the 
�
 second formant (F2) is kept in the
restricted set (see above).

Consonant voicing (3 features): the voicing rate of (*) un-
voiced consonants 
� � � � � �
, (*) voiced consonants

� �  � � �
, (*) the 
�
 consonant.

Prosodic cues (7 features): (*) average phoneme dura-
tion, average onset duration, percentages of positive ΔF0,
Δintensity and Δduration for polysyllabic words pre-
ceded by a clitic, percentages of positive Δdurationf and
Δdurationp for polysyllabic words preceding a pause.

Pronunciation variants (8 features): rates of nasal vow-
els aligned with nasal consonant appendices, deleted
schwas, 
�
→���, 
�
→�	�, 
������
→�������,

�����
→��������, 
�
→��� and 
�
→��� variants.

2.4. Classifiers

In order to address the regional variety identification issue, two
classifiers were used: decision trees (which may be presented
under an easily-interpretable form) and Support Vector Ma-
chines (SVM). For decision trees, we used the rpart func-
tion of the R software (http://www.r-software.org), which im-
plements the CART algorithm (Classification And Regression
Tree) [8]. For the multi-class SVM [9], we used the e1071 li-
brary svm function of the R software with a polynomial kernel
function. The classifiers were not particularly tuned: most de-
fault settings were kept. Given the scarcity of the data for some
regions such as Romand Switzerland (only a dozen speakers in
the PFC corpus), a leave-one-out cross-validation method was
applied for testing each speaker.

The two classifiers were trained (and tested by cross-
validation) using different data sets of the PFC corpus. They
were also tested on the CTS corpus. Each speaker was repre-
sented by a vector (corresponding to the restricted or the larger
set of features) computed from his/her available data: 3 minutes

of reading and 13 minutes of spontaneous speech on average
(or 16 minutes in total) for the PFC corpus and 7 minutes of
spontaneous speech for the CTS corpus.

3. Results
3.1. Leave-one-out classification of the PFC speakers
3.1.1. Classification into 5 varieties

Different tests were carried out, using the restricted and the
larger sets of features, and considering read speech, sponta-
neous speech or the whole speech available for each speaker.
We first classified the PFC speakers into 5 varieties: Standard
French, South of France, Alsace, Belgium and Switzerland. The
rates of speakers correctly classified by decision trees and SVM
are given in Table 1 for different speaking styles and sets of
features.

set of read spontaneous all
features (3 min) (13 min) (16 min)

Trees restricted 56 60 59
large 69 73 67

SVM restricted 64 74 78
large 70 75 82

Table 1: Rates of speakers correctly classified into 5 varieties
for the PFC corpus.

For identical configurations, SVM give better results than
decision trees. Also, results improve with the larger set of fea-
tures.

For both classifiers, the lowest identification rates are ob-
served for read speech. The amounts of data available for this
speaking style are limited to only 3 minutes of speech, and the
features are estimated on fewer occurrences. SVM perform best
(up to 82% correct identification) when the features are com-
puted on the largest amount of data. With decision trees, the
highest identification scores (up to 73%) are observed on spon-
taneous speech.

Confusion matrices are presented in Table 2 for the two
classifiers. For each variety, the class most frequently assigned
by SVM is the correct one, with both the restricted and the
larger set of features. For this classifier, the speakers’ variety is
correctly identified in at least 58% of cases, and southern speak-
ers are remarkably well identified (in 96–98% of cases). Deci-
sion trees correctly identify the classes for which a large amount
of training data is available (standard and southern French).
With the restricted set of features, many errors are due to the as-
signment of the “standard” class to Alsatian, Belgian and Swiss
speakers. With the larger set, Belgian and Swiss speakers are
correctly identified in 61% and 75% of cases respectively, but
a majority of Alsatians are identified as Belgians and none as
Alsatian.

Decision trees enable an interesting and interpretable
graphical layout. Figure 1 shows the structure of the tree built
from the restricted set of features for all the PFC data. With both
the restricted and the larger set of features, southern speakers
are first distinguished according to the aligned rate of nasal ap-
pendices; the 
�
 F2 then separates them from standard French
speakers for whom high rates of nasal appendices are aligned.

The features used to characterise the other speakers dif-
fer according to the set of features considered. In the case of
the restricted set, Alsatian, Swiss and partly Belgian speakers
stand apart from the others throughout the devoicing of voiced
consonants measured through pronunciation variants. Alsatians
are then isolated throughout a more marked devoicing, and the
Swiss throughout the pitch rise correlate of word-initial stress.
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ref\hyp
Trees SVM

St A
l

B
e

Sw So St A
l

B
e

Sw So

re
st
ric
te
d St 69 0 15 7 9 78 2 13 6 2

Al 38 15 38 8 0 8 67 17 0 8
Be 42 3 33 6 17 22 8 61 0 8
Sw 38 0 25 33 0 25 0 8 67 0
So 8 0 8 0 84 2 0 2 0 96

la
rg
e

St 80 0 11 0 9 81 7 6 0 6
Al 33 0 58 8 0 8 58 25 8 0
Be 17 14 61 3 6 11 6 69 6 8
Sw 15 0 8 75 0 25 0 0 75 0
So 16 0 6 6 72 2 0 0 0 98

Table 2: Confusion matrices (%) obtained on the whole PFC
data classified into 5 varieties (Standard, Alsace, Belgium,
Switzerland, South).

These features make sense on looking at linguistic interpreta-
tions. Finally, a part of Belgians are classified in a way rela-
tively close to standard French, in accord with a number of re-
sults achieved in acoustic analyses and perceptual experiments
[3]. The features which differenciate these Belgian speakers are
not as relevant as the other ones from a linguistic viewpoint.

The tree built with the larger set of features uses the /�/
to distinguish eastern varieties (Alsace, Belgium and Switzer-
land). Even if Swiss speakers are still identified by an acoustic
correlate of word-initial stress, Alsatian speakers are not suffi-
ciently different to generate a leave in the tree. The economical
restricted set of features therefore has an advantage in this re-
spect.

|nasal app.<19%

F2��� ≥ 1218 Hz��������→	
����� ≥ 16%

��������→	
����� ≥ 29%
positiveΔF0 <53%

nasal app.<7%
F2��� < 1100 Hz

deleted schwas≥52%Al
BeBe

Be
Be Sw

SoSt

St
6/1/0/0/0

0/17/5/0/0 3/2/2/0/5
3/4/0/0/2

0/4/1/4/0
0/4/2/0/1 0/1/39/1/4

0/1/5/1/0 0/2/0/44/0

Figure 1: Decision tree built from all the speakers of the
PFC corpus classified into 5 varieties with the restricted set
of features. The left/right branches correspond to true/false
values. The digits below each leaf indicate the numbers of
Al/Be/St/So/Sw speakers classified.

It is interesting to draw the parallel between automatic
and perceptual identification results. Automatic identification
scores are higher than those of perceptual tests [3], even though
this comparison should be taken with caution since the condi-
tions were different: the perceptual experiment involved shorter
speech samples and a 7 class forced choice. Listeners found it
hard to differenciate Alsace, Belgium and Switzerland French
varieties. Accordingly, it is not absurd to cluster these varieties
into a single “East” class. The following subsection adresses
the automatic classification of our speakers into three broad va-
rieties (Standard, South and East) which are therefore more bal-
anced in terms of numbers of speakers.

3.1.2. Classification into 3 broad varieties
It was not ascertained that it would be easy to find cues allowing
eastern speakers to be distinguished from southern and standard
French speakers, even though eastern speakers tended to be re-
grouped in the previous subsection. The identification rates pre-
sented in Table 3 suggest that the task is somewhat simpler than
the 5-variety classification task. These rates (up to 85%) are
almost all larger than the ones obtained for 5 varieties.

set of read spontaneous all
features (3 min) (13 min) (16 min)

Trees restricted 68 80 71
large 69 83 69

SVM restricted 70 79 77
large 73 80 85

Table 3: Rates of speakers correctly identified into 3 classes for
the PFC corpus. Results are given in percentages.

As previously, the rates computed on the sole read speech
are the lowest ones, and the larger set of features gives overall
better results than the restricted set. On the whole, SVM still
outperform decision trees, but the difference is smaller than it
was in the 5-variety classification task. Decision trees perform
slightly better when only spontaneous speech is taken into ac-
count.

Confusion matrices were computed for these three classes
(see Table 4). The most frequent output of both decision trees
and SVM is the correct class in all cases. Southern speakers
were very well identified (in 94–98% with SVM). On the lines
which correspond to them, the presence of zeros is also notice-
able. These results are comparable with perceptual results [3].

ref\hyp
Trees SVM

St Ea So St Ea So

re
st
ic
te
d St 67 24 9 72 26 2

Ea 25 65 10 23 68 8
So 8 8 84 0 6 94

la
rg
e St 67 24 9 80 17 4
Ea 35 62 3 18 78 3
So 20 0 80 2 0 98

Table 4: Confusion matrices (%) obtained on all the PFC data
classified into 3 broad varieties (Standard, South and East).

Decision trees are simpler than the ones obtained for the 5-
variety classification task. The features distinguishing the South
are the same as previously (which is not inconsistent since this
class is unchanged): nasal appendices and the /�/ F2. In the
tree built with the restricted set of features, pronunciation vari-
ants expressing the devoicing of voiced consonants then come
into play. The tree built with the larger set of features isolates
a part of speakers thanks to the voicing rate of supposedly un-
voiced consonants. It is unsure that this rate reflects a regional
particularity, but it allows a good separation between eastern
and standard French. Prosody-related features have completely
disappeared in both cases: they seem not to be homogeneous
enough across the three eastern varieties.

3.2. Classification of the CTS speakers
We finally tried to classify the CTS speakers with classifiers
trained on the PFC speakers. Recall that the CTS corpus only
contains standard, southern and Alsatian data, among the va-
rieties under study. Thus, classifiers may be trained with the
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PFC data in different ways, considering a broad eastern variety
(composed of Alsace, Belgium and Switzerland, to have more
data) or keeping Alsace only. Both configurations were tested.
In all the cases, classifiers trained with only Alsace give over
20% better results. We therefore kept the latter configuration.

Another question arises: since the CTS corpus only con-
tains spontaneous conversations, should classifiers be trained on
spontaneous speech only or on more data? Results are reported
in Table 5 for both configurations. The correct identification
rates obtained here are lower than the ones measured by cross-
validation on the PFC corpus. They hardly go beyond 70%
for a 3-variety classification task, which may be explained by
changes in recording conditions (from face-to-face to telephone
speech) and a lesser control of the speakers’ origin in the CTS
corpus. Results do not behave in the same way according to
the data used for training and the classifier type. Decision trees
yield better results (than SVM too, interestingly) when they are
trained on spontaneous speech only, whereas SVM are more ef-
ficient when trained on more data.

set of spontaneous all
features (13 min) (16 min)

Trees restricted 64 61
large 64 61

SVM restricted 54 70
large 54 71

Table 5: Rates of speakers correctly classified into 3 varieties
(Standard, South and Alsace) for the CTS corpus.

Confusion matrices (Table 6) reveal that standard French
speakers are correctly identified in the majority of cases, but
their class seems to attract other speakers: a number of southern
and Alsatian speakers were mistaken as standard French speak-
ers, irrespective of the set of features and the classifier used. A
correct classification of southern speakers is only achieved with
SVM and the restricted set of features. The confusions observed
may be explained by a lesser degree of accentedness in the CTS
speakers than in the PFC speakers (who had lived in the same
place for the majority of the time).

ref\hyp
Trees SVM

St A
l

So St A
l

So

re
st
ric
te
d St 85 15 0 91 5 4

Al 62 36 3 67 18 15
So 47 20 34 41 21 51

la
rg
e St 85 15 0 97 1 2

Al 62 36 3 79 10 10
So 47 20 34 51 4 46

Table 6: Confusion matrices (%) obtained for the CTS data clas-
sified into 3 varieties (Standard, South and Alsace).

Whatever the configuration, the decision trees (not shown
here due to lack of space) are identical. The structure obtained
is rather straightforward and remains consistent with that of the
trees built previously. Southern speakers are separated from the
other ones thanks to nasal appendices and the /�/ F2; Alsatians
are isolated thanks to the devoicing of voiced consonants, and
then a weak rate of unvoiced consonants aligned as voiced.

We have no perceptual results on the CTS corpus to com-
pare our automatic identification results. However, we believe
that the latter are satisfactory given the difficulty of the task.
Moreover, the robustness of the features used by decision trees
is noteworthy.

4. Conclusion
Two classifiers (decision trees and SVM) were used to iden-
tify French varieties: each one has its advantages (interpretabil-
ity for decision trees, overall better performance on our data
for SVM). With the help of cross-validation, correct identifica-
tion rates reaching 82% and 85% were obtained to classify the
speakers of the PFC corpus into 5 and 3 classes respectively.
Classifiers trained on this corpus to classify the speakers of the
CTS corpus into 3 classes (standard French, South and Alsace)
enabled us to obtain up to 71% correct identification.

The relatively high classification rates achieved by using
a small set of linguistically-motivated features are also a vali-
dation of the acoustic cues we measured through different ap-
proaches (resorting to specific pronunciation variants or not).
Pronunciation traits characterising southern speakers turn out
to be particularly robust: more nasal appendices aligned and
less /�/ fronting than in northern speakers. Consonant devoic-
ing and prosodic cues distinguishing Alsatian, Swiss and Bel-
gian speakers are not so marked – in accordance with perceptual
experiments and acoustic analyses [3]. It would be interesting
to go further into the parallel with human perception, to inves-
tigate similarities between linguistic and automatic approaches.
Further work is necessary to study whether listeners and ma-
chines rely on the same features.

Several improvements may be brought to the classification
task (tuning of the classifier parameters, feature selection), in
order to get better results while avoiding overtraining. With
more data (even though the quantity handled here is important),
we could balance the number of speakers per class and their
speech duration. A classification of unseen data of the same
type as the training data could also supplement cross-validation.

This work based on linguistic knowledge requires rather
long stretches of speech (a few minutes) for feature estimation.
In the future, it will deserve a comparison with an approach
based on raw acoustic features such as cepstral coefficients.
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