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Abstract
Categorical perception is a pervasive phenomenon in phonemic
identification and has been demonstrated in the last decades
through behavioral experiments and, more recently, in neuro-
physiological studies. However, the precise neural mechanisms
underlying the transformation of continuous physical properties
into discrete phonemic units is still largely unknown. This pa-
per presents a study that aims at investigating the neurological
correlates of phonemic categorization at a very early stage of
auditory processing. We recorded the auditory evoke potentials
(AEP) of twelve subjects using scalp electrodes placed between
the mastoid bone and the vertex of the head. The subjects pas-
sively heard four stimuli in the continuum /ba/-/pa/ with varying
voicing onset times (VOT). Those stimuli were chosen individ-
ually for each subject according to her psychometric response
to the identification task run previously. The individual AEPs
were represented using the coefficients of the discrete wavelet
transform. Using linear discriminant analysis, we were able to
show an early categorization of the responses in terms of VOT,
which mimics the behavioral responses of the subjects. The cat-
egory signatures in the AEPs arose during the vocalic part of the
syllable, which suggests that phonemic categorization may take
place at the lower level stages of the auditory pathway.
Index Terms: phonemic identification, categorical perception,
auditory evoked potentials

1. Introduction
Putting the sensory observations into categories seems to be a
highly pervasive way in which humans (and probably animals)
perceive the world. The phenomenon of categorical perception
has been demonstrated in a variety of perceptual modalities, like
color, facial emotion and, in particular speech perception [1].
Indeed, the existence of stable, discrete units of information (the
phonemes) seems to be the groundwork of (spoken) communi-
cation [2].

Studies have shown that the superior temporal gyrus (STG)
and the superior temporal sulcus (STS) in the auditory cortex
are implicated in the phonemic processing of speech streams
[3, 4]. Recently, Chang et coll. have demonstrated the neural
correlates of phonemic categorization in the STG by direct mea-
surements of AEP on the cortical surface [5]. In this study, using
a 64-electrodes grid, the authors show that the neural pattern of
activity around 100 ms after the stimuli onset mimic the behav-
ioral curves of phoneme identification. This is reminiscent of an
older magnetencephalography study, which used a passive odd-
ball design and mismatch negativity to show that the complex
N1/P1 is implicated in VOT contrast processing [6].
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Figure 1: Hypothesis for the neurophysiological phonemic rep-
resentation. Top panel: a hypothetical psychometric curve wiht
four selected stimuli, the two extreme ones and the two stimuli
on the borders of the categorical transition. Mid and lower pan-
els: representation of the distribution of responses along a neu-
rophysiological axis that best separate the intermediate stimuli.
Each colored curve corresponds to the hypothetical distribution
for the associated stimuli. For the interpretation of hypothesis
H0 and H1, see text.

These studies let open the question on the precise temporal
mechanisms underlying the categorization of speech sounds. In
the present paper, we present a study that addresses this issue.
We designed an electroencephalography (EEG) experiment, in
which the stimuli are matched to the subject-specific behavioral
response. We are interested in the VOT contrast of bilabial plo-
sives (/b/ vs. /p/). The main hypothesis that we are testing is
illustrated in Fig. 1. According to the null hypothesis (H0) the
neurophysiological response to the different stimuli would par-
allel its physical properties. In this case, the separation of the
responses will be homomorphic to the VOT. Under the alterna-
tive hypothesis (H1) the representation of the stimuli at the bor-
ders of the categorical transition (which are perceived almost
unambiguously as /ba/ or /pa/) would be closer to the responses
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to the pure stimuli at the extreme of the continuum.
In order to show that, we transformed each response trial

using the Discrete Wavelet Transform (DWT) and proceed with
a Linear Discriminant Analysis (LDA) [7] in the DWT space.
To avoid the “high dimensional low sample size data” prob-
lem [8] we developed a dimensionality-reduction technique that
allows a reliable representation of neurophysiological contrasts.
The main idea is to find the axis that better discriminates the two
intermediate stimuli, project the pure stimuli onto that axis, and
see whether the null hypothesis H0 can be falsified.

2. Methods
2.1. Subjects

Twelve subjects participated voluntarily to this study. They
were aged between 18 and 45 years (median age 25 years) and
had no previous history of auditory or neurological disorders.
The subjects signed informed consent forms. This study was
approved by the local ethical committee in Lyon, France.

2.2. Stimuli

The stimuli were prepared from two naturally-uttered signals,
which were the syllables /ba/ and /pa/ spoken in isolation. The
signals were recorded from a female speaker in a soundproof
booth using a H2 Zoom recorder at 44,1 kHz. The recorded
/ba/ syllable lasted for around 340 ms, with a VOT of 138 ms.
The mean F0 in the stable part of the vowel was 175 Hz. In
order to reduce the duration of the stimuli and, hence, reduce
the total duration of the EEG recording, we smoothly cut the
signal such that the VOT was reduced to −33 ms and the vo-
calic part lasted for around 100 ms. The /pa/ syllable showed a
moderately strong aspiration and a VOT of +23 ms.

The morphing of the sounds was done in different ways for
the three parts of the signal. (1) In the period before the con-
sonant release, the duration of the voicing murmur was contin-
uously reduced in time, from its full duration for /ba/ until it
disappears for /pa/. (2) The next 23 ms after the consonant re-
lease were linearly interpolated, such that the initial oscillations
of the vocal folds for /ba/ were morphed into the air burst for
/pa/. (3) For the remainder of the stimulus (the vowel part) we
simply took the corresponding part of the signal from the /ba/
syllable. This was done on purpose (see Discussion below).

Hundred morphed stimuli were thus generated between the
pure /ba/ signal and the signal made with the burst of the origi-
nal /pa/ and the vowel of the original /ba/ (what we call hereafter
the “pure” /pa/). Fig. 2 illustrates the morphing principle.

2.3. Psychophysical experiment

Prior to the EEG recording, the subject was placed in a quiet
room and heard the hundred stimuli through high-quality ear-
phones. Each stimuli was presented once in randomized order.
The subjects were asked to identify the heard syllable as either
/ba/ or /pa/, in a forced-choice task. Psychometric curves were
fitted to the responses of each subject using the glm function
of the R software [9]. The stimuli corresponding to 5% and
95% of the theoretical psychometric curve of each subject were
selected for the EEG experiment (see Fig. 4).

2.4. Electrophysiological recordings

Auditory evoked potentials were recorded from the scalp in
a standard 32-electrodes mounting cap, using the BrainAmp
device. The subjects were placed in a soundproof booth and

100 ms

VOT = -33 ms

VOT = -10 ms

VOT = +23 ms

/ba/
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Figure 2: Stimulus morphing. Time waveforms for three of the
hundred stimuli used in this study. The top and the bottom ones
are the unambiguous /ba/ and /pa/ stimuli. The middle one cor-
responds to an ambiguous syllable for most of the subjects. The
VOT for each stimulus is indicated, which is measured from the
point of the bilabial release (indicated by the vertical gray line).

watched a mute movie while hearing the stimuli. They were in-
structed to not pay attention to the heard sounds. The acoustical
signal was delivered through piezoelectric ear phones transmit-
ted with a plastic tube going inside the middle ear where they
were kept in place with ear plugs. This setup minimizes the ar-
tifact due to the electromagnetic noise that would be introduced
by using regular headphones.

The four stimuli (pure /ba/, “pure” /pa/, plus the two inter-
mediate stimuli selected from the psychophysical experiment
in a per-subject basis) were presented in a random order. Each
stimuli was presented half of time with the normal polarity and
the other half of the time with the inverse polarity (for explana-
tions on the reason for doing this, see [11]). The signals from
the 32 electrodes were sampled at 5 kHz. The inter-stimulus
interval was 410 ms (including a 110 ms pre-stimulus window),
which correspond to 2051 samples per stimulus. The EEG data
was analyzed with the ELAN software [10]. Noisy trials were
rejected based on an energy criterion. An Independent Compo-
nent Analysis (ICA) was applied to the the whole set of elec-
trode signals in order to remove eye-blink and other artifacts.
After rejection, we obtained an average of 1927 trials per stim-
ulus.

The AEP response was taken as the difference between the
electrode at vertex (Cz) and the electrodes close to the mastoid
bones (TP9 and TP10). This choice maximizes the responses
due to the neuronal relays in the brain stem as well as the re-
sponse in the auditory cortex and is normally used in Speech-
ABR studies [11]. Since our stimuli are presented binaurally,
each trial was represented by an one-dimensional signal, which
was obtained as the average of the two signals described above
(Cz−TP9 and Cz−TP10).

2.5. Wavelet representation and LDA analysis

Each trial response was truncated to 2048 samples and its DWT
coefficients were computed using the package wavelets of
R [12]. A least asymmetric Daubechies filter of width 8, called
LA(8), was used [13]. The wavelet coefficients in bands W4 to
W6, which cover the frequency range between 39 and 312 Hz
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Figure 3: Results of the LDA analysis. Left panel: Simulation
results for the z-score statistics. Right panel: Result of the per-
subject dimensionality-reduction procedure. (See text for de-
tails.)

were selected, together with the scaling coefficient V6, which
lumps all the information from 0 to 39 Hz. From a preliminary
analysis of the data, we concluded that bands W1 to W3 con-
tained a small fraction of the total energy of the DWT. Since we
are interested in the response during the vocalic part of the stim-
uli, we restricted the analysis to the 40 ms immediately after the
onset of the FFR (following frequency response). This means
that each trial is represented by a point in a 120-dimensional
space (see Fig. 7).

The dimensionality-reduction algorithm runs as follows:
first, the whole 120 dimensions were considered and an LDA (R
package MASS [14]) was computed taking the two intermediate
stimuli as classes. We then recomputed the LDA in the reduced
119-dimensional spaces obtained by droping each one of the
120 dimensions in the DWT representation. The inter-class z-
score was computed and the dropped dimension that maximized
that value was selected. We reiterate this procedure without the
dropped dimension, until the z-score reached a maximum value.
At this point, we continue the computations with the reduced
DWT space.

Since there is no published statistics for the z-scores for
LDA in the literature, we run our own simulations for comput-
ing it. Assuming a null hypothesis of no inter-class differences,
we draw two data sets in the n-dimensional space (n varying
from 5 to 120) from a spherical normal distribution with mean
equal to 0 and standard deviation equal to 1 in all directions.
After that, we computed the LDA and projected the means of
the “classes” onto the LD1 axis. We then computed the separa-
tion between the means. This was repeated a large number of
times and a non-linear function was fitted to the curve of result-
ing separations against n (Fig. 3, left panel), M(n). The 1-std
interval around that fitted curve, SD(n), was also determined.
For a given separation D found for dimension n, as described
in the preceding paragraph, the z-score was computed as:

z =
D −M(n)

SD(n)
(1)

The final LDA was then computed in the reduced space,
which yields a “neurophysiological” discrimination axis (akin
to the one shown in Fig. 1). The DWT vectors for all the trials
are then projected onto that axis and the mean values for each
stimulus responses were computed.

3. Results
A typical result of the identification test is shown in Fig. 4. The
classical result of categorical perception was observed. The 5%

Figure 4: Typical result of the identification test. The horizontal
axis represents the VOT of each stimuli. The vertical axis on the
left indicates the response (either /ba/ or /pa/ and the vertical
axis on the left represents the predicted percentage of /pa/ re-
sponses. Each response of the subject is shown by a filled circle.
The fitted psychometric curve is represented by the red curve.
The 50% threshold is shown by the vertical gray line. Dotted
horizontal lines show the 5%, 20%, 80%, and 90% theoretical
crossing points. The gray band represent the 95% confidence
interval of the threshold estimation.

points of the curves ranged from VOT−24 ms to−11 ms (mean
value −17 ms). The 95% points went from VOT −10 ms to
+9 ms (mean value −0.6 ms). On average, the difference be-
tween the 5% and 95% points, in terms of VOT, was 16.7 ms,
comparable to the average distance between the pure /ba/ and
the first intermediate stimulus (15.7 ms), and much smaller than
the distance between the second intermediate stimulus the the
“pure” /pa/ (32.4 ms).

The averaged response of one subject for the first stimuli
(pure /ba/) is illustrated in Fig. 5. We can observe the onset
response to the consonant release and the FFR of the vocalic
part, as described elsewhere [15, 11].

200 μv
100 ms

Figure 5: Grand average response of a selected subject for the
/ba/ stimulus. The acoustic signal (above) and the electrophysi-
ological response (below) are aligned in time. For presentation
purposes, the response was high-pass filtered at 80 Hz. This
eliminates the slow cortical responses, which were, at any rate,
included in the analyses.

The example of the results of the dimensionality-reduction
algorithm is shown in the right panel of Fig. 3. For that specific
case a sub-space of dimension 26 was selected, which yielded
a z-score of almost 9. Across the subjects, the optimal dimen-
sion varied between 7 and 36 and the optimal z-score varied
between 6 and 17. The worst case being far beyond the z = 2
limit, we are confident that our dimensionality-reduction algo-
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Figure 6: Final projections onto the LD1 axis. Each subject
is represented by four colored circles connected by a line. The
projections of the mean response for each stimulus is shown in
the vertical axis. The position of the stimuli in the /ba/–/pa/
continuum is represented in the horizontal axis.

rithm works properly.
Once the final LDA is run, for each subject, the mean val-

ues for each stimulus trial set is projected onto that axis. Since
the LDA normalizes the intra-class variance to 1, the values
that we obtained are then normalized by the intra-class variabil-
ity. The final results of our analysis are shown in Fig. 6. The
mean difference between the two intermediate stimuli is 0.36,
which is significantly different from zero (double-sided t-test,
t[21.98] = −14.9, p < 0.0001). The values for the pure /ba/
stimulus do not differ significantly from the values of the 5%
stimulus. This is also the case for the the “pure” /pa/ response
in comparison with the stimuli at 95%. On the other hand, the
pure /ba/ and the “pure” /pa/ responses are significantly different
from zero, the first one being negative and the second one being
positive (one-sided t-test, t[11] = −3.86, p < 0.01). This rules
out the interpretation of our dimensionality-reduction algorithm
finding axes that are too specialized in separating the interme-
diate stimuli. If that was true, then the means for the pure /ba/
and the “pure” /pa/ would have been not significantly different
from zero.

The remaining question in this studies regards the regions
in time and in frequency where the phonemic discrimination is
taking place. Remember that each dimension corresponds to a
wavelet coefficient, which is localized in time and frequency. In
order to assess the contribution of each dimension to our result,
we counted the number of times that each wavelet coefficient
was chosen across all subjects. In doing that, we normalized
the values by the total number of dimensions of each subject,
such that the coefficients of a subject with a small optimal n are
more important than the coefficients of a subject with a large
value of optimal n. The result is shown in Fig. 7. We can see
that, even though there are contributions from coefficients in
the whole region, there is a concentration in the low frequency
region (below 79 Hz) and in a very early part of the response
(below 25 ms). The contributions peak around 25 ms and then
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Figure 7: Contribution of the wavelet coefficients to the LD1
axes. The contribution of each dimension of the DWT space
is shown as colored rectangles. The darker the rectangle, the
stronger is the contribution of the corresponding wavelet coef-
ficient. Time is on the horizontal axis and frequency on the ver-
tical axis. The region corresponds roughly to 0–312 Hz region
of the vocalic part of the stimuli, plus the region allowing slow
cortical responses to build up after the stimulus presentation.
The blue dotted circles and the blue line represent the relative
amount of contribution at each time, by lumping together the
DWT coefficients from V6 and W4–W6 in each time slot. The
red line groups a compact region in the low-end of both time
and frequency, which contributes strongly to the stimuli catego-
rization.

decrease with time, as shown by the blue line in the figure, with
an extra peak around 35 ms.

4. Discussion
Using a new technique that combines the results of the phone-
mic identification task and the electrophysiological recording
of the relevant stimuli, we were able to show a very early cat-
egorization process of the VOT in the syllables /ba/ vs. /pa/.
Contrary to previous studies, we found that the stimuli can be
categorized in the auditory pathway as early as 25 ms after
the distinct part of the signal (voiced vs. unvoiced) has fin-
ished. Since we carefully designed our stimuli to be identical
during the vocalic part of the syllable, we rule out exogeneous
interpretation to the neurophysiological phonemic categoriza-
tion that we observed. Such short-time effects might be due to
some delayed processing of the previous difference in the sound
(presence or absence of the vocal murmur), along the auditory
pathway, through the neuronal relays of the brainstem until the
temporal cortex. Another explanation is that some top-down,
corticofugal process is under way and is altering the processing
of the vocalic part of the signal. Further experiments will be
needed for clarifying this issue. As regards practical applica-
tions, finding the neurophysiological correlates of the temporal
processing of speech cues may serve as a basis for building bet-
ter diagnosis tools for speech pathologies, in particular dyslexia.
Indeed, it has been shown the dyslexic children behave poorly
in phonemic identification tasks involving VOT [16]. The tech-
nique described in this paper could then be applied to pre-school
children for early detection of dyslexia.
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