
Using Role Play for Collecting Question-Answer Pairs for Dialogue Agents

Ryuichiro Higashinaka†, Kohji Dohsaka‡∗, Hideki Isozaki ‡∗∗

† NTT Media Intelligence Laboratories
‡ NTT Communication Science Laboratories

Abstract
Chatbot-like dialogue agents typically use character-anchored
question-answer pairs for response generation. However, creat-
ing such pairs requires manual effort and is very costly. We
propose using role play to efficiently collect such character-
anchored question-answer pairs. In our role-play-based scheme,
users play the roles of certain characters and respond to ques-
tions. Since multiple users can play the role of the same char-
acter, questions addressed to one character can be quickly an-
swered by any of the role-players of that character. This leads to
the efficient collection of character-anchored question-answer
pairs. In addition, role play has a certain entertaining nature,
which could encourage the active participation of users. From
the analysis of a trial run of a website based on our scheme, we
found that users were highly motivated to provide data and that
appropriate question-answer pairs were collected, which sug-
gests the effectiveness of role play for dialogue data collection.
Index Terms: Dialogue data collection, role play, question an-
swering, dialogue agents

1. Introduction
An emergence of a commercial service where users can chat
with various characters (e.g., popular animation characters) by
voice indicates a growing demand for chatbot-like dialogue
agents 1. One common and practical approach to response gen-
eration in such dialogue agents is to hand-craft a large number
of utterance pairs (input-response pairs) [13, 11, 6]. However,
since utterance pairs need to be carefully designed to suit the
personalities of dialogue agents, the creation of such pairs re-
quires a great deal of human effort. This hinders developers
from creating various characters, limiting the possibility of dia-
logue agents.

This paper proposes using role play to efficiently collect
character-anchored question-answer pairs that can be used for
response generation in dialogue agents. In our scheme, we con-
struct a collaborative space where users play the roles of cer-
tain characters and respond to questions. Since multiple users
can play the role of the same character, questions addressed to
one character can be answered by any of the role-players of
that character. Therefore, character-anchored question-answer
pairs can be quickly collected. In addition, role play has a cer-
tain entertaining nature [5], which could encourage the active
participation of users for data creation. To provide a concrete
image of the scheme, Figure 1 shows some examples of col-
lected questions and answers associated with the role of “Marie
Antoinette”. This paper discusses the effectiveness of our data

* Currently with Akita Prefectural University
** Currently with Okayama Prefectural University

1DOCOMO to Enhance Cloud Services for Smartphones and
Tablets: http://www.nttdocomo.com/pr/2012/001616.html

Character: Marie Antoinette (user25)

Q: What do you think of your life? (user25)

A1 I was not as unfortunate as you might think.
(user25)

A2 I was very happy. I am grateful to my children.
(user3)

A3 It was very enjoyable. (user13)

Q: Why are macaroons expensive? (user21)

A1 I don’t know. It doesn’t matter. (user22)
A2 Because they are made in France. (user11)
A3 Eat as many as you like while you have good

teeth. (user25)
A4 Because they require great care to make. (user12)
A5 It’s cumbersome to make them. (user4)

Figure 1: Examples of collected questions and answers. Users
who registered the character, questions, and answers are shown
in parentheses. All questions and answers were originally in
Japanese and were translated by authors.

collection scheme and the quality of the acquired data. As far
as we know, our work is the first to use role play for dialogue
data collection.

Section 2 describes previous work. Section 3 describes our
data collection scheme. Section 4 describes the data collection
we performed using a trial website and analyzes the effective-
ness of data collection on the basis of the statistics of the col-
lected data and user satisfaction ratings. Section 5 analyzes the
quality of collected data. Section 6 summarizes the paper and
discusses future work.

2. Previous Work
Although many sophisticated response generation techniques
have been proposed [1], individually created utterance pairs are
still the most common way for generating responses in dialogue
agents, especially for chatbots, because they can ensure natural-
ness in utterances and consistency in character. Even in task-
oriented dialogue systems, utterance pairs are necessary. For
example, Takeuchi et al. [11] reported that more than half of the
utterances that the town guidance system “Takemaru-kun” re-
ceived from the general public were not related to the guidance
task but instead were greetings and questions about the system
itself. To respond to such utterances, Takemaru-kun had to be
equipped with many individually created question-answer pairs,
which requires constant maintenance by developers to ensure
user satisfaction. One obstacle to using utterance pairs is the
high cost of manually creating them. For example, A.L.I.C.E.
[13], a Loebner Prize winner, uses tens of thousands of hand-
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crafted utterance pairs.
To reduce cost, several automatic approaches for acquir-

ing utterance pairs have been proposed. For example, Shawar
and Atwell [9] created pattern-template pairs in Artificial Intel-
ligence Markup Language (AIML) from various dialogue cor-
pora. Gandhe and Traum [3] proposed automatically generating
utterances by searching for utterance pairs in dialogue corpora
in a military simulation domain. Huang et al. [4] proposed col-
lecting useful utterance pairs from online discussion forums to
support the construction of chatbots. Recently, Ritter et al. [8]
mined Twitter feeds to induce utterance pairs (called stimulus-
response pairs) using machine translation techniques. Bessho
et al. [2] also used Twitter to find utterance pairs for chatbots.
Although these automatic methods can be useful to some ex-
tent, the acquired pairs are still negatively affected by noise and
inconsistency because the corpora used generally contain utter-
ances of multiple users. To ensure good quality and consistency
in character, hand-crafting is still required.

Natural language resources are now often crowd-sourced.
Snow et al. [10] conducted experiments using Amazon Me-
chanical Turk (AMT) (a web service that lets online users per-
form intelligent tasks) and showed that many large labeling
tasks, such as affect and word sense annotation, can be suc-
cessfully performed by untrained but abundant online users at
relatively small cost. Paek et al. [7] used the Web to augment
lexicons for speech recognition. Our study shares the same mo-
tivation as theirs in that we seek to exploit the Web for collecting
utterance pairs for dialogue agents. What is new with our idea is
to use role play in order to ascertain that the collected data con-
form to certain characters. Another possibility for facilitating
the collection of utterance pairs is to create an efficient author-
ing tool [6], which we would also like to pursue in the future.

3. Data Collection Scheme
In our role play-based scheme, we create a collaborative space
(typically a website) where users play the roles of certain char-
acters and respond to questions. In the space, users first register
names of characters they want to play. Multiple users can regis-
ter as the same character. Questions can be posted by arbitrary
users to any registered character and they are answered by the
role-players. Figure 2 illustrates our scheme. Important points
are that role-players collectively represent a single character and
that a question is broadcast via a character to all role-players.

This scheme is likely to result in the effective collection
of character-anchored question-answer pairs for the following
reasons:

1. It is efficient. Utterances of multiple users can be
treated as if they were uttered by a single user by us-
ing characters as pivots. Quick answers to questions can
be expected because of the many answerers (i.e., role-
players). This could heighten user satisfaction of ques-
tioners and thereby propel a rapid cycle of posting ques-
tions and answers.

2. It is sustainable. Continually answering questions may
be a burden for an individual. By letting multiple users
answer the same questions, we can relieve responsibility
and time constraints, which is desirable for sustainable
long-term data collection.

3. It does not infringe on users’ privacy. It is particularly
difficult to publish dialogue data, such as chat logs, be-
cause conversations frequently include private informa-
tion. However, in our scheme, users play the roles of
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Figure 2: Illustration of our data collection scheme.

characters other than themselves and do not need to dis-
close their personal information. Therefore, users can
freely answer questions without hesitation and actively
state their opinions.

4. It is entertaining. From their experience in image-
labeling, von Ahn and Dabbish [12] reported that an en-
tertaining nature is crucial for motivating online users
to perform certain tasks. Our role-play-based scheme is
likely to be entertaining because of the imaginative pro-
cess that is inherent in role play [5].

4. Data Collection
4.1. Trial Website

We created a trial website and recruited 50 people (25 males and
25 females) to use it. The users were paid for their participation.
The website was available for three weeks with password pro-
tection. The website was in Japanese and all users were native
speakers of Japanese.

When users logged in, the initial webpage showed personal
and site-wide posting statistics as well as already registered
characters. Selecting one of the characters took the user to a
character-dependent webpage where they could post questions,
browse questions and answers, and post answers. On the initial
webpage, users could add arbitrary characters if their desired
characters had not already been registered. Characters are dif-
ferentiated by their names; users could add short descriptions to
the names for disambiguation (e.g., “Nero (Roman emperor)”).

In the trial run, each user was requested to submit 100 post-
ings (questions or answers) during the three-week period. They
were told that posting more than 100 would not be counted as
payable work although they could submit more if they wanted
to. In addition, self-answers, which are answers to one’s own
questions, were also regarded as unpayable. It was also re-
quested that the number of questions be similar to the number
of answers. The users could check the status of their postings
at anytime on the initial webpage. The trial website was opened
with four pre-registered characters, twelve questions, and 36 an-
swers as examples. After the trial period, the users filled out
questionnaires that asked for their subjective evaluations of the
website.

4.2. Posting Statistics

Table 1 lists the statistics of the postings on the website. We
collected 2,502 questions and 3,838 answers for 397 characters
(i.e., the initial four plus 393 added by the users), corresponding
to 3,838 question-answer pairs (9.99 question-answer pairs per
character).
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Table 1: Statistics of postings. Example postings are included in
the numbers. Distinct questions do not include duplicate ques-
tions.

# registered characters 397
# questions 2,502
# distinct questions 2,483
# questions with answers 2,262
# questions per character 6.42
# answers 3,838
# self-answers 213
# answers per question 1.70
# answers per character 9.99
# total postings 6,340
# users per question 1.62
# users per character 5.21
# questions per user 49.80
# answers per user 76.04
# postings per user 125.84
# users with over 150 postings 10
# users with over 200 postings 3

We can see that more than five users (5.21 users) partici-
pated in creating answers for a single character and that a sin-
gle question was answered by more than one user (1.62 users),
suggesting the efficiency of our scheme for collecting question-
answer pairs of a single character through the collaboration of
many users.

It can also be seen from the table that users made more post-
ings than were requested. We would have gathered only about
5,000 postings (50 × 100) had the users quit using the website
after satisfying their contract requirements. Note that the users
were notified of their posting status every time they logged on
to the website. The nearly 6,300 postings (26% increase) we
received suggest the effectiveness of our scheme for collect-
ing question-answer pairs. Surprisingly, we had ten users who
made more than 150 postings and three who made more than
200. These numbers clearly indicate that the website has the
potential to motivate users to provide data. In addition, we had
more than 200 self-answers despite their not being counted as
payable work.

Figure 3 shows the density function directly estimated from
the data, assuming that the number of postings per user (x-axis)
is a continuous value. The y-axis is the probability density
whose integral in a period is the probability that such a num-
ber of postings occurs. Here, we used kernel density estima-
tion. The form of the density function indicates that the number
of postings drops after the required number of 100, as expected,
but the drop eases around 130. We can also observe undulations
around 150 and 200 postings. When we assume voluntary post-
ings per user (n = N−100) to be a random event, then n is ex-
pected to follow a Poisson distribution. We can test whether the
voluntary postings were random events by looking at whether n
fits a Poisson distribution. From a statistical test, we found that
voluntary postings do not fit a Poisson distribution (p<0.001),
suggesting that voluntary postings did not come from random-
ness and that our scheme does have the potential to motivate
users to post more data than required.

4.3. Questionnaire Results

We asked the users to evaluate the website and their experiences
by filling out a questionnaire. The questionnaire consisted of
three items: (Q1) How do you rate the usability of the website?
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Figure 3: Density function for postings.

Table 2: Questionnaire results (five-point Likert scale) averaged
over 50 users with standard deviations in parentheses.

Questionnaire Item Avg. (SD)
Q1 Usability of website 3.90 (0.93)
Q2 Willingness for future use 3.98 (1.13)
Q3 Enjoyment of role play 4.28 (0.73)

(Q2) Would you be willing to use the website again? (Q3) Did
you enjoy role play on the website? The users answered the
questionnaires on a five-point Likert scale, with one being the
lowest score and five the highest. Table 2 shows the results of
the questionnaire averaged over 50 users.

From these results, the website showed good usability, and,
judging from the scores of Q2 and Q3, most users seemed to
have liked it. The score for Q3 (enjoyment of role play) is sur-
prisingly high, surpassing the expectation that one would nor-
mally have, even for paid users. This confirms the entertaining
nature of our scheme. We also received a number of comments
from participants mentioning the unexpected joy of role play,
which suggests that role play could play an important role in
dialogue data collection.

5. Analysis
We analyzed the acquired question-answer pairs to clarify the
characteristics of the collected data. We examined registered
characters and answer quality.

5.1. Registered Characters

We manually categorized the registered 397 characters by using
the 19 character-type labels we defined. Table 3 lists the top-
five characters types. These top-five types cover more than 85%
of all characters. It is reasonable that we observe these types
of characters because they are familiar to users; users had to
know them well to play the roles. Although we can confirm
some variety in character types, this distribution could represent
a limitation when we want to create wider types of dialogue
agents.

5.2. Answer Quality

Since our scheme involves online users, not experts, there may
be some quality issues. Therefore, we evaluated the appropri-
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Table 3: Distribution of character types.

Label Frequency Ratio
1 Animation character 113 28.46%
2 Celebrity 89 22.42%
3 Athlete 70 17.63%
4 Historical figure 45 11.34%
5 Statesman 23 5.79%

ateness of the collected question-answer pairs to verify whether
they would actually be useful for dialogue agents. Since the col-
lected question-answer pairs are anchored to certain characters,
we had human judges evaluate the quality of the answers on the
basis of the question and character. For sampled 500 tuples of
<question, answer, character>, three judges, who were not the
authors, answered the following questions on a 7-point Likert
scale, with one being the lowest score and seven the highest:

(a) The content of the answer is appropriate to the answer of
the specific character.

(b) The expression of the answer is appropriate to the answer
of the specific character.

Tables 4 and 5 list the results. Across the judges, the an-
swers received fairly good scores, around 5.3–5.5, showing that
the collected question-answer pairs can safely be used for re-
sponse generation in dialogue agents.

When we look at the individual scores, we notice that there
is a significant difference among the judges. For example,
Judges 1 and 2 were lenient, whereas Judge 3 was stricter in
rating the answers. Judge 3 was especially sensitive to slight
inappropriateness and gave low marks. Although the quality of
our data is reasonable on average, this highlights the fact that
individuals may have different conceptions of how certain char-
acters would answer questions.

6. Summary and Future Work
We proposed a novel data collection scheme for collecting
character-anchored question-answer pairs. We showed that, by
our role play-based scheme, question-answer pairs of a charac-
ter can be efficiently created by multiple users and that users are
highly motivated to provide questions and answers due to the
entertaining nature of role play. The collected question-answer
pairs are shown to have good quality, suggesting the usefulness
of the acquired pairs as knowledge for dialogue agents.

We acknowledge that our scheme has a number of limi-
tations. First of all, we need to verify the usefulness of the
collected pairs for building actual dialogue agents. We also
need to devise ways to exploit the data for augmenting exist-
ing dialogue agents by, for example, generalizing or modifying
utterance pairs. Our current implementation can only collect
context-independent question-answer pairs. We need to extend
the scheme to handle dialogue context to be able to collect more
complex interactions. Quality control of collected data is an-
other important issue when we deal with consumer-generated
media. We need to find ways to improve the quality of post-
ings, for example, by setting more concrete guidelines. It is
also important to investigate whether it is better to have more
answers for existing questions or to solicit new questions in or-
der to set a course for our data collection principle in the future.
More answers would augment the variation in system responses
to enhance humanness, and more questions (with at least one
answer) would make dialogue agents more knowledgeable.

Table 4: Averaged individual and mean content scores (seven-
point Likert scale) for 500 answers for three judges. Numbers
in parentheses denote standard deviations.

Judge 1 Judge 2 Judge 3 Mean
5.64 (0.88) 6.01 (1.16) 4.38 (1.67) 5.34 (0.94)

Table 5: Averaged individual and mean expression scores.

Judge 1 Judge 2 Judge 3 Mean
5.49 (1.02) 5.80 (1.26) 5.16 (1.65) 5.48 (0.99)

Despite such limitations, the results indicate that our
scheme is promising for collecting dialogue data necessary for
building dialogue agents, and we would like to conduct large-
scale data collection by opening our website to the general pub-
lic for large open participation.
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