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Abstract
We present a novel method for estimating formant frequen-
cies by fitting Gaussian mixtures to discrete Fourier Transform
(DFT) magnitude spectra. The method first estimates the Gaus-
sian parameters for a sequence of wideband spectra using the
Expectation-Maximization (EM) algorithm. It then refines the
parameters by using maximum a posteriori (MAP) adapta-
tion. The work was evaluated using manually labeled ground
truth data with 516 utterances and comparing results both with
PRAAT’s formant tracking algorithm in various noisy environ-
ments and one other state-of-the-art method. We obtained sta-
tistically significant improvements in the relative errors for the
first three formants over all phonetic classes.
Index Terms: Formant Tracking, Gaussian mixture model, EM
algorithm, MAP adaptation

1. Introduction
Vocal tract resonance descriptors contain useful information,
and have been widely used in many speech-related applica-
tions. Vocal tract resonances or formant frequencies have re-
ceived continued attention over the past decades, and continue
to play an important role in applications, such as speech-based
affective classification [1], clinical depression diagnosis [2, 3],
and children’s speech therapy [4].

Many methods have been proposed for tracking formants
from the speech signal. Most formant tracking algorithms are
based on linear prediction coefficient (LPC) analysis. LPC-
based algorithms produce a reasonable approximation during
vowel like sounds; however, LPC-based formant trackers en-
counter problems with nasal formants and bandwidth estima-
tion [5, 6]. Other well-known algorithms are based on adaptive
filters [7, 8, 9], and there are algorithms using a code-book of
spectra, where formant tracking is achieved by searching this
code-book for the most suitable set of formant values [10].

In spite of the phonetic significance of formant frequencies,
they have not yet been widely adopted as acoustic features for
speech recognition. To be useful acoustic features, Holmes et
al. suggest that formant frequencies be supplemented by gen-
eral spectral shape information [11]. For this reason, a statisti-
cal method of estimating spectral parameters using a Gaussian
mixture model (GMM) has been investigated [12, 13].

Our work has its foundation in the work of Zolfaghari and
Robinson in which Gaussian mixture distributions were fitted to
discrete Fourier transform (DFT) magnitude spectra. Zolfaghari
and Robinson’s work focused on finding maximum-likelihood
(ML) estimates from a single DFT analysis frame [13]. Our
work is extended by using the sequence of wideband spectra

with MAP adaptation to refine the estimates. Our hypothe-
sis is that we can achieve an accurate formant frequency es-
timation by spectral modeling using a Gaussian mixture with
MAP-adaptation algorithm. By using MAP adaptation with a
reasonable adaptation rate, the proposed method produces the
smooth transitions from frame to frame. We also show an ef-
ficient method for Gaussian parameter estimation by utilizing
DFT amplitudes.

2. System Overview

As discussed in [13], various problems are encountered when
fitting Gaussian distributions directly to the DFT magnitude
spectra. One of the major challenges is that the Gaussian fit-
ting can pick a single harmonic and neglect adjacent harmonics.
This particular problem occurs more often with female speak-
ers, where fundamental frequencies are high and harmonics are
widely spaced. As a possible solution, [13] suggested applying
cepstral smoothing [14], which has the effect of removing the
high-quefrency excitation components from the spectrum.

In this paper, we propose first to estimate Gaussian mixture
parameters for a sequence of M wideband spectra, then use a
single spectrum in the middle of the sequence to re-estimate the
parameters. To find the parameters in the sequence of spectra,
we use the expectation-maximization (EM) algorithm. We then
use MAP adaptation to refine the estimates by adapting the pa-
rameters based on their neighbors. The EM algorithm applied
to the sequence of spectra resolves the over-fitting problem, and
the MAP-adaptation algorithm produces accurate parameter es-
timates for the given frame with smooth transitions from frame
to frame. The process is depicted in Fig. 1.

3. Parameter Initialization by
Expectation-Maximization

An expectation-maximization algorithm originally designed for
finding maximum likelihood estimates of parameters in statisti-
cal models, therefore to estimate the GMM parameters from the
spectrum, a probability density function must be formed from
the spectrum [15, 13, 12]. To fit a set of Gaussians to a spec-
trum, Stuttle suggests to form a histogram from continuous bin
probability functions [12]. Our approach is similar to the sug-
gested method, but we directly use the spectrum amplitudes to
obtain the estimates with less computational cost. The approach
is described below.

A Gaussian mixture model is a weighted summation of K
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Figure 1: System overview of the proposed method with a se-
quence of M analysis frames.

component Gaussian densities as follows:

g(xt | λ) =
K∑

k=1

wkN (xt | μk, rk), (1)

where

N (xt | μk, rk) ∝ |rk|1/2 exp
[
−1

2
(xt − μk)

′
rk(xt − μk)

]
,

(2)
wk is the weight of the kth Gaussian density, μk is the mean,
and rk is the inverse of a D x D covariance matrix [15]. The
goal is to estimate the Gaussian mixture parameters, λ in Equa-
tion (3), such that the resulting curve best fits the aggregated
DFT magnitude spectra.

λ = (w1, ..., wK , μ1, ..., μK , r1, ..., rK) (3)

The maximum-likelihood (ML) estimate of the parameters
λ∗ML in Equation (4) can be obtained by the EM algorithm
where it finds the parameters iteratively, such that g(x |
λi+1) > g(x | λi) for each iteration i [15].

λ∗ML = argmax
λ

g(λ | x) = argmax
λ

g(x | λ) (4)

Since GMMs fit their curves to the distribution of the fea-
ture vector x, the amplitudes of the N-point DFT spectra are
discretized to form a histogram-like representation of their cor-
responding frequencies as follows:

x = {f1, ..., f1, f2, ..., f2, ..., fN , ..., fN}, (5)

where the number of occurrences of fn is its discretized am-
plitude an, and the length of x is T =

∑N
n=1 an. The EM

algorithm first finds the a posteriori probability for the kth

Gaussian component with an initial λ by

ckt = Pr(k | xt, λ) =
wkN (xt|μk, rk)∑K
l=1 wlN (xt|μl, rl)

, (6)

where it is evaluated over T values of xt [12].

It is important to note that there are N unique values in x;
therefore, the a posteriori probability can be simplified as fol-
lows,

ckn =
wkanN (fn|μk, rk)∑K
l=1 wlanN (fn|μl, rl)

. (7)

The probabilistic count for xt belonging to the Gaussian com-
ponent k is

ck =
T∑

t=1

ckt =
N∑

n=1

ckn. (8)

On each EM iteration, the likelihood value increases monoton-
ically when the parameters are re-estimated as follows [16]:

ŵk =
ck
T

=
ck∑N

n=1 an

(9)

μ̂k =

∑T
t=1 cktxt

ck
=

∑N
n=1 cknfn

ck
(10)

r̂−1
k =

∑T
t=1 ckt(xt − μ̂k)(xt − μ̂k)

′

ck

=

∑N
n=1 ckn(fn − μ̂k)(fn − μ̂k)

′

ck

(11)

Equation (4) is equivalent to finding the ML estimate of the
Gaussian mixture parameters for N frequencies with their corre-
sponding DFT magnitudes as weights shown in Equation (12).

λ∗ML = argmax
λ

N∏

n=1

K∑

k=1

wkanN (fn | μk, rk). (12)

By utilizing ckn and the amplitude an, the computation is more
efficient when compared to the direct EM algorithm where the
Gaussian mixture curve is fitted to the distribution of x.

4. Parameter Estimation by MAP
Adaptation

The main difference between MAP and ML estimation is that
in the former, the parameters, λ, are treated as random variables
[17] so that the distribution function, h(λ), is no longer assumed
to be constant. MAP estimation is defined as

λ∗MAP = argmax
λ

g(λ | x) = argmax
λ

g(x | λ)h(λ). (13)

Similar to ML-EM, MAP estimation first finds the expectations
of x̃ and x̃2 with the newly acquired data x̃ as follows:

Ek(x̃) =

∑N
n=1 c̃knf̃n

c̃k
, (14)

Ek(x̃
2) =

∑N
n=1 c̃knf̃

2
n

c̃k
. (15)

In the present case, x̃ is the vector of the frequencies of the
middle spectrum, Smid, and their corresponding amplitudes are
used when calculating c̃kn as in Equation (7).

The ML-EM parameters are then adapted to the DFT mag-
nitude spectrum of the middle frame with an adaptation rate ρ
as follows:

w̃k = ρ
c̃k∑N

n=1 ãn

+ (1− ρ)ŵk, (16)

μ̃k = ρEk(x̃) + (1− ρ)μ̂k, (17)
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r̃−1
k = ρEk(x̃

2) + (1− ρ)(r̂−1
k + μ̂2

k)− μ̃2
k, (18)

where ŵk, μ̂k, and r̂−1
k are the old estimates obtained in the

previous EM steps. The new estimates are combined with the
old parameters obtained from the previous EM algorithm with
the adaptation rate ρ chosen between 0 and 1. When ρ is close
to 0, the new parameter estimates are adapted to the new data
x̃ at a fast rate; when ρ is close to 1, the parameter adaptation
is slower. In typical speaker adaptation models used in speech
recognition, ρ is defined as c̃k

c̃k+γ
, where γ is determined em-

pirically. In our case, if Smid is similar to its neighbors, slow
adaptation is preferred for a smooth transition between frames.
If Smid is not similar to its neighbors, we emphasize new pa-
rameters and de-emphasize the old ones. Therefore, a similarity
measure is used as our adaptation rate, which is measured using
cross-correlation coefficients:

ρ =

∑M
m=1 corr(Smid, Sm)

M
, (19)

where M is the number of neighboring frames employed.
As in [13], formant frequencies are obtained from the

means of the Gaussian mixtures, μ̃k, and the amplitudes are
their weights, w̃k. The formant bandwidth estimates are pro-

portional to the standard deviation,
√

r̃−1
k .

5. Experiments and Results
Testing was performed using a vocal tract resonance (VTR)
database, which is a representative subset of the TIMIT speech
corpus. The VTR database consists of 516 utterances with three
manually labeled formants (F1, F2, and F3) for each 10 ms [18].
For the proposed method, we used “six” adjacent 5 ms-analysis
windows during the EM stage, and one 20 ms-analysis window
for MAP-adaptation. The original speech signals were down-
sampled from 8,000 Hz to 4,000 Hz, and four Gaussian mix-
tures were fitted to DFT magnitudes from 0 Hz to 4,000 Hz.
Two examples of the estimated formant tracks along with the
hand-labeled ground truth are depicted in Fig. 2. The resulting
formant trajectories are smooth and well-behaved over voiced
frames, but the trajectories tend to have higher estimated fre-
quencies than the ground truth over unvoiced frames, especially
for affricates. This tendency is shown at 1.5 and 1.9 seconds
of Fig. 2 (b). Since the affricates have high energy at high fre-
quency, this tendency is expected.

5.1. Experiment I: Comparison with Other Methods

For comparison, we also extracted the first four formants us-
ing three other methods. The first method is a formant tracker
proposed by Zolfaghari, in which Gaussian mixture distribu-
tions are fitted to magnitude spectra with cepstral smoothing.
The second one is a widely-used and highly developed speech-
processing tool, PRAAT, whose algorithm is based on linear
predictive analysis. The third one is a formant tracker based on
a time-varying adaptive filter bank described by Mustafa and
Bruce [7].

For the formant tracker proposed by Zolfaghari
(GMM+cep), we used a 30 ms-analysis window with a
10 ms-frame interval. For PRAAT, we used a 30 ms-analysis
window with a 5 ms-frame interval. We then applied a
9th-order lowpass Butterworth filter with a cutoff frequency
of 10 Hz to smooth the extracted tracks. The lowpass filter
reduced the root mean square error (RMSE) of PRAAT by 4%.
For the formant tracker proposed by Mustafa and Bruce (MB),
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Figure 2: Spectrograms of two utterances with formants esti-
mated by the proposed method (filled circles) and the hand-
labeled ground truth (empty circles).

we also used 30 ms-analysis window. Using hand-labeled
formant tracks of the VTR database as the ground truth, the
RMSE was calculated for the first three formants for every 10
ms. The average errors over all frames for six phonetic classes
were calculated and are shown in Table 1.

In all cases, the proposed method outperforms PRAAT. This
is especially true for first formant frequency estimation. When
compared to GMM+cep, it is shown that the inclusion of MAP
adaptation has significantly improved the formant tracking re-
sults. The proposed method outperforms GMM+cep in all cases
except for the second formant frequency estimation of nasals.

Mustafa and Bruce’s method performs the best for fricative
and affricate phonetic classes when it is compared to the other
three methods; however, their method does not perform as well
as the others for sonorant phonetic classes (vowels, semivow-
els, and nasals). Since vocal tract resonances are fairly well
defined for voiced signals, the average error of sonorant pho-
netic classes are relatively smaller than that of occlusive pho-
netic classes (fricatives, affricates, and stops).

5.2. Experiment II: Evaluation in Noisy Environments

We evaluated the proposed method at different SNRs, and
compared with the results from PRAAT for sonorant phonetic
classes. The original clean signals were degraded by white and
babble noise from the NOISEX-92 database at various SNRs.
Fig. 3 depicts the RMSE of the first three formants of the two
methods at different SNRs. When the signals were degraded
by white noise, the proposed method outperforms PRAAT at all
tested SNRs as shown in Fig. 3 (a). The RMSE of the first for-
mant significantly improved with the proposed method. With
babble noise, the proposed method still outperforms PRAAT at
the SNRs higher than 3dB. With SNRs lower than 3dB, errors of
the proposed method for the second formant are slightly higher
than those of PRAAT, although the proposed method still out-
performs PRAAT for estimating the first formant at all tested
SNRs.
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Table 1: RMSE of the proposed method (GMM+MAP), GMM+cep, PRAAT, and MB for the first three formants.
Phonetic GMM+MAP GMM+cep PRAAT MB

class f1 f2 f3 f1 f2 f3 f1 f2 f3 f1 f2 f3
Vowel 75 118 128 96 125 151 82 127 146 101 158 208

Semi-vowel/glide 88 138 177 118 166 201 105 147 181 130 193 303
Nasal 95 234 193 112 213 195 132 258 207 183 230 206

Fricative 238 282 298 335 327 348 405 298 311 201 211 233
Affricate 409 347 303 607 366 353 610 347 308 200 346 191

Stop 164 211 236 254 253 291 314 246 265 168 219 247
Overall per formant 127 178 190 178 198 223 196 194 208 141 190 229
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Figure 3: RMSE at various SNRs with (a) white noise and (b)
babble for sonorant phonetic classes.

To summarize the results, the proposed method signifi-
cantly reduces the errors when it is compared to PRAAT’s LPC-
based algorithm. With clean signals, the proposed method im-
proves the relative errors for all the phonetic classes by 35%,
8%, and 9% for the first three formants respectively. The pro-
posed method was also evaluated with white noise and babble at
various SNRs, and it was shown that the proposed method is less
vulnerable to noisy environments when compared to PRAAT.

6. CONCLUSION
Although Gaussian mixtures do not find a theoretical basis in
speech production models, their power to fit speech spectral
data has been demonstrated. Further, they offer a natural frame-
work for adaptation and smoothing, which can be used advan-
tageously in tracking time-varying formants.

The inclusion of MAP adaptation shows significant im-
provements over a similar GMM-based formant-tracking
framework. When compared to an LPC-based method and one
based on speech-motivated filter banks, we see certain patterns
and trends. The proposed method is much superior to both com-
peting systems for voiced segments, where formant tracks are
continuous and smooth from frame to frame. The implemen-
tation of MAP adaptation successfully models this behavior in
sonorant phonetic classes.

For unvoiced segments, an advantage is still maintained
over the LPC-based tracker, and is competitive with the filter-
bank-based system. Of particular note is the relatively poor per-
formance over the relatively infrequent affricate class, where
formants themselves are of questionable use and interpretation
(similar for plosives). However, the aggregate accuracy over all
classes indicates a strong preference for the proposed method.

For noisy data, it is not surprising that the new approach,
which does not rely on a parametric speech model, such as LPC,
is a more accurate method. This is particularly so with white
noise. When the LPC order remains fixed, and a noise signal
of sufficient amplitude is present, an LPC-based method com-
pletely miss formants in order to model noise peaks [19].

One motivation for this work had been for more accu-
rate analysis of speech that is obtained in noisy environments,
Other applications for this method include analysis of children’s
speech where off-the-shelf formant trackers tend to fail.

7. RELATION TO PRIOR WORK
The proposed method has its foundation in the work of
Zolfaghari and Robinson [13]. Their work focused on fitting
Gaussian mixture distributions to DFT magnitude spectra us-
ing the EM algorithm. We expanded the work by using the se-
quence of wideband spectra and the MAP adaptation to refine
the parameter estimates. The work of Zolfaghari and Robin-
son did not consider the slow-moving nature of the articulators.
By utilizing MAP adaptation with a reasonable adaptation rate,
the proposed method produces smooth transitions from frame
to frame. Our work was also evaluated using manually labeled
ground truth with various noisy environments. We have also
showed how to model Gaussian mixture curves more efficiently
by utilizing DFT amplitudes.
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