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Abstract

In  the past few years state-of-the-art  text-dependent  speaker
verification technology has improved significantly in terms of
the ability to accept target speakers and reject imposters. As a
result,  the  use of speaker verification systems for real world
security is increasing. Real world usage of speaker verification
technology raises  the  issue  of  spoofing  attacks.  As  part  of
our efforts for  developing countermeasures for such attacks,
we  describe in this paper  a spoofing attack based on  simple
voice  transformation  and  report  an  analysis  of  the
vulnerability  of  several  state-of-the-art  text-dependent
algorithms to such an attack.

Index  Terms: speaker  verification,  speech  synthesis,  voice
transformation, spoofing, text-dependent

1. Introduction

With the rapid growth of mobile internet and smart phones,
security  shortcomings  of  mobile  software  and  mobile  data
communication  have  shifted  the  focus  to  strong
authentication. Recent advances in voice biometrics offer great
potential  for  strong  authentication  in  mobile  environments
using voice.  This is of particular interest in the financial and
health industries,  where financial  and medical  institutes  are
looking for ways to  offer  mobile  users  (financial  customers
and  medical  staff)  flexible  and  easy  authentication  while
maintaining  security  and  significantly  reducing  fraudulent
usage.

In 2010,  a work [14] has been done at IBM within the
framework  of  a  proof  of  technology  (POT)  which  was
performed on data collected by the Wells Fargo (WF) bank.
The focus of the POT was mainly the evaluation of three text-
dependent  authentication  scenarios.  For  the  best
authentication scenario an Equal Error Rate (EER) of 0.6%
was obtained (using a global 10-digit string) for the channel
matched condition.

As  the  basic  accuracy  of  the  technology  is  reaching
satisfactory accuracy,  the threat of various sorts of spoofing
attacks  may become the  weakest  link in  the security chain.
The space of possible spoofing attacks is vast. The first step
towards coping with such attacks is to select a limited number
of attacks which are most probable. Taking into account the
expertise  needed  for  performing  the  attacks,  the  publicly
available  tools,  and  the  amount  of  recorded  target  data
required for performing an attack, we focus  in this work  on
spoofing using simple voice transformation (VT).

In this  paper we report our findings for simple VT-based
spoofing with  limited  target  training  data  for  learning  the
transformation. Note that in contrary to splicing-based attacks
which were investigated in  [1] and in [2], VT does not require

the attacker to obtain specific phrases from the target speaker,
and in contrary to adaptive TTS attacks addressed in ([3], [4],
[5],  [6]),  the simple VT method is less complex than other
attacks and the required tools may be more readily available.

The VT approach uses samples from both the attacker and
the  target  speaker  to  train  a  transformation.  This
transformation  can  then  be  applied  to a  sample  from  the
attacker with the correct pass phrase. Most of the related work
on this subject  includes  complex,  GMM-based  VT systems
([7], [8], [9], [10]). Since complex, trainable VT tools are not
available  to  the  public  and  require  substantial  speech
processing expertise, we expect that a likely attack would use
a simpler tool.

Contrary to the reviewed related work, this work focuses
on  spoofing  of  state-of-the-art  text-dependent  speaker
verification algorithms using a very basic voice transformation
tool which requires only very basic expertise. The VT process
is based on two linear transformations  only:  one  for  voiced
segments and  one  for  unvoiced  segments.  Additional
transformations for the silence parts, for the pitch and for the
noise modeling are also estimated. However, those are mainly
useful for the human listener rather then the SV system.

The  remainder  of  this  paper is  organized  as  follows:
section  2 describes the  VT  tools.  Section  3 describes the
speaker verification systems. The experiments are reported in
section 4. Finally, section 5 concludes.

2. Voice transformation

2.1. Speech parametrization

The voice transformation procedure  we use is based on our
RECOVC speech  parametrization  system ([11],  [12],  [13]),
which  is  a  Harmonic plus  Noise  Model  (HNM).  In this
framework the speech signal is divided into 20ms windowed
segments at 10ms intervals. Each segment is represented by:

x( t)=∑
k

Ak cos(2π k f t+θk)+n(t ) , (1)

where  Ak ,  k f ,  θk , are the amplitude, frequency and
phase  of  each  harmonic respectively, and  n(t) is  the  noise
residual.  For voiced segments the base frequency  f  is the
pitch and for unvoiced segments it is the frequency of the FFT
bins.

The  log of  the  amplitudes  Ak  are  modeled  by smaller
number of coefficients S m  using a piecewise linear function.
In  this  work  we  used  a  function  with  20  segments  evenly
spaced on a Mel frequency scale.
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The noise element  is  modeled using a  scalar  Degree of
Voicing (DOV) parameter that can range between 0 (unvoiced
frame) to 1 (fully periodic frame).

In summary, for each frame n we have the following set of
parameters:

• A vector  of  20  log-spectral  envelope  coefficients:
S (n)

• Pitch: f (n)

• DOV: d (n)

From this set of parameters we can reconstruct a speech
signal.

2.2. Alignment

For training we use two speech samples with  a  parallel text,
one  from the  source  (imposter) speaker  and  one  from the
target  speaker.  By applying Dynamic Time Warping (DTW)
we get  a  set  of  matching frame pairs  p={(n1,m n2,m)}  that
minimize the difference between the spectral envelopes of the
two signals:

p=argmin
p

{∑
m

∣S̃1
n1, m−S̃2

n2, m∣
2
} , (2)

where S̃1  and S̃ 2  are the spectral envelopes of the two
signals with  their mean  (over  all  frames) spectral  shapes
removed.

To  improve  this  alignment  we  use  p to  calculate  the
spectral transform from  S1  to S 2  as  described in the next
section.  We apply this transform on  S1  which results  with
Ŝ1  and reiterate the DTW process to obtain a new path:

p=argmin
p

{∑
m

∣Ŝ1
n1, m−S 2

n2, m∣
2
} (3)

2.3. Transforms

Using  the  DTW path  we  calculate  transformations  for  the
spectral envelope, the pitch and the DOV.

2.3.1. Spectral transformation

Each frame can belong to one of three types of frames: voiced,
unvoiced and silence.  The decision is based on the DOV and
the energy of the frame.  For each  frame  type we calculate a
linear transform for the spectral vector:

Ŝ (n)
=a A S(n)

+b , (4)

where a is a scalar, A is 20x20 matrix and b is 20x1 vector.
A and  b can be found by solving the least squares problem
(setting a to 1):

A ,b=argmin
A ,b

[∑
m

∣A S 1
n1,m+b−S2

n2, m∣
2
] . (5)

Once we find A and b we can calculate the scaling factor a
which is used to fix the global variance:

a2
=

Var (S 2)

Var ( Ŝ 1)
. (6)

2.3.2. Pitch transformation

Pitch  (for voiced frames)  is transformed using  a  simple shift
and scale in the logarithmic domain:

log( f̂ (n)
)=α log( f (n)

)+β (7)

where α and  β are chosen to make the mean and variance of
the transformed log-pitch match those of the target log-pitch.

2.3.3. DOV transformation

The DOV is transformed by

d̂ (n)
=(d (n)

)
γ (8)

with  γ chosen  so  that  the  mean  of  the  transformed  DOV
matches the mean of the target DOV.

3. The speaker verification systems

In this section we describe three speaker verification systems
for  which  we  measure  the  vulnerability  of  spoofing  using
simple VT. The fourth system we have used in the past (Joint
Factor  Analysis) is phasing out and was not investigated in
this work.

3.1. Authentication condition

Three different authentication conditions are usually addressed
in our work [14].  In  this work we address the one we find
most useful which is the condition named  global  in which a
common text is used for both enrollment and verification.

3.2. I-vector-based system

Our  i-vector-based  system  [18]  is  inspired  by  the  work
described  in  [17].  We use  standard  i-vector  extraction  with
length normalization followed by LDA (Linear Discriminant
Analysis)  and  WCCN  (Within  Class  Covariance
Normalization).  We use  cosine-based  similarity scoring  and
normalize using ZT-norm. The system was built using 12,711
sessions  from  Switchboard-II,  NIST  2004  SRE  and  NIST
2006 SRE. The WF development data (described in Section 4)
was used for ZT-score normalization.

3.3. GMM-NAP-based system

Our GMM-NAP system is inspired by the work described in
[19].  We build the NAP system using the WF development set
only. Our implementation deviates from the standard by using
two-wire NAP [15] and a geometric mean (GM) kernel [16]. A
detailed  description  of  our  implementation  and  of  the  data
used to build the system can be found in [14]. 

3.4. HMM-NAP-based system 

The HMM-NAP-based system is an extension of the GMM-
NAP system in  the  sense  that  instead  of  using  a  UBM to
parametrize audio  sessions  into  GMM-supervectors,  a
speaker-independent  (SI)  Hidden  Markov Model  (HMM) is
used to  parametrize audio sessions into HMM-supervectors.
The  other  components  of  the  GMM-NAP system are  used
similarly in the HMM-NAP framework. A detailed description
of our implementation and of the data used to build the system
can be found in [14]. 
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For a given shared password a SI-HMM is trained using
all repetitions of the shared password in the development data.
The SI-HMM is then used to parametrize all the repetitions of
the shared password in the development, train and test data-
sets. We use only the Gaussian means of the different HMM
states  (with  a similar  normalization  scheme  as  done for  the
GMM-NAP system) for supervector creation.

4. Experiments

4.1. Dataset

We use the WF corpus [14] for our analysis. The WF corpus
consists  of  750  speakers  which  are  partitioned  into  a
development  set  (200  speakers)  and  an  evaluation  set  (550
speakers). The data collection was accomplished over a period
of  4  weeks.  Each  speaker  has  2  sessions  using a  land-line
phone and 2 sessions using a cellular phone. In this study we
use  only the  land-line  sessions.  Each  session  consists  of  3
repetitions of each global pass-phrase. We use all 3 repetitions
for enrollment, and only a single repetition for verification. In
all of our experiments we use only same gender trials though
the identity of the gender is not assumed to be known by the
system. For the global condition, we use a single common 10
digit string (0-1-2-3-4-5-6-7-8-9). 

The training of the voice transformations was done using
three sentences  with parallel  text from the  attackers  and the
target  speakers.  Those  sentences  were  taken  from the  text-
independent part  of the  WF  corpus.  The  total length of the
three training samples was around one minute with 40 seconds
of net speech on average.

4.2. Results

4.2.1. Voice transformation

To a human listener  the  synthesized  samples  doesn't  sound
very good.  The main degradation comes from the encoding
and decoding process. Additional degradation comes from the
transformation itself.

When  comparing  the  re-synthesized  source  and  target
samples  to  the  transformed  sample  we  find  that  the  latter
usually sounds somewhat in between the source and the target.
The  transformation  sounds  more  successful  (closer  to  the
target)  when the speaking styles  are similar  or  if  there is  a
large pitch difference.

4.2.2. Spoofing attacks

Table  1  reports our  results.  For  each  system we report  the
baseline  Equal  Error  Rate  (EER),  the  EER  obtained  by
replacing the imposters with voice transformed imposters, and
the spoofing rate which is defined by the false acceptance of
the verification system obtained using a threshold tuned to the
baseline EER working point.

The results show a significant degradation in EER for the
simple VT-based spoofing attack (4-fold increase in average),
and a very significant  spoofing rate  (34% on average).  The
high spoofing rate is explained by the fact that the original
thresholds taken from the baseline setups are no longer valid
when simple VT is applied.

Table  2 reports the  error  rates  obtained  when  the
thresholds are set according to VT-based EER working points.
It can be seen that once the threshold is set more appropriately
(by  taking  into  account  the  possibility  of  spoofing),  the
spoofing  rate  is  much  more  reasonable.  In  practice,  the
threshold should be set according to a policy that takes into
consideration the cost of misdetections, the prior probability
of imposters, the cost of false acceptance, the prior probability
of  a  spoofing  attack  and  the  cost  of  a  successful  spoofing
attack.

Figure 1 illustrates the shift in the scores CDF (cumulative
distribution function) due to VT for one of our systems. It can
be seen that the severity of the problem is dependent on the
chosen working point (more severe for low misdetection rate).

Table 1. Results for the Global condition.  For each
system the EER of the baseline setup is contrasted to
the  EER  of  the  VT  setup,  and  the  spoofing  rate
obtained using the threshold set according to the EER
of the baseline setup.

Engine
EER (in %)

Baseline 
EER (in %)

VT
Spoofing rate

(in %)

I-vector 1.6 8.8 29

GMM-NAP 1.1 3.4 38

HMM-NAP 1.0 2.9 36

Table  2. Results  for  the Global  condition.  For each
system  the  misdetection,  the  spoofing  rate and  the
false acceptance  reported all using the threshold set
according to the EER of the VT setup.

Engine
Miss & Spoofing rate 

(in %)
FA (no VT)

(in %)

I-vector 8.8 0.1

GMM-NAP 3.4 0.1

HMM-NAP 2.9 0.1

Figure 1: A typical score CDF for the target, imposter 
and VT-imposter trials. Note the imposters shift due to 
VT.
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Figure 2: DET curves for the HMM-NAP system

Figure 3: DET curves for the GMM-NAP system

Figure 4: DET curves for the i-vector based system

Figures  2-4  present  the  DET  curves  for  the  HMM-NAP,
GMM-NAP and i-vector based system. It can be seen that the
severity  of  spoofing  (the  horizontal  difference  between  the
black and blue curves) is a function of the working point. 

5. Conclusions

In this paper we report an analysis of the vulnerability of three
text  dependent  speaker  verification  systems  to  simple  VT
spoofing attacks.  Overall, all the investigated systems (namely
I-vector,  GMM-NAP  and  HMM-NAP)  were  found  to  be
vulnerable.  An  average  of a  4-fold  increase  in  EER  was
observed. Moreover,  the  score  shift  observed  for  the  VT
imposter  scores  results in a  high  spoofing  rate  unless  the
threshold is modified accordingly.

A first step towards handling potential spoofing would be
to  take  into  consideration  the  possibility of  spoofing  when
setting  the  threshold  of  the  system.  This  solution  is  more
appropriate for  applications  that  do  not  require  a  very low
misdetection  rate.  In  such  cases,  the optimal  working point
may be   adequate  for  handling  spoofing  attacks.  For  other
applications in which the required working point is towards
low misdetection, explicit  detection of spoofing attacks may
be required. 

6. Acknowledgments

The authors would like to thank Kevin Farrell and Nir Krause 
for their contribution to this work.

7. References
[1] J.  Lindberg  and M.  Blomberg.  “Vulnerability  in  speaker

verification. A study of technical impostor techniques.” In Proc.
Eurospeech, 1999.

[2] J.  Villalba   and  E. Lleida.  "Speaker  verification  performance
degradation against  spoofing and tampering attacks",  in  Proc.
FALA, 2010.

[3] J.  Yamagishi  et al. "Analysis of speaker adaptation algorithms
for HMM-based speech synthesis and a constrained SMAPLR
adaptation  algorithm",  IEEE  TASLP, Vol.  17,  No.  1,   66-83,
2009.

[4] P.L.  De Leon,  M. Pucher, and  J. Yamagishi, "Evaluation of the
vulnerability  of  speaker  verification  to  synthetic  speech",  in
Proc. Speaker Odyssey, 2010.

[5] P.L.  De  Leon  et  al.  "Revisiting  the  security  of  speaker
verification systems against imposture using synthetic speech",
in Proc. ICASSP, 2010.

[6] P.L.  De  Leon  et  al.  "Detection  of  synthetic  speech  for  the
problem of imposture." Acoustics, Speech and Signal Processing
in Proc. ICASSP, 2011.

[7] P. Perrot et al. "Voice forgery using ALISP: Indexation in a client
memory" in Proc. ICASSP, 2005.

[8] J.-F.  Bonastre,  D. Matrouf,  and  C. Fredouille.  "Artificial
impostor voice transformation effects on false acceptance rates",
in Proc. Interspeech, 2007.

[9] Q.  Jin  et  al,  "Is  voice  transformation  a  threat  to  speaker
identification?", in Proc. ICASSP 2008.

[10] Z.  Wu  et  al.,  "A study on  spoofing attack in  state-of-the-art
speaker  verification:  the  telephone  speech  case",  in  Proc.
APSIPA-ASC, 2012.

[11] D. Chazan et al., "Efficient periodicity extraction based on sine-
wave represenation and its application to pitch determination of
speech signals," in Proc Eurospeech. 2001.

[12] D.  Chazan et al., "Small footprint concatenative text-to-speech
synthesis system using complex spectral envelope modeling", in
Proc. Interspeech, 2005.

[13] D. Chazan et al. "High quality sinusoidal modeling of wideband
speech for the purposes of speech synthesis and modification",
in Proc. ICASSP 2006.

[14] H. Aronowitz et al, "New Developments in Voice Biometrics for
User Authentication",  in Proc. Interspeech, 2011. 

948



[15] Y.  A.  Solewicz,  H.  Aronowitz,  "Two-Wire  Nuisance  Attribute
Projection", in Proc. Interspeech, 2009.

[16] W.  Campbell,  Z.  Karam,  "Simple  and  Efficient  Speaker
Comparison  using  Approximate  KL  Divergence",  in  Proc.
Interspeech, 2010. 

[17] N. Dehak, P. Kenny, R. Dehak, P. Dumouchel, and P. Ouellet,
"Front-End  Factor  Analysis  For  Speaker  Verification,"  IEEE
Trans. on Audio, Speech and Language Processing, vol. 19, no.
4, pp. 788 - 798, 2010.

[18] H.  Aronowitz.  O.  Barkan,  "Efficient  Approximated  I-Vector
Extraction", in Proc. ICASSP, 2012. 

[19] H. Aronowitz, D. Irony,  D. Burshtein, "Modeling Intra-Speaker
Variability  for  Speaker  Recognition",  in  Proc.  Interspeech,
2005.

949


