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Abstract
This paper considers the problem of signal clipping and stud-
ies the performance of speech recognition in the presence of
clipping. We present two novel algorithms for restoring the cor-
rupted samples. Our first approach assumes that the original
undistorted signal is band-limited and exploits this to iteratively
reconstruct the original signal. We show that this approach has a
monotonically non-increasing mean square error. In the second
procedure we model the signal as an auto-regressive process and
develop an estimation-maximization (EM) algorithm for esti-
mating the model parameters. As a by product of the EM pro-
cedure the signal is recovered. The effects of these methods on
the accuracy of speech recognition are studied, and it is shown
that over 4% relative word error rate reduction can be achieved
on speech utterances with more than 0.5% clipped samples.
Index Terms: clipping, signal restoration, speech recognition

1. Introduction
Clipping is a form of non-linear distortion that produces a flat
cut-off once the signal exceeds a threshold. In the frequency
domain, it produces strong harmonics in the high frequency
range. There are several causes of clipping. When an ampli-
fier is pushed to create a signal with more power than its power
supply can produce, it will amplify the signal only up to its max-
imum capacity, simply cutting off the extra signal beyond the
capability of the amplifier. In digital signal processing, clipping
occurs when the signal is restricted by the range of a chosen
representation.

Clipping distorts the signal in a way that cannot be perfectly
restored. The mapping is many to one and the information con-
tained in the peaks that are clipped is completely eliminated,
providing only a range of possible values that the signal may
have taken. It is therefore preferable to avoid clipping in the
first place. Lightly clipped bandwidth-limited signals that are
highly oversampled have a high likelihood of perfect repair.

An algorithm for the restoration of a clipped speech sig-
nal is proposed in [1], where the clipped speech is assumed to
be linearly predicted with high accuracy. The prediction coef-
ficients are computed either by solving a least-squares problem
or by using a recursive algorithm based on the Kalman filter-
ing. In their least squares approach, the authors consider only
undistorted samples by eliminating all rows containing clipped
samples. Also, for the prediction of the distorted samples, it is
proposed to form either forward prediction or backward predic-
tion. In contrast, to form the minimum mean-squared error esti-
mate of the distorted sample, our proposed method utilizes both
samples that precede and samples that follow the distorted sam-
ple, where we also incorporate in the estimation procedure the
fact that the sample was clipped. A different approach is taken
in [2] in which constraints consistent with having samples of a
clipped, band-limited signal are imposed on the reconstructed

signal. Methods of solution are discussed also in the presence
of noise, and uniqueness of restoration is considered.

The rest of the paper is organized as follows. Section 2
consists of the mathematical formulation of clipping and pro-
poses two different approaches for restoring the distorted sig-
nal. Simulation results of these methods applied to speech sig-
nals are discussed in section 3. The discussion and conclusions
are given in Section 4.

2. Restoring a clipped signal
Let us denote by x[n] the original signal and by y[n] the dis-
torted clipped signal. The relation between x[n] and y[n] can
be formulated as

y[n] =





A, x[n] ≥ A
x[n], |x[n]| < A
−A, x[n] ≤ −A

, (1)

where A represents the maximum absolute value of the range of
values to which the signal is restricted.

This section develops two approaches for restoring x[n]
based on observations of y[n]. The first approach assumes that
the signal x[n] is band-limited and the band-limited assump-
tion is utilized to recover the distorted samples. The second ap-
proach assumes that the signal x[n] follows an auto-regressive
(AR) model and as part of an estimation-maximization (EM)
algorithm for estimating the model parameters, the signal is re-
covered.

2.1. Recovering a band-limited signal corrupted by clip-
ping

In this section we assume that the signal x[n] is band-limited,
i.e., its discrete-time Fourier transform (DTFT) X(ejω) is zero
outside the range [−ωB , ωB ] where ωB < π. To restore the
signal x[n] given observations of the distorted signal y[n], we
propose the iterative procedure illustrated in Figure 1.

H(ejω)y[n] yBL[n] x̂[n]
g(yBL[n], y[n])

ω
ωcππ−

ωc−

Figure 1: Restoring a band-limited signal

This procedure consists of two steps. In the first, the sig-
nal y[n] is processed through a low-pass filter (LPF) H(ejω),
whose cut-off frequency is equal to the highest frequency exists
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in the signal x[n], i.e., ωc = ωB . The purpose of this filter is to
remove the high frequency components introduced by clipping
and to produce a band-limited signal yBL[n], whose bandwidth
is equal to the bandwidth of x[n]. However, in addition to re-
moving the undesired components due to clipping, the linear
time-invariant (LTI) system changes also the values of the sam-
ples that were not truncated. Therefore, as a second step, we re-
place those values, which were not truncated and were changed,
with their original values and obtain ẑ[n], i.e.,

ẑ[n] =

{
yBL[n] y[n] = A or − A
y[n] |y[n]| < A

. (2)

The second step ensures that in recovering the signal x[n] we
change only the corrupted samples.

Note that the absolute values of the truncated samples were
originally greater than A and therefore clipped. Incorporating
this information in the recovery procedure, we can further im-
prove the proposed method. Specifically, if the sample x[n0]
was clipped to y[n0] and the value yBL[n0] at the output of the
LTI system is greater than y[n0] = A or alternatively it is less
than y[n0] = −A, this value of yBL[n0] is kept. Otherwise, the
value of the output sample at location n0 is set to the value of
the clipped sample y[n0], which better approximates the origi-
nal value x[n0]. Specifically,

x̂[n] = g(yBL[n], y[n]) =

{
yBL[n] n ∈ nA

y[n] n ∈ (nB ∪ nC)

where

nA = {n|(yBL[n] ≤ y[n] = −A) ∪ (yBL[n] ≥ y[n] = A)},

nB = {n|(yBL[n] ≥ −y[n] = A) ∪ (yBL[n] ≤ −y[n] = −A)

∪ (|yBL[n]| < |y[n]| = A)},

nC = {n|(|y[n]| < A)},

Note that since x̂[n] is obtained from the band-limited sig-
nal yBL[n] by replacing some of its values with values of y[n],
x̂[n] is in general not band-limited. This observation suggests
to set y[n] = x̂[n] and repeat this procedure of LTI filtering fol-
lowed by processing through g(·) in an iterative fashion until a
specified condition is reached.

We next show that each iteration of this procedure reduces
the reconstruction error. Using Parseval’s relation we first show
that the reconstruction error is reduced when we process y[n]
through the LTI system. Specifically, denoting the distortion
error by ε2

y =
∑∞

n=−∞ |y[n] − x[n]|2, it is straightforward to
show the following inequality:

ε2
y =

1

2π

∫ π

−π

|Y (ejω) − X(ejω)|2dω

≥ 1

2π

∫ ωB

−ωB

|Y (ejω) − X(ejω)|2dω. (3)

Since X(ejω) is zero outside [−ωB , ωB ], eq. (3) is equivalent
to

ε2
y ≥ 1

2π

∫ π

−π

|Y (ejω)H(ejω) − X(ejω)|2dω

=
∞∑

n=−∞
|yBL[n] − x[n]|2 = ε2

yBL
(4)

where ε2
yBL

represents the error at the output of the LTI system.
We then show that replacing samples of yBL[n] with those of
y[n], as suggested in (2), can further reduce the reconstruction
error. Specifically,

ε2
yBL

=

∞∑

n=−∞
|yBL[n] − x[n]|2 ≥

∑

n:|y[n]|=A

|yBL[n] − x[n]|2

(5)

which proves that ε2
yBL

≥ ∑∞
n=−∞ |ẑ[n] − x[n]|2. To prove

that ε2
yBL

≥ ∑∞
n=−∞ |x̂[n] − x[n]|2 we further show that

∑

n:|y[n]|=A

|yBL[n] − x[n]|2 ≥

∑

n∈nA

|yBL[n] − x[n]|2 +
∑

n∈nB

|y[n] − x[n]|2

=

∞∑

n=−∞
|x̂[n] − x[n]|2 = ε2

x̂. (6)

Denoting by x̂(i)[n] the estimate of x[n] after i iterations where
x̂(0)[n] = y[n], it then follows from (4) and (6) that

ε2
x̂(i+1) ≤ ε2

x̂(i) i = 0, 1, . . . (7)

and this proves our assertion.

2.2. Auto-regressive Model

We now take a different approach in which x[n] is modeled as
an AR process of order p, i.e.,

x[n] =

p∑

k=1

akx[n − k] + v[n] n = p + 1, . . . , N, (8)

where the excitation process v[n] ∼
i.i.d

N(0, σ2
v), and θ =

({ak}p
k=1, σ

2
v) is a vector of the unknown parameters.

Given observations of the distorted signal y[n], our goal
is to estimate the undistorted signal x[n]. Towards this goal,
we first estimate the model parameters θ using the maximum
likelihood approach. Since direct optimization of the likelihood
function of the observed data y[n] is analytically intractable,
we develop an EM-based algorithm [3], in which x[n] is used
as the complete data and is recovered as a by product of this
procedure.

Assuming that N >> p and neglecting the contribution of
the first p samples of x[n] to its log-likelihood computation, we
obtain:

log fx(x; θ) ≈
N∑

n=p+1

log f(x[n] | x[n − 1], . . . , x[n − p]; θ)

= −N − p

2
log(2πσ2

v) − 1

2σ2
v

N∑

n=p+1

(xn −
p∑

k=1

akxn−k)2.

Each iteration of EM consists of maximizing the auxiliary func-
tion Q(θ, θ

′
) defined as the conditional expectation of the log-

likelihood of the complete data given the observed data and the
current estimate θ

′
. This maximization of the auxiliary function

is guaranteed to increase the likelihood of the observed data.
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Computing Q(θ, θ
′
) = E(log fx(x; θ)|y; θ

′
) and differentiat-

ing it with respect to θ = ({ak}p
k=1, σ

2
v) yields the following

set of equations:

p∑

k=1

ak

N∑

n=p+1

E(x[n − k]x[n − l]|y; θ
′
) =

N∑

n=p+1

E(x[n]x[n − l]|y; θ
′
), l = 1, . . . , p (9a)

σ2
v =

1

N − p

N∑

n=p+1

[E(x2[n]|y; θ
′
)

− 2

p∑

k=1

akE(x[n]x[n − k]|y; θ
′
)

+

p∑

k=1

p∑

l=1

akalE(x[n − k]x[n − l]|y; θ
′
)]. (9b)

We now make the assumption that there is at most one cor-
rupted sample in each sequence of 2p+1 consecutive samples
of y[n]. As we next show, this assumption significantly simpli-
fies the computations in (9). Specifically, denoting by x̂[n] the
MMSE estimate of x[n] based on {y[n]}∞

n=−∞, it follows that

E(x[n − k]x[n − l]|y; θ
′
) = x̂[n − k]x̂[n − l], (10)

∀ k = 0, 1, . . . , p and ∀ l = 1, . . . , p. Consequently, eqs. (9)
take the form of the famous Yule-Walker equations, and the es-
timates of the model parameters take the form:

a = R−1
x̂ · rx̂ (11a)

σ2
v =

1

N − p

N∑

n=p+1

x̂2[n] − rT
x̂ R−1

x̂ rx̂ (11b)

where x̂2[n] denotes the MMSE estimate of x2[n] based on
{y[n]}∞

n=−∞, rx̂ is a vector of length p whose components are
given in (12), and Rx̂ is a pxp matrix, whose components are
given in (13), and is assumed positive-definite.

(rx̂)k =
1

N − p

N∑

n=p+1

x̂[n]x̂[n − k] k = 1, . . . , p, (12)

(Rx̂)k,l =
1

N − p

N∑

n=p+1

x̂[n − k]x̂[n − l] k, l = 1, . . . , p.

(13)

Since x[n] follows an AR process of order p and we assume that
there is no more than one corrupted sample in a region of 2p+1
consecutive samples of y[n], it follows that for all p + 1 ≤ n ≤
N − p

x̂[n] = E(x[n]|y; θ
′
) = (14)





E (x[n]| x[n] ≤ −A, {x[n ± k]}p
k=1; θ

′)
y[n] = −A

x[n] |y[n]| < A

E (x[n]| x[n] ≥ A, {x[n ± k]}p
k=1; θ

′)
y[n] = A

.

The conditional expectation in (14) can be computed by noting
that for any region Ax

f
(
x[n]|x[n] ∈ Ax, {x[n ± k]}p

k=1; θ
′)

= (15)




f
(

x[n]|{x[n±k]}p
k=1

;θ
′ )

∫
x∈Ax

f(x|{x[n±k]}p
k=1

;θ
′)dx

x[n] ∈ Ax

0 o.w.

and that

f
(
x[n] | {x[n ± k]}p

k=1; θ
′) ∝ (16)

p∏

k=0

f(x[n + k] | x[n + k − 1] . . . , x[n + k − p]; θ
′
) =

p∏

k=0

1√
2πσ′

v
2

exp
− 1

2σ
′
v
2 (x[n+k]−∑p

l=1
a

′
l ·x[n+k−l])2

∝

exp
− 1

2σ
′
v
2

∑p
k=0

(x[n+k]−∑p
l=1

a
′
l ·x[n+k−l])2

.

I.e., the conditional distribution of x[n]|{x[n±k]}p
k=1 is Gaus-

sian with mean µ
′

and variance σ
′2

where

µ
′
=

∑p
k=1 a

′
kx[n − k]

1 +
∑p

k=1 |a′
k|2 + (17a)

∑p
l=1 a

′
l

(
x[n + l] − ∑p

k=1,k ̸=l a
′
kx[n + l − k]

)

1 +
∑p

k=1 |a′
k|2 ,

σ
′2

=
σ

′
v

2

1 +
∑p

k=1 |a′
k|2 . (17b)

Finally, the conditional expectation of x[n] given y can be com-
puted as follows:

E(x[n]|y; θ
′
) =





∫ −A
−∞ x·N

(
x;µ

′
,σ

′2)
dx

∫ −A
−∞ N

(
x;µ

′
,σ

′2)
dx

y[n] = −A

x[n] |y[n]| < A
∫ ∞

A x·N
(

x;µ
′
,σ

′ 2)
dx

∫ ∞
A N

(
x;µ

′
,σ

′ 2)
dx

y[n] = A

.

The estimate x̂2[n] of x2[n] given y can be computed similarly.
The EM algorithm thus consists of iterating between estimation
of the model parameters as in eqs. (11) and estimation of the
signal x[n] and its second moment.

3. Experimental Setup & Simulation
Results

We used an internal US English speech recognition task for our
experiments. The training set consists of 1500 hours of record-
ings. The training transcripts are obtained through decoding
from an existing large vocabulary continuous speech recogni-
tion (LVCSR) system. Recordings that are deemed by the rec-
ognizer to be all silence or noise, or sentences decoded with
very low confidence are excluded from the training data.

Acoustic features were constructed from 13 dimensional
perceptual linear predictive (PLP) features with utterance based
mean normalization. Temporal context is created by splicing 9
successive frames of PLP features followed by projection to 40
dimensions using linear discriminant analysis (LDA). The fea-
ture space is diagonalized using a global semi-tied covariance
(STC) transform [4].
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Our baseline acoustic model is an HMM with 6k context-
dependent states and 250k diagonal gaussian components. The
acoustic model was trained with maximum likelihood followed
by fMPE (feature-space minimum phone error rate) training and
model space discriminative MPE (Minimum Phone Error) train-
ing, as described in [5]. The language model contains a total of
6.8 million n-grams with a vocabulary size of 450k words, and
is an interpolated back-off 4-gram model smoothed using Katz
smoothing.

There are a total of 8.7k test speakers with 23.5k testing
utterances and 72.5k words. The Clipping ratio is defined at the
utterance level, measured as the ratio of the number of clipped
samples to the total number of samples. The ratio is com-
pared against a fixed threshold of 0.005, utterances exceeding
this threshold are tagged as high saturation, below this thresh-
old tagged as low saturation. With the threshold of 0.005, 2.8k
of the 23.5k utterances are designated as high saturation, which
translates to 8593 high saturation words and 63781 low satura-
tion words.

Table 1 summarizes the performance of speech recognition,
measured as word error rates (WER), of the proposed tech-
niques compared to the baseline for low and for high saturation
utterances. Assuming the original speech signal is band-limited
whose highest frequency is fc = 4khz, and using the procedure
described in section 2.1 to recover the distorted signal, a relative
improvement of 4.32% in WER over baseline is obtained for
high saturation utterances. When the speech signal is assumed
to follow an AR process of order p = 2, the recovery procedure
suggested in section 2.2 yields a relative improvement of 3.23%
in WER over baseline for high saturation utterances. Moreover,
when these recovery methods are applied to low saturation ut-
terances, there is no degradation in accuracy relative to the base-
line. Degradation in performance occurs when changing the
cut-off frequency of the low-pass filter or when increasing the
order p of the AR model.

Technique/clipping High saturation Low saturation
baseline 22.94 18.69
BL(fc = 4khz) 21.95 18.67
AR(p = 2) 22.2 18.69

Table 1: WERs (in %) for high and for low saturation utterances
for the baseline decoding and for decoding of the outputs of the
restoration methods

4. Conclusions
Signal clipping can significantly degrade the performance of
speech recognition. This paper suggests two iterative methods
for recovering the signal from its clipped distortion. Both meth-
ods are shown to improve the accuracy of speech recognition in
the presence of clipping. The method based on the bandlimited
assumption achieves better results than the one which is based
on the auto-regresstive model. Specifically, for high saturation
utterances the former achieves relative improvement of 4.32%
in WER over the baseline, whereas the latter achieves 3.23%
relative improvement in WER. No degredation in performance
occurs when these methods are applied on low saturation utter-
ances.
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