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Abstract
Most emotion recognition systems do not perform real-time
emotion recognition due to latencies caused by phrase segmen-
tation and resource-intensive feature acquisition, etc. To ad-
dress this issue, we present an emotion recognition approach
that can estimate speaker emotions with much lower latency.
The proposed approach does not rely on phrase-level features
to recognize speaker emotion; rather, it estimates the speaker’s
emotional state over the course of the utterance incrementally,
using a shifting n-word window on the basis of easily com-
putable features. These features are obtained from three infor-
mation streams, i.e. cepstral, prosodic and textual, at the word-
level and combined at decision-level using a statistical frame-
work. Our work shows that combining the three information
streams yields higher emotion recognition accuracy than any
single information stream.

Using features extracted from n-word sequences rather
than phrases provides for the low-latency capabilities of the
proposed system, without any loss in utterance-level emotion
recognition accuracy. The performance of the proposed system
on a binary utterance-level emotion recognition task using an
in-house database shows a relative improvement of 41% over
chance, compared to a relative improvement of 31.82% shown
by the baseline phrase-level emotion recognition approach.
Index Terms: Emotion, sentiment, emotion recognition, fea-
ture extraction, data fusion

Most modern businesses rely heavily on a variety of communi-
cation systems, such as the IVR systems, to administer phone-
based transactions, to provide customer support, and to find po-
tential customers. Some of these communication systems of-
fer advanced speech processing functionalities, such as emo-
tion recognition, when interacting with their users. However,
most of these existing systems do not perform real-time emo-
tion recognition. The reason for this is that emotion recogni-
tion from speech is conventionally performed using phrase-level
features, e.g., [1, 2], estimated over long enough sentences [3]
while ignoring the rest. The automatic or manual segmentation
of the input speech signals into phrases or sentences required in
such an approach creates a latency that makes emotion recogni-
tion from speech an offline task in practice.

Due to this offline nature of the emotion recognition tech-
nology, most of the current systems are unable to track a dia-
log with swift turns and provide low-latency feedback about the
emotional state of the speakers. In that sense, the current state of
the art is far from optimal and could be improved to track – and
thus, address – possible negative sentiments with low latency.

One way to improve the response time of such systems is
to remove the phrase (or sentence) segmentation requirement.
It has been shown that people can recognize the five basic emo-

tional states (anger, fear, happiness, sadness, and neutrality)
with above average accuracy by listening to the first 300-600
ms of a speech utterance [4]. Anger is recognized particularly
quickly – on average, after listening to just 356 ms of angry
speech. This translates to people being able to estimate the emo-
tion of an utterance fairly reliably in about 2 to 3 words into
the utterance (using a person’s average reading speed of 200-
250 wpm; speaking rate is even slower at about 150-160 wpm).
However, the average intonational phrase length is much longer,
e.g. 5-6 words in the Boston University Radio News corpus [5]
and 7-8 words in the Switchboard corpus [6]. Given this, we
can assume that an emotion recognition system does not need
to know the phrase boundaries in an utterance to recognize the
emotion of the utterance. Based on this assumption, we propose
an emotion recognition system that does not rely on phrase-level
features to recognize the emotion of an utterance – and hence,
does not need phrase segmentation. Rather, it uses word-based
features to recognize the emotion of an utterance, leveraging the
word segmentations that are produced by ASR engines.

Our proposed emotion recognition system tracks the
speaker’s emotional state over the course of the utterance in-
crementally, using a shifting n-word window. Each time a new
word is recognized by the ASR engine, the system shifts the
window location by one word and updates the emotion tag es-
timate, on the basis of three different feature sets, namely, cep-
stral, prosodic and textual, extracted at the word-level. When
the end of the utterance is reached1, the system emits a final
utterance-level emotion tag, which is computed on the basis of
emotion tag estimates of the n-word sequences.

Our system is implemented as a two-layer cascade. The first
layer consists of three single-stream classifiers, one for each
feature type, that output a probability of the current n-word se-
quence belonging to a certain “emotional state” class. The sec-
ond layer combines the estimated posterior probability outputs
of the single-stream classifiers and tracks their time-evolution
for defining the speaker’s utterance-level emotional state.

This incremental emotion recognition approach has several
benefits: First, keeping our approach free of phrase-level fea-
tures provides the low-latency capabilities of the proposed sys-
tem. At any point in the utterance, an estimate of the speaker
emotion in the utterance can be obtained. Second, tracking
emotions over an n-word shifting window makes it possible to
detect transitions from one emotional state to another across
the span of the utterance. This may be especially significant
in the case of long utterances, in which emotion might not be
expressed uniformly over the entire utterance; there may be
distinct “emotional” parts in the utterance. Third, extracting
features at the word-level rather than at the phrase or sentence
level likely produces a better approximation of the pitch con-

1Utterance end is indicated by commonly used real-time techniques
such as voiced activity analysis and energy thresholding.
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tour, which in turn helps to estimate the overall emotion of the
utterance more accurately [7]. Finer-grained acoustic/prosodic
features can capture variations in speech that normally would
have been averaged out at higher time scales; and, higher mo-
ments computed from features extracted at higher time scales
can be noisy, further reducing system performance.

2.1. Incremental emotion recognition
There is limited research on continuous-time, incremental emo-
tion tracking. In [8], the emotion tracking process is employed
for movie summarization. There, the emotion recognition sys-
tem uses audio and video features extracted from video frames
to track the valence and arousal of the actors and detects “emo-
tional” events in the examined movies, classifying them ac-
cordingly. In [9], continuous emotion tracking is developed
to improve virtual agents’ interactions with humans. In this
work, the authors used long short-term memory recurrent neu-
ral nets (LSTM-RNN) to capture the long-range emotional in-
formation though the acoustic feature extraction is held frame-
wise. In [10], another approach is proposed to capture the time-
varying emotional information using audio-visual cues as input
and recognizing speech in multiple time-scales. Our proposed
approach is similar to these approaches in that it emits emotion
estimates with low-latency (every few msecs). However our ap-
proach differs in that it directly models discrete emotional states
(such as neutral, angry, happy, etc), while the aforementioned
approaches model an intermediate representation of emotion in
terms of valence and activation.

2.2. Use of word-level features
The idea of using word-level features – instead of phrase-level
features – for utterance-level emotion recognition is not new.
In [7], using word-level lexical and prosodic information to
reach a decision about the emotional state of the speaker was
proposed. It was shown that using word-level features for emo-
tion identification performs better than using standard phrase-
level ones, especially when the phrases get longer. This held
even when the investigated features were quite basic. In [11],
a word-level, multi-stream emotion classification was proposed,
where each word was examined separately and simple majority-
voting over the different feature streams determined the emo-
tion tag. This approach, though, failed to take advantage of the
context of the words. In [12], a sub-phrase system was pro-
posed and multiple classification schemes were examined. The
system employed multiple acoustic and prosodic features, but
did not use any lexical information for the classification pro-
cess. Again, the word-level system was shown to outperform
the phrase-level emotion recognizer. Many such variations of
emotion recognizers based on word-level features exist. The
novelty of this work is continuously estimating speaker emo-
tion across the utterance, updating its estimate at every word
until the end of the utterance is reached.

2.3. Combining three feature streams
How to combine the different feature streams obtained from
speech has been the subject of several existing works. There
are two main fusion approaches: feature level fusion or deci-
sion level fusion. In [13], feature level fusion is demonstrated.
The acoustic and textual features are combined into a single rep-
resentative feature vector for detecting speaker sentiment from
spoken reviews. In contrast, in [14] and [15], decision level
fusion is shown. Attempting to recognize speakers’ emotion
during their dialogue turns, the authors of [14] and [15] built in-

dependent classifiers for each of the different streams and fused
the information at the decision level as a simple function (aver-
age or multiplication) of the posterior probabilities of the single-
stream classifiers. In our work, due to the substantial number of
features considered and the possibility of data sparsity result-
ing from the high feature dimensionality, we too chose to com-
bine the three feature streams at the decision level. In contrast
to [14] and [15], decision level fusion is performed in a statisti-
cal framework aiming at optimal results.

The three feature sets, namely, cepstral, prosodic and lexical,
used for emotion recognition in the proposed approach are de-
scribed below. These features were extracted at the word-level.
Word boundaries were obtained by automatic word alignment
using generic, pre-trained acoustic and language models.

3.1. Cepstral Features
We investigated the use of cepstral features because they have
been used frequently for emotion detection, and some stud-
ies [8, 15] have found them to be one of the most discrimina-
tive features. The cepstral features used here are the MFCC
features that have been transformed using the HDA/MLLT al-
gorithm [16]. We applied the HDA and MLLT transforms to
“super-vectors” of 11 concatenated consecutive frames (cen-
tered on the “current” frame) of the MFCC “raw” cepstral fea-
tures to extract feature vectors of 60 dimensions. Cepstral Mean
Subtraction at the sentence level was applied to these raw cep-
stral features. The raw features consisted of 22 static coeffi-
cients, i.e. 21 MFCC plus a log-energy coefficient.

The same features, i.e. MFCC+HDA/MLLT, used in the
word segmentation process, were “recycled” as part of the
acoustic features. We cropped the frames according to the word
boundaries (since the boundaries were at this point in the fea-
ture extraction process, considered known). The first two and
last two frames of each segment were discarded and finally, the
mean and variance values of the rest of the frames were esti-
mated. These 120 coefficients (60 coefficients for the mean and
another 60 coefficients for the variance), composed the cepstral
features used for the emotion recognition process.

3.2. Prosodic Features
Prosodic features are used the most often for emotion detection,
and regularly found to have significant discriminative power
[7, 13, 15, 17]. The prosodic features that we considered are de-
scribed below. All of these features, except EFI, have been used
with success in past studies on emotion recognition. EFI was
included in the feature list because a past study found it to be
strongly indicative of word prominence in speech [18]; and our
hypothesis is that expression of emotion is strongly correlated
with the production of prominent words in spoken communica-
tion.
Energy-F0-Integral (EFI): This feature is intended to capture
the combined effect of the change in F0, energy, and duration
that is often associated with emotionally charged words. It is
the integral of the smoothed F0, energy and duration within the
interval of the word, as shown in the equation below. (α is a
scaling factor, set to 0.10.)

EFI =
X

iεinterval

(ti × F0i × α · RMS-energyi)

Voiced-to-unvoiced ratio (VUR): This feature was developed
to act as measure of reliability. EFI was calculated on the
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smoothed F0. However, smoothing the F0 contour by interpola-
tion over the unvoiced segments of the word may create spuri-
ous peaks or valleys in the F0 contour [21], and the resulting EFI
may not reflect the “true” shape of the contour. VUR informs
the model how much the EFI should be trusted. If the VUR is
less than 0.5, then a majority of the segments in the word are un-
voiced and most of F0 contour is obtained by smoothing, hence
the EFI is less reliable than if the VUR was greater than 0.5.
Duration of the word: The duration of the word in number of
10-ms-long speech frames.
Aggregate statistics: This included the mean, median and vari-
ance of F0 and energy computed per word.

These features were computed from pitch and energy con-
tours extracted over 10 msec intervals for each utterance using
the Snack sound toolkit [19]. Pitch halving and doubling were
automatically cleaned using an implementation of Bagshaw’s
“defiltering” algorithm [20]. The pitch (or more specifically,
the fundamental frequency or F0) curve was smoothed over the
unvoiced frames using weighted linear interpolation, where the
weight vector was energy times voicing.

3.3. Textual Features
The textual feature set consisted simply of lemmatized word
identity n-grams. Lemmatization is the process of replacing
the inflectional and variant forms of a word by its lemma or
base form. For example, “cats”, “catty”, and “cat-like” are each
reduced to their lemma “cat” by lemmatization. We selected
word-identity as a feature based on past studies that have shown
that this simple easily-extracted feature combined with prosodic
features can significantly improve emotion recognition [7].

Figure 1: Low-Latency Emotion Tracking System.

The following description is facilitated by Figure 1. For
each n-word sequence under consideration, single-stream fea-
tures of the same type (i.e., prosodic or cepstral or lexical) ex-
tracted from the n words were concatenated into a single fea-
ture vector, thus creating 3 sub-vectors: a prosodic, a cepstral

and a lexical feature vector. Each vector was of length n ×m,
where n was the number of words in the sequence and m was
the number of features extracted of a particular type. Each fea-
ture vector was fed as input to the appropriate single-stream
emotion classifier (i.e., the prosodic feature vector was fed the
prosodic-feature-based classifier; the cepstral feature vector to
the cepstral-feature-based classifier; and the lexical feature vec-
tor to the lexical-feature-based classifier).

For each n-word sequence, each of the 3 first-tier classifiers
produced k posterior probabilities. The k probabilities each cor-
responded to the probability of the n-word sequence belonging
to k different emotional states. These 3× k posterior probabil-
ities in turn were used as input features to a single second-tier
classifier. Based on the input posterior probabilities, the classi-
fier in the second tier produced a new set of probabilities, k̂, that
represented the combined probability of the n-word sequence
belonging to each of the k different emotional states.

When the end of an utterance was reached, the utterance-
level emotion was decided by a simple average of the set of k̂
probabilities across all the n-word sequences that made up the
utterance. Thus, the outputs of the second-tier were (i) the final
emotional score of each n-word sequence; and (ii) the overall
emotion label of the utterance. Every classifier in this emotion
recognition system was implemented using BoosTexter, a dis-
criminative classification model based on [22].

We conducted three experiments. First, we compared the
utterance-level emotion recognition accuracy of our approach
to a standard phrase-feature-based approach. Second, we ex-
amined the accuracy of the emotion estimates obtained by our
system at different time-points within the utterance to the emo-
tion recognition accuracy obtained when the utterance has been
fully scanned. Third, we investigated the contribution of differ-
ent information streams to emotion recognition accuracy in our
approach.

5.1. Data
For our experiments, we used data collected from the “How
May I Help You” AT&T system [23, 24]. In this dataset,
seven emotion classes were manually annotated by two ex-
perts: Positive-Neutral, Somewhat-Frustrated, Very-Frustrated,
Somewhat-Angry, Very-Angry, Other-Lower-Intensity-Negative,
and Other-Higher-Intensity-Negative. There are 5147 anno-
tated utterances in this dataset, each with an average of 15
words. It was observed that the labelers often did not agree on
their annotations [24]. However, a subset of 448 utterances was
found, where both labelers agreed on the emotion tags. These
448 utterances were held out as our test set. Of the remaining,
4519 utterances were used for training the classifiers.

For the output of the second-tier classifier, we grouped the
utterances into two wide clusters, Positive-Neutral and Upset;
the latter class consisting of the six emotion classes besides
Positive-Neutral. The different degrees of the Upset emotional
state were grouped together due to severe data-sparsity. Some
of the emotion classes had fewer than 5 examples in the entire
dataset. We should note that the proposed emotion recognition
approach can be generalized to more than two-class classifica-
tion problems, provided there is enough training data.

5.2. Phrase-based baseline system
We developed a baseline system based on the phrase-based
emotion classification approach seen in many state-of-the-art
emotion recognition systems. In this system, phrase-level lexi-
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cal, prosodic and cepstral features were extracted and fused at
the feature level by constructing a large feature vector. Each
utterance-level feature set consisted of the same features that
were described in Section 3 but now extracted at the utterance-
level. Emotion classification was performed using BoosTexter.
To ensure that this was not a “straw-man” baseline, we com-
pared its performance to that of the system reported in [24] on
the same dataset on the same task and found the difference in
accuracies (79% in our baseline system to 81% in the system
described in [24]) to be statistically insignificant.

5.3. Evaluation
The proposed system and the baseline system were trained and
tested on the same sets2. Each underlying classifier was imple-
mented using BoosTexter. The utterance-level emotion recogni-
tion accuracies on our test set of 448 utterances obtained by the
two models is shown in Table 1. Of the 448 utterances in the test
set, there were 310 examples of Positive-Neutral emotion and
138 examples of Upset emotion. The accuracy due to chance,
obtained by assigning the majority class (Positive-Neutral) to
all test examples is 69.2%. All relative improvements in Table 1
were computed w.r.t. this accuracy.

Model Upset Neutral Overall Rel. Imprv.
Acc. Acc. Acc. over Chance

Phrase-based 63.8 85.8 79.0 31.82
Proposed 51.5 95.2 81.7 40.58

Table 1: Emotion recognition accuracy (in %).

A key benefit of estimating speaker emotion incrementally
is that at one can poll the system at any point within the utter-
ance for an estimate of speaker emotion. We examined the ac-
curacy of our system when it is polled for an estimate of speaker
emotion at different time points within the utterance: after the
first 2 words, the first 4 words, the first 6 words. These results
along with the accuracy obtained when the emotion estimate is
considered at the end of the utterance are shown in Table 2.

Gate Upset Neutral Overall
Acc. Acc. Acc.

After first 2-words 46.4 92.3 73.7
After first 4-words 50.7 93.9 80.6
After first 6-words 51.4 94.8 81.4
At utterance end 51.5 95.2 81.7

Table 2: Emotion recognition accuracy in 4 gated conditions.

To examine the contribution of each of the three feature
streams towards emotion recognition in the proposed approach,
we computed the utterance-level emotion recognition accuracy
considering each of the feature sets in isolation. The results are
presented in Table 3, along with the results of our proposed ap-
proach in which the estimates obtained from the single-stream
classifiers were combined in the second tier of our system. The
same test/training sets were used for each of the models.

5.4. Discussion
The results in Table 1 imply that the proposed emotion recog-
nition system is viable. Its utterance-level emotion recogni-
tion accuracy is almost 41% better than chance on the test set.
The proposed system’s performance also trends towards an im-
provement over the phrase-based emotion classifier – although,
the classification accuracy difference is not statistically signifi-
cant due to the small test set. The performance of the proposed

2The training and test sets are described in Section 5.1.

Model Upset Neutral Overall Rel. Imprv.
Acc. Acc. Acc. over Chance

Cepstral 10.9 98.4 71.4 7.14
Prosody 55.1 85.2 75.7 21.10
Lexical 47.1 92.9 78.8 31.17

Proposed 51.5 95.2 81.7 40.58

Table 3: Contribution of different feature streams to emotion
recognition accuracy (in %).

system is also equivalent to the best performance by the state-
of-the-art emotion recognition system described in [24] on the
same data, with the same training and test splits.

Results in Table 2 show that in our incremental approach,
the accuracy of the emotion estimate obtained 6 words into the
utterance (which is less than half the average utterance length
in our database) is statistically equivalent to the accuracy of
the emotion estimate obtained at the end of the utterance. This
lends strong support to our low-latency claim.

Our results also show that using all three feature streams to-
gether as input improves emotion classification over using any
one of the three streams in isolation. However, the prosodic
and the lexical feature sets appear to be substantially more pre-
dictive than the cepstral features in our classification approach.
This is a point of departure from [24] where the cepstral fea-
tures used singly produced higher overall classification accu-
racy (76.8% in their work compared to 71.4% in our work). It
may either be due to a difference in feature parameterization
or due to a difference in classification approaches – theirs is a
generative approach while ours is a discriminative approach.

We have proposed an emotion recognition system that tracks
the speaker’s emotional state over the course of the utterance in
an incremental manner, using a shifting n-word window, until
the end of the utterance is reached. This system performs emo-
tion classification on the basis of cepstral, prosodic, and lexical
features – extracted at the word-level – and fuses the outputs
at the decision level in a statistical framework to emit a final
utterance-level emotion tag. Experimental results show that our
incremental emotion recognition approach, which is based on
the assumption that phrase-level segmentation is not necessary,
is promising. The presented system does not show any loss in
performance compared to the state-of-the-art emotion recogni-
tion system [24] reporting on the same data, with the added ben-
efit of being able to provide an estimate of the speaker’s emotion
at any point in the utterance with low-latency.

In future work, we plan to extend our system to recognize
more emotional states as well as further improving its accuracy.
We will address the data sparsity problem that we encountered
in this first approach by developing larger, more balanced anno-
tated datasets. We will investigate different ways of combining
the acoustic and lexical information streams to improve emotion
recognition accuracy. Each first-tier classifier in this work was
trained and locally optimized before the decision-level fusion in
the second-tier, and thus, it is possible that we may improve the
results if we globally optimize the parameters of the combina-
tion of classifiers in the whole system.

We expect that the proposed incremental emotion recog-
nition system can be useful in call-center applications to help
track and address possible negative sentiments with lower la-
tency. We can also envision this system as part of the safety
mechanism in cars or in home alarm systems and being used to
track speaker emotional state in the interest of safety.

6. Conclusions 
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