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Abstract

Voice conversion aims at converting speech from one speaker to

sound as if it was spoken by another specific speaker. The most

popular voice conversion approach based on Gaussian mixture

modeling tends to suffer either from model overfitting or over-

smoothing. To overcome the shortcomings of the traditional ap-

proach, we recently proposed to use dynamic kernel partial least

squares (DKPLS) regression in the framework of parallel-data

voice conversion. However, the availability of parallel train-

ing data from both the source and target speaker is not always

guaranteed. In this paper, we extend the DKPLS-based con-

version approach for non-parallel data by combining it with a

well-known INCA alignment algorithm. The listening test re-

sults indicate that high-quality conversion can be achieved with

the proposed combination. Furthermore, the performance of

two variations of INCA are evaluated with both intra-lingual

and cross-lingual data.

Index Terms: voice conversion, non-parallel data, kernel par-

tial least squares regression, INCA alignment

1. Introduction

Voice conversion refers to a process of converting speech of one

speaker, called source speaker, to sound as if it was spoken by

another specific speaker, called target speaker. The most widely

studied approaches for voice conversion rely on the use of a

Gaussian mixture modeling (GMM) [1, 2]. In the GMM-based

approaches, the training data is modeled by a GMM with mul-

tiple Gaussian components, and the conversion is carried out

by a function that is a weighted sum of local linear regression

functions. A GMM can be trained from source features only [2]

or as a joint-density GMM (JD-GMM) jointly from source and

target features [1].

The GMM-based approaches produce stable-quality con-

verted speech, but the training is typically a trade-off be-

tween model overfitting and oversmoothing. Overfitting occurs

when the model complexity is high compared to the amount

of training data, hence reducing the generalization properties

of the formed GMM model for unseen source data. Too sim-

ple models, on the other hand, result in oversmoothing lim-

iting the ability to model small details. Despite its limita-

tions, GMM-based conversion is currently the most popular ap-

proach for voice conversion. Alternative approaches include

for instance codebook-based conversion [3] and methods of

frequency-warping [4].

To overcome the shortcomings of GMM-based approaches,

we recently proposed to use dynamic kernel partial least squares

(DKPLS) regression in the framework of voice conversion [5].

DKPLS regression provides a non-linear conversion method

that is able to learn the mapping function already from a rela-

tively small set of training data. The method employs a non-

linear kernel trick to expand the data into a new space and

PLS regression to tackle the problem of collinear data that

would cause problems for the traditional multivariate regres-

sion. In the voice conversion trained from parallel English train-

ing data, DKPLS regression was found to outperform the tradi-

tional GMM-based approach with maximum likelihood param-

eter generation [6].

The assumption of parallel training data, meaning that both

the source and target speakers have uttered exactly the same

sentences, is however, very limiting. While in some applica-

tions it is not practical to require the users to record exactly the

same sentences, in other applications, such as in cross-lingual

voice conversion, it is not even possible to make the source and

target speakers to utter the same sentences. Methods for non-

parallel datasets, especially for cross-lingual voice conversion,

have been proposed for example in [7, 8]. These methods are

based on a cross-lingual codebook and combination of speech

recognition and unit selection synthesis, respectively. Unlike

for parallel training data, for non-parallel data the traditional

dynamic time warping (DTW) approaches (e.g. [9]) cannot be

used. The well-known INCA alignment approach, proposed by

Erro et al. in [10], provides an alignment method for this kind of

data. It can be employed for both intra-lingual and cross-lingual

voice conversion and, at least in theory, any voice conversion

approach can be used on top of it. Evaluation of alternative

alignment methods is discussed in [11].

In this paper, we extend the idea of parallel-data DKPLS-

based voice conversion of [5] for non-parallel data. We use the

iterative INCA alignment algorithm [10] to find the correspond-

ing frames from the source and target datasets and DKPLS

regression to find a non-linear mapping between the aligned

datasets. The listening test results indicate that compared to

the traditional approach with parallel data and DTW-alignment,

high conversion quality can be achieved for non-parallel data

with INCA alignment, even without increasing the amount of

training data. Furthermore, we evaluate the performance of

two variations of INCA in intra and cross-lingual DKPLS-based

voice conversion.

This paper is organized as follows. Section 2 gives an

overview of the INCA alignment algorithm and Section 3

describes the framework for DKPLS-based voice conversion.

Evaluation of the proposed combination of INCA alignment and

DKPLS regression is presented in Section 4. Section 5 con-

cludes the paper.

2. INCA alignment for non-parallel data

For non-parallel datasets, either intra-lingual or cross-lingual,

there are no matching sentences from the source and target

speaker available, and the traditional alignment method with
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dynamic time warping is not applicable. In the following, we

give a brief overview of the INCA alignment algorithm [10] for

non-parallel data and discuss the implementation details rele-

vant to the evaluations of Section 4.

2.1. Alignment procedure

INCA alignment procedure [10] is based on an iteratively up-

dated low-order auxiliary model that converts the set of source

feature vectors to better match with the set of target feature vec-

tors or vice versa. By using the resulting intermediate represen-

tation for the source data (or alternatively, for the target data),

the corresponding frames from the non-parallel source and tar-

get data sets are brought closer to each others. Hence, a simple

nearest neighbor (NN) search can be used to find an alignment

between the source and target data sets, i.e., to find the best

matching frame pairs from the set of source and target feature

frames.

The goal of INCA is to find the best matching frame pairs

from the two non-parallel sets of speech spectral feature vectors,

here called S(1) = {s(1)i } and S(2) = {s(2)j }. To find well-

matching frame pairs from the non-parallel datasets, one of the

datasets is transformed towards the other dataset with the help

of an auxiliary model, and both the model and the alignment are

iteratively refined until the alignment is accurate enough. The

steps of the iterative alignment are described in the following.

Initialization: Initialize the auxiliary dataset Ŝ(1) = {ŝ(1)i }.

Alignment: Find the NN of each vector of the auxiliary dataset

Ŝ(1) in S(2) and vice versa using a distance function d(·):

p(i) = argminj d
(
ŝ
(1)
i , s

(2)
j

)

q(j) = argmini d
(
s
(2)
j , ŝ

(1)
i

) (1)

Model training: Train a low-order auxiliary model Faux(·)
that maps the combined feature vector set {s(1)i , s

(1)

q(j)}
to the feature vector set {s(2)p(i), s

(2)
j }.

Conversion: Update the auxiliary data set {ŝ(1)i } by convert-

ing the original set {s(1)i } as:

ŝ
(1)
i = Faux

(
s
(1)
i

)
, ∀i. (2)

Convergence check: Check if the alignment has converged

(the intermediate and target voice are close enough). If

not, go back to the alignment step.

2.2. Implementation details

The auxiliary modeling and forming of the auxiliary dataset

Ŝ(1) can be done in several ways as shown in [10]. In the ba-

sic approach, the auxiliary model Faux(·) maps the source fea-

ture vectors towards target feature vectors, i.e., S(1) in (1)-(2)

refers to the source data and S(2) to the target data. However,

the roles of the source and target datasets are interchangeable,

and as we discuss in Section 4, using source data as S(2) and

target data as S(1), might actually provide better quality in the

identity conversion following INCA. The order of the auxiliary

model Faux(·) should be kept low enough: over-sophisticated

techniques might result in auxiliary mappings that do not take

the auxiliary dataset very close to the other dataset. This leads

to a poor match in NN frame pair selection. It should be noted,

that the voice identity conversion, that follows the INCA align-

ment, is carried out independently of INCA and always as a

mapping from the source data to the target data. Furthermore,

the identity conversion method is independent of the auxiliary

modeling approach in INCA.

3. Voice conversion by DKPLS regression

In the training of a voice identity conversion model, the task is

to find a prediction function F(·) that maps the speech feature

vectors of the source speaker to speech feature vectors of the tar-

get speaker. This mapping is done after the alignment has been

completed and is independent from the possible auxiliary map-

pings Faux(·) of the alignment phase. The conversion usually

works at least on speech spectral features, such as mel-cepstral

coefficients (MCCs) [12] but the excitation parameters can also

be considered in the mapping (e.g. [5]).

DKPLS regression was found useful in the context of

parallel-data voice identity conversion in [5]. It provides a non-

linear conversion approach tackling the problems of collinear

data and model overfitting. The kernel transform in partial least

squares (PLS) regression has been successfully employed e.g.

in [13, 14]. The procedure of DKPLS training in voice conver-

sion consists of (1) kernel transformation extending the source

in a non-linear way, (2) kernel centering, and (3) PLS regression

finding the mapping between source and target representations.

The steps (1) and (2) are repeated also in the test phase; the re-

sulting matrix of the training step (3) is used in the test phase

to carry out the source-to-target mapping. These steps are dis-

cussed in following.

3.1. Kernel transformation

Kernel transformation makes the model non-linear. It is used

to transform a source feature vector sn with frame index

n = 1, 2, . . . , N in order to provide a non-linear mapping to

the corresponding target feature vector yn. Here, a Gaussian

kernel is used:

kcn = e
−‖sn−zc‖2

2σ2 . (3)

The Gaussian kernel transformation employs the distances be-

tween sn and a set of reference feature vectors zc, with

c = 1, 2, . . . , C. Here σ denotes the kernel width and C the

number of reference points zc.

A kernel matrix containing kernel transformations for all

the N feature vectors has the following form:

K =




k11 k12 . . . k1N
k21 k22 . . . k2N

. . .
kC1 kC2 . . . kCN


 , (4)

and the C-dimensional kernel vector kn of the nth frame is:

kn = [k1n, k2n, . . . , kCn]
T. (5)

The reference points zc can be found by k-means clustering of

the training data. The user-set number of reference points can

be relatively low compared to the number of observations.

The kernel matrix K is centered using a two-step center-

ing procedure described in details in [5]. In the training phase,

the kernel centering first involves subtraction of the row-wise

average µ from the kernel matrix K, followed by the subtrac-

tion of the column-wise average of the resulting matrix. In the

conversion phase, the mean vector µ from the training phase is

subtracted from the kernel matrix formed for the test data. This
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is followed by the subtraction of the new column-wise average

of the resulting matrix. In the following, we denote the cen-

tered kernel matrix by K̃ and the centered kernel vector of the

nth frame by k̃n.

3.2. Dynamic modeling

Adjacent frames of a speech signal usually exhibit strong corre-

lation. In DKPLS voice conversion, dynamic modeling is used

to address this correlation. We form the DKPLS regression

predictors by concatenating the centered kernel vectors of the

frame and its neighboring frames. In other words, the predictor

xn for the nth frame is formed as:

xn = [k̃T
n−, k̃

T
n, k̃

T
n+]

T, (6)

where k̃n− and k̃n+ denote the centered kernel vectors for the

frames preceding and succeeding sn.

3.3. Partial least squares regression

A linear regression model is used for mapping the kernel-

transformed source data xn to target data yn:

yn = βxn + en, (7)

with β denoting the regression matrix estimated in the training

phase and en the regression residual.

The use of kernel transform and dynamic modeling intro-

duces collinearity in the new extended source data. Further-

more, the kernel matrices may become too large for standard

multivariate regression. To avoid the problems, we use partial

least squares regression (PLS), that has proven to be useful if

the number of observations N is low compared to the number

of variables. PLS is also able to tackle the problem of data

collinearity, which easily results from the kernel transformation

mapping the data into a high-dimensional space [15].

PLS regression models the relationship between predictors

X = {xn} and responses Y = {yn}. It projects the problem

into a lower-dimensional space and is closely related to the prin-

cipal component analysis (PCA) regression. However, whereas

in PCA regression the principal components are determined by

the predictors X, in PLS regression, the latent variables are de-

termined based on both predictors X and responses Y. The la-

tent variables are extracted in a way that they can capture most

of the information in X while at the same time being useful in

predicting Y. The coefficients of the regression matrix β of (7)

can be estimated computationally efficiently by simple partial

least squares (SIMPLS) algorithm [15]. If the number of latent

variables is equal to the number of predictors, PLS regression is

equal to the standard multivariate regression. The use of kernel

transformation in PLS regression is discussed in [13, 14].

The optimal number of latent variables in PLS is typically

chosen by cross-validation. For parallel training data, the cor-

relation between adjacent frames should be taken into account

when carrying out the data partition for the cross-validation [5].

For parallel data, instead of a framewise randomization, longer

segments, such as utterances should be used when forming the

cross-validation subsets. In the case of non-parallel training

data, the adjacent frames in the aligned source and target data

do not carry the same information anymore, hence random par-

tition can be used. This however, tends to result in higher es-

timates for the optimal number of latent variables as seen in

Fig. 1.
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Figure 1: Mel-cepstral distortion of the DKPLS training data

using different number of latent variables in PLS regression.

Conversion distortion for a female speaker pair (F-F) on the

left and for a male speaker pair (M-M) on the right. Optimal

number of latent variables marked by a circle.

4. Experiments

The performance of the DKPLS-based voice identity conver-

sion for non-parallel data was evaluated by a listening test with

two parts. The proposed combination of INCA and DKPLS

was evaluated against the traditional parallel-data approach with

DTW alignments. Furthermore, DKPLS-based identity conver-

sion was combined with two variations of INCA and the perfor-

mance of these was evaluated using non-parallel English data

and cross-lingual data with English and Finnish speech.

4.1. Evaluation data

The evaluation data consisted of English and Finnish

datasets. For intra-lingual conversion we used the

English CMU Arctic database publicly available at

http://festvox.org/cmu arctic/. The data of

two CMU Arctic female voices slt and clb, and two male

voices rms and bdl was used. For cross-lingual conversion,

two Finnish databases, female voice hs and male voice mv,

were used in addition to the English data. In all the test cases,

the training data consisted of 20 randomly selected sentences

for each speaker.

Speech waveforms were parameterized by STRAIGHT

[16] and further encoded as MCCs of order 24, fundamental

frequency (F0), and mean band-aperiodicity of five frequency

bands [17]. The sampling frequency of the speech signals was

16 kHz and the analysis-synthesis frame update interval 5 ms.

4.2. System description

In the experiments, the following three system configurations

for the spectral conversion were considered. The evaluations

concentrate on spectral conversion (here MCCs). F0 was con-

verted by log-domain mean scaling and aperiodicity values

were copied from the source speaker.

• DTW-DKPLS: Parallel training data aligned by DTW.

Identity conversion by DKPLS regression.

• INCA1-DKPLS: Non-parallel training data aligned by

INCA (auxiliary conversion from source towards target).

Identity conversion by DKPLS regression.

• INCA2-DKPLS: Non-parallel training data aligned by

INCA (auxiliary conversion from target towards source).

Identity conversion by DKPLS regression.

The first system, DTW-DKPLS, served as a baseline system.

The training was done based on parallel data from source and

target speakers for which the traditional dynamic time warping-
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based alignment can be found. The identity conversion was car-

ried out by DKPLS-regression.

In the two other systems, INCA1-DKPLS and

INCA2-DKPLS, the training data was non-parallel – ei-

ther English data or cross-lingual with English and Finnish

data. For both systems, the non-parallel data was aligned by

INCA discussed in Section 2. For INCA1-DKPLS, in INCA

alignment, S(1) denoted source data and S(2) target data; for

INCA2-DKPLS the roles were opposite. For the first step of

INCA, linear initialization [10] of the auxiliary dataset was

used. For the first INCA iteration, only the voiced speech

frames were considered and the auxiliary model of (2) was

trained as a 1-component JD-GMM with a full covariance

matrix. For the following iterations, both voiced and unvoiced

frames were taken into account, and a 2-component JD-GMM

auxiliary model was trained. In NN search, the voicing decision

was taken into account and the NN of each frame was selected

among the frames with a matching binary voicing. Instead of

a convergence rule, a fixed number (15 iterations) of INCA

iterations was used.

In all three systems, the speaker identity conversion was

done by DKPLS regression of Section 3. The number of refer-

ence points was set to C = 200 and kernel width to σ = 10.

For DTW-DKPLS, the number of latent variable in PLS was de-

termine by 10-fold cross-validation with block-wise partition.

For INCA-aligned data, a fixed number of latent variables (100

variables) was used. The 0th MCC coefficient was ignored in

the training and copied from the source speaker in the synthesis.

4.3. Evaluation results

The listening test consisted of a pairwise comparison of the

conversion quality in parallel-data and non-parallel-data ap-

proaches, and in two variations of non-parallel data approaches

for English data and for cross-lingual data with English source

data and Finnish target data. In all the tests, eight ran-

domly selected test sentences were used for each speaker

pair. Seven listeners attended the test. Examples of the lis-

tening test sentences for all the subsystems are available at

http://www.cs.tut.fi/sgn/arg/silen/is2013.

The results for the comparison of the two variations of

INCA combined with DKPLS regression, INCA1-DKPLS and

INCA2-DKPLS are shown in Fig. 2. In addition to the

English speaker pairs F-F (slt-clb), M-M (bdl-rms),

F-M (slt-rms), and M-F (bdl-clb), cross-lingual pairs

FEN-FFIN (slt-hs) and MEN-MFIN (bdl-mv) were con-

sidered. For the majority of the speaker pairs, INCA2-DKPLS

gets the highest preference scores. This indicates that especially

for the more demanding speaker pairs, such as cross-gender or

cross-lingual speaker pairs, perceptually higher quality conver-

sion can be achieved if the INCA auxiliary data is formed by

transforming the target data and the NN search is done between

original source and auxiliary target data instead of vice versa.

In the comparison of INCA2-DKPLS and DTW-DKPLS,

the INCA-based approach gets high preference scores for each

English speaker pair: F-F, M-M, F-M, and M-F. This indi-

cates that the INCA-based approach with non-parallel data can

achieve perceptually high-quality conversion even when com-

pared against the traditional parallel-data approach. However, it

should be noted, that the difference between the audio samples

is rather small. Furthermore, Table 2 presents the mel-cepstral

distortion for each speaker pair and voice conversion system.

The parallel-data training with DTW has provided the lowest

distortion values between converted and DTW-aligned target

F−M F−F M−M M−F F(EN)−F(FIN) M(EN)−M(FIN)

20
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100

 

 

NO PREF. INCA
1
 PREF. INCA

2
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Figure 2: Preference percentage (with 95 % confidence in-

tervals) for the systems INCA1-DKPLS and INCA2-DKPLS

using non-parallel English and cross-lingual (English and

Finnish) data.

from CMU Arctic. However, low distortion values do not seem

to guarantee higher perceptual quality as seen from Table 1.

Table 1: Preference percentage (with 95 % confidence intervals)

for parallel-data training (DTW-DKPLS) and non-parallel-data

training INCA2-DKPLS using English data.

No INCA2-DKPLS DTW-DKPLS

pereference (%) preferred (%) preferred (%)

F-M 10.7 ± 8.4 60.7 ± 13.2 28.6 ± 12.2

F-F 21.4 ± 11.1 67.9 ± 12.6 10.7 ± 8.4

M-M 3.6 ± 5.0 92.9 ± 6.0 3.6 ± 5.0

M-F 19.6 ± 10.7 60.7 ± 13.2 19.6 ± 10.7

Table 2: Mel-cepstral distortion for the test data using parallel-

data training (DTW-DKPLS) and non-parallel-data training

(INCA1-DKPLS and INCA2-DKPLS) for English data.

DTW-DKPLS INCA1-DKPLS INCA2-DKPLS

F-F 4.99 5.15 5.35

F-M 5.24 6.16 6.68

M-F 5.00 5.42 6.10

M-M 5.06 5.47 6.09

5. Conclusions

In this paper we have investigated the use of dynamic kernel

partial least squares regression in the framework of voice con-

version with non-parallel training data. In our previous study,

DKPLS-based approach was proven to be useful when the con-

version function is learned from parallel source and target data.

In this paper, we extend the approach for non-parallel training

data and evaluate the performance with English data and cross-

lingual data from English and Finnish databases. The evalua-

tion results suggest, that combined with INCA alignment, the

DKPLS-based approach is able to produce high-quality conver-

sion results when compared to the parallel-data conversion with

the traditional DTW alignment even if the amount of training

data is not increased. Furthermore, comparison of two varia-

tions of INCA indicates, that the direction of the auxiliary map-

ping in INCA can affect the quality of the overall conversion

and higher perceptual quality can be achieved if the auxiliary

mapping is done for the target data instead of the source data.
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