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Abstract

In some situations the quality of the signals involved in a
speaker verification trial is not as good as needed to take a re-
liable decision. In this work, we present a new method based
on Bayesian networks and quality measures to estimate if the
trial decision is reliable. We present experiments on the NIST
SRE2010 dataset degraded with additive noise. A system well
calibrated for clean speech, produces a large actual DCF on
the degraded dataset. We use our method to discard the un-
reliable trials and achieve a dramatic improvement of the cost
values. We also prove that our method outperforms previously
published approaches.
Index Terms: speaker recognition, Bayesian networks, relia-
bility, quality.

1. Introduction
In some situations, the quality of the signals involved in the
speaker verification (SV) process is not as good as needed to
take a reliable decision. This causes a dramatic drop of the SV
performance. In this work we present a new method to esti-
mate the reliability of the SV decision for each trial. We infer
the trial reliability using a Bayesian network and a set quality
measures, extracted from the enrollment and test segments of
the trial. This method can be implemented on applications that
need to provide very accurate decisions but do not require to
provide a decision for all the trials.

In the last years, several approaches have been proposed to
combine different sources of information into a global confi-
dence measure [1–3]. In [4, 5] Richiardi uses a Bayesian net-
work to obtain a probabilistic measure of the reliability of the
trial given the SV score and some quality measures. In case
of low reliability, the system asks the user to utter a new sen-
tence and chooses the one with higher reliability. In [6], this
approach is compared with confidence measures presented in
previous works [7–9] showing that the probabilistic approach
outperforms previous methods. In [10], we extended Richiardi’s
work introducing variations to the BN configuration and com-
paring a wider set of quality measures.

In this work, we present a new Bayesian network that mod-
els the relations between the observed SV score, the quality
measures and a hidden clean score. We define the clean score
as the score that we would obtain from a perfect quality trial.
We use this model to estimate the distribution of the hidden
score and from it, the trial reliability. Results prove that the
new method clearly outperforms previous approaches.
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Figure 1: Baseline BN for reliability estimation.

2. Baseline Bayesian network
A Bayesian network is a directed graphical model [11] that de-
scribes the dependencies between a set of random variables.
Figure 1 depicts the Bayesian Network of our baseline [4,5,10].
Empty nodes denote hidden variables, shaded nodes denote ob-
served variables and small solid nodes denote deterministic pa-
rameters. A node or group of nodes surrounded by a box, called
a plate, labeled with N indicates that there are N nodes of that
kind (for example N trials). The arcs between the nodes point
from the parent variables to their children variables. They repre-
sent the conditional dependencies between parents and children.

Following, we introduce the variables included in the graph.
s is the SV score. Q are the quality measures related to one trial.
θ ∈ {T ,N} is the label of the trial, where T is the hypothesis
that the training and test segments belong to the same speaker
andN to different speakers. θ̂ is the SV decision after applying
a threshold ξθ to s. R ∈ {R,U} is the reliability of the trial,
where R is the hypothesis that the decision is reliable and U
unreliable. πθ = (PT , PN ) is the hypothesis prior where PT
is the target prior and PN = 1 − PT the non-target prior. Fi-
nally, πR = (PR, PU ) is the reliability prior. Using this BN
computing the reliability posterior given the observed variables
P (R|s,Q, θ̂) is straightforward.

3. Proposed Bayesian network
3.1. Bayesian network

Figure 2 depicts the Bayesian Network of the proposed ap-
proach. The variable ŝ is the noisy observed score given by
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Figure 2: BN for estimation of the clean score

the SV system. s is the clean score. The relation between s and
ŝ is ŝ = s + Δs . In the general case s is hidden. However, if
we have an artificially degraded database, we can know s dur-
ing the training phase of the Bayesian network. The variable
zi is called the quality state. It is a 1-of-K binary vector with
elements zik for k = 1, . . . ,K. It represents the different types
of degradation that the trial can suffer. The distribution of Δs
depends on the value of zi. Q are the quality measures. Finally,
θ ∈ {T ,N} is the label of the trial. The rest of variables are
the parameters of the BN conditional distributions:

P (s|θ) = N
(
s|μsθ ,Λ

−1
sθ

)
(1)

P (ŝ|s, zk = 1, θ) = N
(
ŝ|s+ μΔskθ ,Λ

−1
Δskθ

)
(2)

P (Q|zk = 1) = N
(
Q|μQk ,Λ

−1
Qk

)
(3)

P (z) =

K∏

k=1

πzk
zk . (4)

3.2. Reliability definition

In the baseline BN the trial reliability was a variable that was
part of the Bayesian network. In the new BN, we exchange the
reliability for the hidden score. Now, we are going to define the
reliability concept in this new context.

In a traditional speaker verification system, the decision θ̂
is taken applying a threshold ξθ to the SV score ŝ. To know
if that decision is reliable, first, we use the Bayesian network
to estimate the posterior distribution of s given the observed
score and quality measures P (s|ŝ,Q) 1. Then, we define the
probability of reliable as

P (R = R|ŝ,Q) =

{
P (s > ξθ|ŝ,Q) if θ̂ = T
P (s < ξθ|ŝ,Q) if θ̂ = N (5)

3.3. Posterior distribution of the hidden score

In the general case the posterior of s is a mixture of Gaussians:

P (s|ŝ,Q) =
∑

θ∈{T ,N}

K∑

k=1

P (θ, zk = 1|ŝ,Q)N
(
s|μ′skθ

,Λ′−1
skθ

)

(6)

1We omit the rest of dependencies in the distribution to keep the
notation uncluttered

where

Λ′skθ
=ΛΔskθ +Λsθ (7)

μ′skθ
=Λ′−1

skθ
(ΛΔskθ (ŝ− μΔskθ ) +Λsθμsθ ) . (8)

The weights of the mixture are given by

P (θ, zk = 1|ŝ,Q) = (9)

=
P (ŝ|θ, zk = 1)P (Q|zk = 1)P (θ)πzk∑

θ∈{T ,N}
∑K

k=1 P (ŝ|θ, zk = 1)P (Q|zk = 1)P (θ)πzk

where

P (ŝ|θ, zk = 1) =N
(
ŝ|μ′ŝkθ

,Λ′−1
ŝkθ

)
(10)

and

Λ′ŝkθ
=ΛsθΛ

′−1
skθ

ΛΔskθ (11)

μ′ŝkθ
=μsθ + μΔskθ . (12)

Figure 3 shows an example of the score distributions in-
volved in the calculus of the posterior of R. For clarity’s sake
we assume that the quality state z is given. The blue curves are
the score distributions for the clean trials. The red curves are
the score distributions for the noisy trials. The target distribu-
tion of the noisy trials does not change much with respect to the
distribution of the clean trials but the non-target distribution is
very shifted up. The green curve is the posterior distribution of
the score and the filled area under the curve is the reliability of
the trial. The figure shows that it is very likely that the hidden
score is much lower than the observed score so the reliability of
the trial is very low.

4. Experiments
4.1. Database

We took the telephone subset of NIST SRE08 and SRE10
databases assuming that they are approximately clean. Then,
we created a synthetic database degrading NIST with different
levels and types of noise. We followed a protocol similar to the
one of the Aurora2 dataset [12]. We added different Aurora2
noises to the enrollment and the test sets:

• Enrollment: suburban train, babble, car and exhibition
hall.

• Test: restaurant, street, airport and train station.
We utilized the open source FaNT Tool [13] for adding noise to
the signals. The noises were previously filtered by the ITUMIR
telephone frequency response to simulate that they were trans-
mitted over a telephone channel. We selected the noise type
for each file randomly. We synthesized signal-to-noise ratios of
20dB, 15dB, 10dB, 5dB and 0dB.

4.2. Experimental setup

We trained the Bayesian networks with trials from the SRE08
dataset and tested on SRE10. The training set includes all trials
that can be done scoring all SRE08 telephone enrollment seg-
ments versus all SRE08 test segments augmented with noise.
This dataset has 1269 target trials (424 male, 845 female) and
766605 non-target trials (176090 male, 590515 female) per ev-
ery signal-to-noise ratio pair.

The test set is the core det5 (phn-phn) condition of SRE10.
This dataset has 708 target trials (353 male, 355 female) and
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Figure 3: Score distributions involved in the calculus of P (R = R|ŝ, zk = 1)

29665 non-target trials (13707 male, 15958 female) per noisy
condition.

The SV system is based on i-vectors and a full-rank PLDA
classifier. We extracted 400 dimensional i-vectors using 20
short-time Gaussianized MFCC plus deltas and double deltas
and a 2048 component diagonal covariance UBM. The UBM,
the i-vector extractor and the PLDA are gender independent
and they were trained using telephone data from NIST SRE04,
SRE05 and SRE06. The i-vectors preprocessing includes cen-
tering, whitening and length normalization.

The SV verification scores are calibrated by linear logistic
regression with the Bosaris Toolkit [14] in the old NIST operat-
ing point (CMiss = 10, CFA = 1, PT = 0.01). We train the
calibration with the clean part of the SRE08 dataset. Then, we
apply this calibration to all the noisy conditions of SRE08 and
SRE10. We use the Bayes decision threshold (2.29) to take the
SV decision. Thus, on the clean part of SRE10, we achieve
an EER=2.2%, minDCF=0.14 and actDCF=0.17. When we
pool all the noisy conditions we obtain minDCF=0.99 and act-
DCF=2.96. An actual cost higher than 1.0 means that our SV
system is not useful any more. We intend to discard the unre-
liable trials so that we can assure that the actDCF of the trials
that we keep is very low.

In this context the DCF is defined as

CDCF = CMissPT PMissR̂ + CFA(1− PT )PFAR̂ (13)

where PMissR̂ and PFAR̂ are computed only on the trials clas-
sified as reliable.

The best reliability detector is the one that is able to achieve
a better DCF discarding the lower number of trials.

The quality measures that we used are: signal-to-noise ratio
(SNR), modulation index (MI), spectral entropy (H) and UBM-
loglikelihood. Information about how to compute them can be
found in [10, 15].

As we trained the BN with a synthetic dataset, for each
noisy trial, we know the corresponding clean trial. Thus, in
the training phase, we can consider that s is observed for
all the trials. Besides, we assumed that there is a quality
state for each pair of enrollment and test noise levels z =
(SNRtrn, SNRtst) and that its value is also known. There-
fore, during the training of the BN all the variables are known
and estimating the involved distributions is straightforward.
However, if those variables were hidden we still could estimate
the BN parameters by EM iterations.

4.3. Analysis ofΔs distributions

As during the BN training all the variables are observed, we can
easily compute the distributions ofΔs for each pair of SNR and
θ, P (Δs|θ, SNRtrn, SNRtst). We have 2× 36 distributions.
Figure 4 shows some of those of distributions. Each subplot
represents the distributions for a pair of values of SNR. The dis-
tributions given the target and non-target hypothesis are plotted
in blue and red respectively.

When one of the segments is clean and the other is noisy
(row 1), if the trial is target the mean of Δs decreases rapidly
as the noise increases. If the trial is non-target, the mean of Δs
grows slowly with the noise. With a little amount of noise in
both segments (row 2), if the trial is target the mean of Δs is
near zero, but, if the trial is non-target it is quite large. Finally,
with a big deal of noise in both sides (row 3), the mean score of
the targets decrease a little and the mean score of the non-targets
is very large. Besides, in all cases, the variance ofΔs grows fast
with the noise. These graphs show that Δs is very dependent
on both noise and trial labeling. Therefore, the dependencies
depicted by our graphical model are correct.

4.4. Results

Figure 5 shows the % of discarded trials versus the actual
DCF computed with the trials classified as reliable. To plot
these curves, we apply a varying threshold on the posterior
P (R|ŝ,Q) given by equation (5). The best curve is the one
that provides better costs discarding the lower number of trials.

We compare results for the baseline BN (BBN) and the pro-
posed BN (PBN) and results for different quality measures. We
start with some experiments where we simplify our model as-
suming that some of the hidden variables are observed in the
test phase. First, we present results of the proposed BN for the
unrealistic case where θ and z are known (Oracle SNR and θ).
In this case, equation (6) simplifies to only one Gaussian. This
case is never going to happen given that the purpose of SV is
precisely estimating θ but this ideal scenario provides a lower
bound to the actDCF that we could obtain. Thus, we can reduce
the actDCF to almost zero discarding 30% of the trials.

Secondly, we consider the case where θ is hidden but z
is observed (Oracle SNR). The posterior of s simplifies to a
mixture of two Gaussians whose weighs are the probabilities
P (θ|ŝ, zk = 1). This scenario is also unrealistic because for
most of the datasets the noise level is unknown, but it also pro-
vides a reference point for comparison. The results are worse
than for the previous case, but we still can achieve very low
costs.
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Figure 4: P (Δs|θ, SNRtrn, SNRtst) for several values of (SNRtrn, SNRtst).

Now, we present results for the case θ and z are both hidden.
This is the general case, where we use some quality measures
to estimate the quality state of the trial. We combined signal-to-
noise ratio, modulation index and Entropy using diagonal and
full covariance Gaussians for the distributions P (Q|zk = 1).
The results prove that, for this dataset, the best measure is the
modulation index followed by the signal-to-noise ratio. The
UBM log-likelihood performs very poorly. The modulation in-
dex and the combination of measures produce similar results.
Interestingly, these results are also almost equal to the curve the
we obtained assuming z observed. Thus, we reduce the actual
cost from 2.96 to values like 0.72, 0.27 and 0.09 if the applica-
tion allows to discard 25, 50 or 75% of the trials.

Finally, we compare the results of the proposed approach
with the baseline. For the baseline, we obtained the best results
combining signal-to-noise ratio, modulation index and entropy.
Both approaches perform similarly if we discard less than 15%
of the trials but, from there, the proposed approach performs
much better. The baseline does not provide costs lower than
0.38 while the new approach reaches much lower costs.

5. Conclusions
In this paper, we presented a new method to detect unreliably
classified trials by a SV system. The method is based on a
Bayesian network that models the relations between the ob-
served SV score, a hidden clean score and some quality mea-
sures computed from the speech signals. We defined the hidden
score as the score that we would obtain if the trial had perfect
quality. We used the posterior distribution of the hidden score
to decide if the trial is reliable. We presented experiments on
a database with additive noise. In these experiments, we take a
SV system developed and calibrated with clean speech. Using
this system on the degraded dataset we obtain an unacceptable
actual DCF. We use the BN to remove unreliable trials achiev-

0 10 20 30 40 50 60 70 80 90 100
0

0.5

1

1.5

2

2.5

3

SRE10 det5 with additive noise

% Discarded Trials

ac
tD

C
F(

P
ta

r=
0.

09
17

43
)

PBN Oracle SNR and θ
PBN Oracle SNR
PBN SNR
PBN MI
PBN H
PBN UBMLLK
PBN SNR MI H
PBN FCov SNR MI H
BBN SNR MI H

Figure 5: % Discarded trials vs. actDCF.

ing a dramatic improvement of the cost. We also proved that the
proposed approach outperforms a state-of-the-art method.

In this work, we assumed that in the training phase all the
variables of the BN were observed. In the future, we will show
results training the BN with hidden quality states and clean
score. We do not included those here due to the limited space
available. Thus, we could train the BN even using a database
that is not artificial.
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