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Abstract
The I3A submission for the recent NIST 2012 speaker recogni-
tion evaluation (SRE) was based on the i-vector approach with
a multi-channel PLDA classifier. This PLDA is modified so
that, for each i-vector, the between-class covariance depends
on the type of channel where the segment was recorded (tele-
phone,interviews,clean, noisy, etc). In this paper, we present
the description of our submission and a detailed post-evaluation
analysis of the results. We analyze several factors affecting
performance: enrollment data selection, classifier type, scor-
ing technique, calibration, known and unknown non-targets, tar-
get speakers included or not in development, segment duration,
noise level and noise type. Some of these factor are new in this
evaluation. After post-evaluation, actual costs improve by 15–
43% depending on the common condition.
Index Terms: speaker recognition, NIST, SRE, PLDA, calibra-
tion.

1. Introduction
NIST speaker recognition evaluations (SRE) have driven the re-
search directions of the community during the last years. The
recent NIST SRE 2012 [1] presented significant differences
compared with previous ones. In previous evaluations, the en-
rollment data was released at evaluation time. In NIST SRE12,
most of the target speakers were taken from evaluations SRE06
to SRE10. For enrolling each speaker, it was allowed to use all
the data available. Thus, the core condition, instead of posing
a 1 side against 1 side scenario, represents a N sides versus 1
side scenario. Besides, it was allowed to use the target speak-
ers data for development (training of UBM, i-vector extractor
and calibration, score normalization, etc.), that was also differ-
ent from previous evaluations. Furthermore, the evaluation pro-
posed new challenges like speech with artificially added noise,
speech collected in noisy environments and segments of differ-
ent duration.

Our primary submission was the fusion of two systems
based on i-vectors and Multi-channel PLDA [2]. This is a gen-
erative approach designed to cope with different channel condi-
tions. The channel condition was detected using some measures
extracted from the speech signal. Channel and duration depen-
dent calibration and fusion was applied. In the following sec-
tions we present our development data, system descriptions and
a detailed post-evaluation analysis of several factors affecting
performance.

This work has been supported by the Spanish Government and
the European Union (FEDER) through projects TIN2011-28169-C05-
02 and INNPACTO IPT-2011-1696-390000.

2. Development data organization
We created our development dataset taking into account the new
scenario presented by NIST SRE12. The dataset was divided
into two parts:

• Training: This part includes all the signals from SRE04,
SRE05, SRE06 and 70% of the signals of SRE08 and
SRE10. We used it to train UBM, JFA, PLDA and to
enroll the target speakers..

• Test: We reserved a 30% of the speech in SRE08 and
SRE10 to create a test set for training calibration and
evaluating our system. It includes short telephone calls,
short and long interviews and 10 seconds calls.

The segments from the same phonecall or interview (same ldc-
id) were placed in the training or in the test part but not in both.

Both parts of the dataset were augmented adding Babble
and HVAC1 noises of 15 and 6 dB of signal-to-noise ratio fol-
lowing NIST SRE12 guidelines. The Babble noises were cre-
ated averaging 1000 conversations from previous evaluations.
Different noise samples were added to the training and test sets.
To add the noise, the power of the noise and speech signals
was estimated with a psophometric filter and a VAD. The noise
added to telephone segments was filtered by a simulated tele-
phone channel.

Adding noisy versions, our training set includes 66457 male
and 87826 female segments from 982 male and 1372 female
speakers. The test set includes 15585 male and 21902 fe-
male segments. We scored all the SRE12 target speakers from
previous years against all the test segments, thus we obtained
11267955 male and 23982690 female trials.

The enrollment lists include the segments of the SRE12 tar-
get speakers in our training set as defined above. They only
contain signals without added noise. We compare results with
three different enrollment lists:

• AllLDCID: All the telephone and interview segments
including all the channels in which the interview was
recorded. This list was used in our primary.

• 1LDCID: All the telephone segments and only one seg-
ment by interview.

• PHN: only the telephone segments.

3. System description
3.1. PLDA classifiers

The core of our system was a multi-channel variant of the well
known Simplified PLDA model [2]. This is a generative model

1We downloaded HVAC noises from Freesound.org
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where an i-vector φ of speaker i can be written as:

φ = Vyi + ε (1)

whereV is the eigenvoices matrix, yi is the speaker factor vec-
tor, and ε is a channel offset. The distribution of ε is channel
dependent:

ε|zk = 1 ∼ N
(
ε|μk,W

−1
k

)
(2)

where zk is the variable that indicates the type of channel
that generates ε. zk is estimated using some quality mea-
sures [3] (SNR, modulation index, spectral entropy and UBM
log-likelihood) like explained in [2]. We assumed 6 different
channels: telephone and microphone× 3 noise levels We assign
priors for each condition: P (clean) = 0.5, and P (15dB) =
P (6dB) = 0.25.

The model parameters are estimated by ML+MD. We tried
two estimations methods:

• Simple: V, μk, andWk are estimated from scratch with
clean and noisy data.

• Progressive: We train V, μphn and Wphn with clean
telephone data. μmic and Wmic are initialized from
μphn andWphn, and re-estimated with clean mic. data.
Finally, we add four μk andWk for the noisy channels
and re-estimate them with clean and noisy data.

We will compare multi-channel SPLDA (MCSPLDA) and
standard SPLDA.

3.2. Voice activity detection

Voice Activity Detection (VAD) is based on the long-term spec-
tral divergence (LTSD) of the signal [4]. For phonecalls, where
two channels are available, namely target channel and reference
channel, the reference channel is used for crosstalk removal
comparing the energy in both channels.

For interviews and microphone recorded phonecalls the
channel energies can be unbalanced so we cannot compare them
to remove the interviewer. We follow the following steps:
1. We run the VAD in both channels with a restrictive en-
ergy threshold to try to eliminate the target speaker from
the reference channel, and subtract both VAD.

2. If we eliminate more than 50% of the frames, we conjec-
ture that we may be eliminating speech from the target
speaker.

3. Then, we run a diarization system based on Bayesian in-
formation criterion and agglomerative hierarchical clus-
tering (BIC + AHC) [5] on the reference channel. The
cluster with more energy is assumed to correspond to
the reference speaker. We subtract the reference speaker
from the VAD of the target channel.

4. If we prune more than 75% of the frames we keep all the
frames of the target channel.

3.3. i-vector Extraction

As features, we used 20 short-time Gaussianized [6] MFCC
with deltas and double deltas. We trained full covariance, gen-
der dependent UBM with 2048 components. We used a 600
dimension i-vector extractor. Both UBM and i-vector extractor
were trained on telephone data from our development dataset
without added noise by ML+MD iterations.

We reduced the i-vector dimensionality to 400 using PLDA.
That has the side effect of centering and whitening the i-
vectors [2]. Then, we applied i-vector length normalization [7].

3.4. Scoring Types

For trial scoring we compare four variants:
• Standard (std.): The likelihood ratio (R) is computed
scoring the N enrollment i-vectors of the target speaker
against the test i-vector by the book as shown [8].

• i-vector statistics scaling (iv-scal): The i-vectors statis-
tics needed to compute R are scaled so that interview
and telephone speech have the same number of effective
i-vectors. That balance the influence of both types of
speech on the enrollment. In development, Neff = 2
was the best.

N ′
phn = 2 N ′

mic = 2 (3)

F
′
phn = 2Fphn/Nphn F

′
mic = 2Fmic/Nmic

• i-vector averaging (iv-avg): The enrollment i-vectors are
averaged and R is computed in a 1 against 1 fashion.

• Score averaging (s-avg): Each enrollment i-vector is
scored against the test and the scores are averaged.

3.5. Calibration and fusion

We implement multi-condition gender dependent calibration.
We consider, again, 6 channels and 3 durations (less than 2500,
between 2500 and 10000 and more than 10000 frames). To have
more trials to train each condition we apply a procedure that we
call iterative multistage calibration. It consist of:
1. Train channel dependent calibration and calibrate.
2. Train length dependent calibration and calibrate.
3. Go back to step 1 until convergence (3 iterations).

Thus, we obtain 6x3=18 calibration functions.
Besides, the calibrations also depend on whether the

speaker counts with several enrollment segments or with only
one phonecall (the new speakers added this year). To calibrate
both we prepared two development sets, one withN enrollment
segments per speaker and another with only one telephone seg-
ment. To train the calibration, we used the linear logistic regres-
sion in the Bosaris Toolkit [9] with target prior PT = 0.0055.
The fusion of several systems was channel dependent.

Finally, we compute the compound likelihood ratio as ex-
plained in [10]. The compound ratio depend on the prior of
known non-target Pknown that, for the core and extended con-
ditions, is 0.5 [1].

4. Results
4.1. Performance Measure

We report results in terms of the new primary cost function de-
fined in [1]. This is the average of the classical DCF computed
in two different operating points:PT = 0.01 and 0.001. An-
other novelty is that SRE12 considers separately false accep-
tance rates of the known and unknown non-targets. Both rates
are weighed differently using the prior probability of known
non-target Pknown.

PFA = PknownPFA|known + (1− Pknown)PFA|unk . (4)

Known non-targets are those that are also target speakers while
unknown non-targets are not.

The results are for the extended condition. SRE12 com-
mon conditions depend on the type of test segment: clean in-
terview (det1), telephone with no noise added (det2), interview
with noise added (det3), telephone with noise added (det4) and
telephone in noisy environment (det5).
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Table 1: Actual DCF for several classifiers, scoring strategies
and enrollment lists.

System

Enroll. Classif. Scoring det1 det2 det3 det4 det5

AllLDCID

Primary iv-scal 0.40 0.47 0.23 0.47 0.53

SPLDA

std. 0.44 0.59 0.33 0.67 0.65
iv-avg 0.23 0.31 0.18 0.41 0.37
s-avg 0.28 0.39 0.21 0.48 0.46

MCSPLDA
simple

std. 0.51 0.62 0.33 0.60 0.67
iv-scal 0.41 0.54 0.25 0.56 0.61
iv-avg 0.25 0.35 0.18 0.40 0.40
s-avg 0.34 0.41 0.21 0.46 0.46

MCSPLDA
prog.

std. 0.50 0.54 0.32 0.49 0.60
iv-scal 0.44 0.47 0.27 0.48 0.53
iv-avg 0.31 0.29 0.22 0.37 0.33
s-avg 0.42 0.33 0.26 0.41 0.38

1LDCID

SPLDA

std. 0.45 0.44 0.36 0.57 0.51
iv-avg 0.23 0.31 0.18 0.40 0.36
s-avg 0.27 0.35 0.21 0.44 0.41

MCSPLDA
simple

std. 0.56 0.47 0.38 0.53 0.54
iv-scal 0.38 0.45 0.23 0.50 0.52
iv-avg 0.26 0.33 0.18 0.39 0.38
s-avg 0.31 0.38 0.21 0.45 0.44

MCSPLDA
prog.

std. 0.66 0.47 0.53 0.54 0.54
iv-scal 0.40 0.41 0.28 0.48 0.47
iv-avg 0.35 0.30 0.27 0.37 0.35
s-avg 0.37 0.32 0.30 0.44 0.37

PHN

SPLDA

std. 0.48 0.43 0.39 0.54 0.49
iv-avg 0.24 0.27 0.19 0.36 0.31
s-avg 0.27 0.31 0.21 0.40 0.36

MCSPLDA
simple

std. 0.61 0.47 0.44 0.51 0.54
iv-scal 0.33 0.28 0.21 0.35 0.33
iv-avg 0.27 0.28 0.19 0.35 0.33
s-avg 0.31 0.34 0.21 0.40 0.38

MCSPLDA
prog.

std. 0.74 0.51 0.64 0.58 0.57
iv-scal 0.44 0.28 0.34 0.38 0.32
iv-avg 0.39 0.26 0.31 0.36 0.30
s-avg 0.38 0.29 0.32 0.40 0.34

Fusion iv-avg 0.23 0.30 0.17 0.39 0.36

4.2. Classifier Type and enrollment lists analysis

In Table 1 we compare all our classifiers (SPLDA, MCSPLDA
simple, MCSPLDA progressive) with different scoring strate-
gies (standard, i-vector stats. scaling, i-vector averaging and
score averaging) and enrollment lists (AllLDCID, 1LDCID,
PHN). We also include the fusion of both MCSPLDA classi-
fiers with stats. scaling, that was our primary submission to the
SRE12 evaluation. Clearly, the best scoring rule is i-vector av-
eraging. For the enrollment lists 1LDCID and PHN, i-vector
scaling and scoring averaging are very close. However, for the
list AllLDCID, score averaging is better. The worst scoring is
the standard scoring.

Finally, as i-vector averaging is the best performer, we add
the fusion of all the systems and enrollment lists scored with
this scoring. We do not obtain a significant gain.

From now on, unless we say otherwise, we will show re-
sults using the system with PLDA, i-vector averaging and the
1LCDID enrollment list. This system improves by 43, 34, 22,
15, and 32% for conditions 1 to 5 respectively compared with
our primary submission.

4.3. Calibration analysis

In Table 2, we compare the iterative channel-noise-duration de-
pendent (phn/int×3 noises×3durations) calibration described
in section 3.5 with channel-noise dependent, channel (phn/mic)
dependent and condition independent calibrations; and no cal-

Table 2: Min/Actual DCF for different calibrations.
Cal. det1 det2 det3 det4 det5

No cal. 0.26/0.34 0.20/0.29 0.20/0.30 0.25/0.29 0.23/0.27
Cond. indep. 0.24/0.26 0.17/0.20 0.19/0.20 0.22/0.27 0.19/0.24
Channel 0.24/0.26 0.17/0.21 0.19/0.20 0.22/0.29 0.19/0.25
Channel noise 0.24/0.25 0.18/0.29 0.18/0.18 0.23/0.35 0.20/0.34
Channel noise dur. 0.22/0.23 0.17/0.31 0.17/0.18 0.24/0.40 0.19/0.36

ibration. For interviews (det1,3), the proposed calibration im-
proves by 10% compared with condition independent calibra-
tion. For telephone conditions (det2,4,5), condition independent
calibration is the best. That can be due to mismatch between
the development and evaluation noises. In telephone, the eval-
uation included single speaker noise while in development we
only considered HVAC and babble noises. Note that the scores
straight out of the PLDA (No cal.) produce fairly good act-
DCF. That explains why condition dependent calibration does
not provide the expected gain, a simple calibration is enough.

4.4. Known versus unknown non-targets analysis

In this section, we compare known and unknown non-targets.
Note that we can use different values of ¶known to compute
the compound likelihood ratio [10] and to compute the DCF
(equation (4)). In Table 3, we sweep both values of Pknown.
We denote as R′(Pknown) the compound likelihood ratio com-
puted with a prior Pknown. We present minDCF and actDCF to
comment the effect of the compound LLR on the calibration.

Table 3: Min/Actual DCF known vs. unknown non-targets.
Pknown

DCF R′ det1 det2 det3 det4 det5

Unk. (0)
0 0.24/0.25 0.18/0.37 0.19/0.21 0.23/0.46 0.19/0.43
0.5 0.23/0.23 0.18/0.31 0.19/0.19 0.23/0.40 0.19/0.36
1 0.24/0.39 0.21/0.25 0.20/0.36 0.26/0.29 0.21/0.24

Known (1)
0 0.25/0.25 0.20/0.37 0.19/0.20 0.28/0.47 0.23/0.43
0.5 0.22/0.23 0.16/0.31 0.16/0.17 0.24/0.40 0.19/0.36
1 0.21/0.24 0.12/0.14 0.16/0.18 0.18/0.20 0.15/0.17

Avg. (0.5)
0 0.24/0.25 0.19/0.37 0.19/0.20 0.26/0.47 0.21/0.43
0.5 0.22/0.23 0.17/0.31 0.17/0.18 0.24/0.40 0.19/0.36
1 0.23/0.31 0.18/0.19 0.18/0.27 0.24/0.24 0.19/0.21

In theory, the best results should happen when the Pknown

of both DCF and R′ are matched. That is more or less true for
the minDCF but not for the actDCF. For telephone, we always
achieve better actDCF with R′(1); and for interviews, with
R′(0.5). R′(0.5) obtains almost identical actDCF for known
and unknown non-targets. R′(1) improves the telephone condi-
tions. As expected, that improvement is larger for known non-
targets (51–64% relative to R′(0.5)) than for unknowns (19–
35%). On the contrary, for interviews, the DCF of the known
non-targets worsens a small 4–5% while the DCF of the un-
knowns worsens a 69–89%. This difference between interviews
and phonecalls may happen because simple llr distributions for
both are different. The target and non-target distributions are
more separated for the former than for the latter.

4.5. Old versus new targets analysis

The data to enroll most of SRE12 targets speakers comes from
previous evaluations (SRE06-SRE10). Besides, there were 100
new speakers released at evaluation time. Main differences
between these groups are that old speakers have several tele-
phone and interview segments for enrollment and that they were
included in all the development process (training of UBM, i-
vector extractor, PLDA and calibration) while the new speakers
have only one telephone segment and they were not used for
development.
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Table 4: Min/Actual DCF old vs. new targets.
Tar. type det1 det2 det3 det4 det5

Old 0.22/0.23 0.17/0.31 0.17/0.18 0.24/0.40 0.19/0.36
New 0.73/0.74 0.41/0.43 0.69/0.70 0.38/0.40 0.36/0.37

For unknown reasons, the trials corresponding to the new
targets where not included in any of the official common con-
ditions (det1-5). Thus, their performance was not evaluated. In
Table 4, we compare both speakers groups. For interviews, the
actDCF of the new targets is 217–289% worse than the one of
the old targets. For telephone without noise added, it is 32%
worse. For noisy phonecalls, the actDCF is similar in both. The
scores of the new targets are quite well calibrated.

4.6. Segment duration analysis

The conditions without added noise (det1,2) included segments
of different durations. Table 5 shows a comparative. For 100
secs. segments minDCF almost doubles compared to 300 secs
and, for 30 secs., it quadruples. For interviews, the calibration
is almost perfect for all durations.

Table 5: Min/Actual DCF for different test segment durations.
Dur. (secs.) det1 det2

300 0.11/0.13 0.07/0.21
100 0.18/0.18 0.13/0.29
30 0.38/0.38 0.30/0.42

4.7. Noise effect analysis

In this section, we analyze the effect of noise. In Table 6, we
compare different types of noise. Noises were only added to 300
secs. segments so, to provide a fair comparison, the results of
the clean and noise environment conditions are computed only
with tests of 300 secs. Babble and HVAC noises were added to
interviews and; babble and single speaker noises to phonecalls.
We also compare the results of training the PLDA only with
clean segments and with clean+noisy segments. Training with
clean data, HVAC noise worsens the actDCF by a 41%, noisy
training does not help much. Babble noise is more harmful, it
worsens actDCF by 116 and 171% in interviews and phonecalls
respectively. However, noisy training improves by 30 and 18%
with regard to clean training. The worst noise consist of adding
the speech of a single speaker. The noisy training does not help
because we did not take into account that type of noise in our de-
velopment. The same happens with the tests acquired in a noisy
environment. These results prove that the approach of adding
artificial noise to the development only helps if the noises of de-
velopment and test are similar. Since we cannot add all possible
noises to the development, other techniques should be explored.

Table 7 compares different noise levels. For interviews,
noisy training provides actDCF gains of 6 and 25% for 6 and
15 dB respectively, compared with clean training. Scores are
well calibrated for all the noise levels. For phonecalls, calibra-
tion is worse so different gains are attained for minDCF and

Table 6: Min/Actual DCF for different noise types.
Test
ch. Dev. Clean Babble HVAC(int)/

Spkr(phn)
Noisy
Env.

Int. Clean 0.11/0.12 0.25/0.26 0.16/0.17
Noisy 0.11/0.13 0.19/0.20 0.16/0.16

Phn. Clean 0.05/0.14 0.28/0.38 0.29/0.52 0.05/0.17
Noisy 0.07/0.21 0.18/0.31 0.32/0.60 0.09/0.26

Table 7: Min/Actual DCF for different noise levels.
Test ch. Dev. Clean 15 dB 6dB

Int. Clean 0.11/0.12 0.14/0.16 0.27/0.28
Noisy 0.11/0.13 0.14/0.15 0.20/0.21

Phn. Clean 0.05/0.14 0.12/0.30 0.38/0.49
Noisy 0.07/0.21 0.09/0.27 0.31/0.47

actDCF. MinDCF improves by 25 and 23% and actDCF by 10
and 4%. Improvement in phonecalls is lower because of the
speaker noise not included in development.

4.8. Condition detection analysis

The noise type and level of the test signals is not provided by
NIST at evaluation time but that information is available in the
keys released a posteriori. In this section, we compare the
results of the MCSPLDA model with oracle condition labels
against automatic condition detection. The detection accuracy
in our development dataset was 97% for telephone and 74% for
interviews. In the evaluation set, the detection rates decay to
62% for telephone and 47% for microphone.

Table 8: Actual DCF for MCSPLDA oracle vs. automatic noise
detection.

System det1 det2 det3 det4 det5

iv-scal Oracle 0.43 0.50 0.22 0.47 0.61
Automatic 0.41 0.54 0.25 0.56 0.61

iv-avg Oracle 0.29 0.39 0.19 0.40 0.47
Automatic 0.31 0.29 0.22 0.37 0.33

Table 8 presents results for the MCSPLDA simple classi-
fier and enrollment with the AllLDCID list. Despite the strong
degradation of the condition detection accuracy we observe very
small differences of the verification results. If we score with
statistics scaling, oracle assignations are slightly better, but the
contrary happens if we apply i-vector averaging.

5. Conclusions
In this paper, we described the system that we submitted to
NIST SRE12 and presented a detailed post-evaluation analy-
sis of the factors affecting performance. We compared other
system configurations (classifier, scoring, enrollment lists) with
our submission. We found that a standard PLDA with i-vector
averaging and an enrollment list without simultaneous record-
ings improves by 34–43% on clean trials and 15–22% on noisy
trials compared with our primary. Regarding calibration, we
observed that scores straight out of the PLDA are fairly well-
calibrated so we do not benefit from condition dependent cali-
bration and condition independent calibration is enough. We did
not found major differences between known and unknown non-
targets. New targets with only one enrollment segment present
much worse performance than targets of previous years but their
scores were well calibrated. We found that segment duration
and noise type are important factors affecting performance. We
obtained an interesting gain for babble noise because that noise
was included on our development. However, the noisy train-
ing did not help for noises not included in development (single
speaker noise and real noisy environment). We think that future
research should focus on real noise and short durations.
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