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Abstract
We propose a method to discriminatively train acoustic mod-
els with sparse inverse covariance (precision) matrices in order
to improve the model robustness when training data is insuffi-
cient. Acoustic models with sparse inverse covariance matrices
were previously proposed to address the problem of over-fitting
when training data is inadequate. Since many of the entries of
the inverse covariance matrices are driven to zero, the number
of free parameters to be estimated is reduced. However, previ-
ously acoustic models using sparse inverse covariance matrices
were trained using maximum likelihood (ML) training. It is
well-known that discriminative training can further improve the
recognition accuracy. Therefore, for the first time, we study
the problem of training acoustic models with sparse inverse
covariance matrices using the discriminative training method.
An L1 regularization term is added to the traditional objective
function for discriminative training to penalize complex mod-
els and to automatically sparsify the inverse covariance matri-
ces. The new objective function is optimized by maximizing
a weak-sense auxiliary function. Experimental results on the
Wall Street Journal data set show that our method effectively
regularizes the model complexity and allows more Gaussian
components to be trained. Therefore it can better model the
non-Gaussian nature of the speech feature vectors. Compared
with the standard maximum mutual information (MMI) train-
ing method, our proposed method can significantly improve the
recognition accuracy.
Index Terms: sparse inverse covariance matrices, low resource,
speech recognition

1. Introduction
Either diagonal covariance matrices or full covariance matri-
ces are usually used with a continuous-density hidden Markov
model (CDHMM). A diagonal covariance matrix assumes that
the random variables are independent, which is not true. There-
fore, it is preferable to decorrelate the feature vector as far as
possible (e.g. semi-tied covariance matrices (STC [1]). Fur-
thermore, to model the non-Gaussian distributions as well as the
correlations, it has become prevalent to consider systems with
very large numbers of diagonal Gaussians. This then causes
the same problems that occur with full covariance models–
computational cost and over-fitting–because of the large num-
bers of parameters [2].

On the other hand, it has been shown that full covariance
models work better than diagonal covariance models when a
large amount of training data is available [2, 3, 4]. However,

when training data is insufficient, they are seldom used because
of the dramatic increase in the number of parameters. The prob-
lem in using full covariance matrices when training data is in-
adequate is overfitting, limiting the number of Gaussian com-
ponents that may be robustly estimated.

One possible solution to solve this problem is to used sparse
inverse covariance (precision) matrices. This idea was first pro-
posed by Chen and Gopinath [5]. However, no experimental re-
sults relating to this idea was given. Bilmes proposes a method
to choose the locations of zeros before training [6]. He was able
to show that 70% of the elements inside the precision matri-
ces can be driven to zero without sacrificing the performance of
full covariance models. Latter, Bell and King propose to use a
sparse Gaussian graphical model [4]. Bell and King’s method
performs model selection and estimation simultaneously. Re-
cently we proposed a method to train acoustic models with
sparse inverse covariance matrices under an HMM framework
[7, 8]. Compared with traditional full covariance models, our
proposed method allows more Gaussian components to be ro-
bustly trained. Therefore, it can better model the non-Gaussian
nature of the speech feature vectors. We have shown that sparse
models, with about 70% of the parameters inside the precision
matrices driven to zero, can significantly outperform the tradi-
tional models with diagonal or full covariance matrices using
maximum likelihood training.

Previously, acoustic models using sparse inverse covariance
matrices were trained using maximum likelihood (ML) training.
It is well-known that discriminative training can further improve
the recognition accuracy [9]. Many discriminative training cri-
teria have been proposed. In this paper, we study the problem
of training acoustic models with sparse inverse covariance ma-
trices using discriminative training. We use an L1 regulariza-
tion to automatically sparsify the inverse covariance matrices.
In a sparse precision matrices, a large amount of the entries
are zero. This will alleviate the over-fitting problem since the
number of free parameters to be estimated is dramatically de-
creased. The whole training procedure is derived by maximiz-
ing a weak-sense auxiliary function. The resulting problem can
be efficiently solved.

This paper is organized as follows: we first mathematically
derive the training procedure using the proposed sparse MMI
criterion. We also give a simplified training method. Then we
briefly introduce the graphical lasso algorithm that is necessary
to update the inverse covariance matrices. Experimental results
on Wall Street Journal data set are presented in Section 4 and
finally we give our conclusion in Section 5.
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2. Discriminative Training of Sparse
Inverse Covariance Matrices

2.1. The new objective function

For simplicity, we consider the following standard objective
function (1) used in maximum mutual information (MMI). The
idea can be easily extended to other discriminative training cri-
teria. The only difference is how we collect the statics to update
the model parameters.

FMMI(λ) =
∑

r

log
p(or|sr)P (sr)∑

s p(or|s)P (s)
(1)

where sr is the correct transcription of the rth utterance or and
P (s) is the language model probability. The denominator is a
sum over all possible alternate word sequences which are usu-
ally compactly represented using a lattice.

We propose to add an L1 penalty in order to penalize
complex models and to automatically sparsify the inverse
covariance (precision) matrices. Thus the following new
objective function to be maximized is considered

F(λ) =
∑

r

log
p(or|sr)P (sr)∑

s p(or|s)P (s)
−

S∑

j=1

M∑

m=1

ρ||Cjm||1, (2)

where || · ||1 denotes the L1 norm of a matrix, S is the number
of states in HMM, M is the number of Gaussian components
in each state, Cjm is the precision matrix of the mth mixture
component in state j and ρ is a user defined hyperparameter.

2.2. Maximizing the new objective function

Our method to optimize the new objective function is based on
maximizing a weak-sense auxiliary function [9]. We define the
weak sense auxiliary function for our proposed objective func-
tion as follows:

G(λ, λ′) =Gnum(λ, λ′)− Gden(λ, λ′) + Gsm(λ, λ′)

−
S∑

j=1

M∑

m=1

ρ||Cjm||1
(3)

where Gnum(λ, λ′) and Gden(λ, λ′) are strong-sense auxiliary
functions for the numerator and denominator in (1) respectively,
Gsm(λ, λ′) is a smoothing function to ensure that the auxiliary
function is concave near the current estimation λ′. Detailed def-
initions about these functions can be found in [9].

The only difference between the auxiliary function (3) and
the auxiliary function for the traditional MMI criterion in stan-
dard references (e.g. [9]) is the newly added penalization term.
It can be easily verified that equation (3) is a valid weak-sense
auxiliary function since the auxiliary function (3) and the new
objective function (2) have the same derivative at the current es-
timation. If we expand the auxiliary function (3), we can find
that this newly added penalization term stays separately and
only affects the estimation of the precision matrices. There-
fore, the update equations for all the HMM parameters except
the precision matrices can be found in standard references (e.g.
[9]).

To give the update equation for the precision matrices, we

firstly define the following statistics:

βnum
jm =

∑

t

γnum
jm (t), βden

jm =
∑

t

γden
jm(t);

xnum
jm =

∑

t

γnum
jm (t)ot, xden

jm =
∑

t

γden
jm(t)ot;

Ynum
jm =

∑

t

γnum
jm (t)oto

T
t , Yden =

∑

t

γden
jm(t)oto

T
t ;

(4)

where γnum
jm (t) and γden

jm(t) are the posterior occupancy proba-
bilities given the numerator lattice and the denominator lattice
respectively. Expanding the auxiliary function (3) and eliminat-
ing irrelevant constants, it can be shown that the values for the
precision matrices can be found by maximizing the following
function:

Q(βnum
jm,xnum

jm,Y
num
jm |μjm,Cjm)−Q(βden

jm,xden
jm,Yden

jm|μjm,Cjm)

+Q(Djm, Djmμ′jm, Djm(μ′jmμ′
T
jm+Σ′jm)|μjm,Cjm)

− ρ||Cjm||1
= Q(βjm,xjm,Yjm|μjm,Cjm)− ρ||Cjm||1

where

βjm = βnum
jm − βden

jm +Djm

xjm = xnum
jm − xden

jm +Djmμ′jm

Yjm = Ynum
jm −Yden

jm +Djm(μ′jmμ′
T
jm +Σ′jm)

Q(β,x,Y|μ,C)

=
1

2
(βlogdetC− tr((Y − 2xμT + βμμT )C)).

Therefore, Ĉjm can be updated using the following equa-
tion

Ĉjm=argmax
Cjm�0

{
logdetCjm−tr(SjmCjm)−α||Cjm||1

}
,

(5)
where tr(·) denotes the trace of a matrix, α = 2ρ

βjm
and S is

defined as
Sjm =

Yjm

βjm
− μjmμT

jm (6)

In Section 3, we present an algorithm to efficiently solve the
problem (5). The Gaussian-dependent smoothing constant Djm

has to be chosen so that the matrix Sjm is positive definite. This
can be ensured by solving a quadratic eigenvalue problem [4].
However, in this paper we use the heuristic method proposed in
[9]: we start at Djm = βden

jm and successively double until the
updated Sjm is positive definite, and then double again to get
the final value of Djm.

Regarding the tuning parameters in (5), one obvious choice
is to tune ρ on the development data set since α = 2ρ

βjm
. How-

ever, based on our previous experience [7] and preliminary ex-
periments, we found that it is better to tune α directly using the
development data set.

2.3. Overview of The Training Process

Since the values Sjm in equation (6) are used to update the co-
variance matrices in standard MMI training, we only need one
more step to sparsify the estimated inverse covariance (preci-
sion) matrices using equation (5). Therefore, the whole training
process for models with sparse inverse covariance matrices is
as straightforward as that of full covariance models using the
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5

5

Using Stardard MMI Using Stardard MMI

Figure 1: The flowchart of two different methods to train mod-
els with sparse inverse covariance matrices.

standard MMI criterion. The whole process is shown in Figure
1(a). In our preliminary experiments, we found that we can also
use another simpler method: after the model with full covari-
ance matrices is well trained, it is sparsified using equation (5).
This simplified training procedure is shown in Figure 1(b). We
found that the performance difference between these two meth-
ods is negligible. Due to space limitation, we do not present a
comparison between these two training methods. The following
experimental results are achieved using the simplified training
method.

3. The Graphical Lasso Algorithm
Given S (to simplify our notation, we temporarily drop the sub-
scripts in this section) which is positive definite and the con-
stant α, the problem (5) can be solved using convex optimiza-
tion methods (e.g. cutting-plane methods [10]) since its right
part is a concave function of C. But this may require quite a lot
of computation. The graphical lasso is an elegant and efficient
algorithm to solve this problem. We briefly introduce it here
while details can be found in [11] and [12].

The convex dual of problem (5) is

Σ̂ = argmax
||Σ−S||∞≤α

logdetΣ, (7)

where Σ = C−1 and the infinity norm || · ||∞ denotes the max-
imum absolute value element of a matrix. We can see that the
primal problem (5) estimates the precision matrix while the dual
problem (7) estimates its inverse. Furthermore, from the dual
problem (7), we see that the diagonal elements of the solution
are Σkk = Skk + α for all k.

[11] proposed a block coordinate descent algorithm to solve
the dual problem (7). To see how the algorithm works, we first
partition Σ and S

(
Σ11 σ12

σT
12 σ22

) (
S11 s12
sT12 s22

)
,

where (σT
12, σ22)

T and (sT12, s22)
T are the last columns of Σ

and S respectively. Then, using Schur complement [10], we
have

detΣ = detΣ11 · (σ22 − σT
12Σ

−1
11 σ12).

Since the diagonal entries of the solution are known (i.e. Skk +
α), the solution for the last column satisfies (suppose the other
coordinates Σ11 are fixed)

σ̂12 = argmin
||σ12−s12||∞≤α

σT
12Σ

−1
11 σ12. (8)

Using convex duality, it can be seen that solving (8) is equiva-
lent to solving the lasso problem

ŷ = argmin
y

{
1

2

∥∥∥Σ1/2
11 y −Σ

−1/2
11 s12

∥∥∥
2

2
+ α||y||1

}
, (9)

where the primal variables and dual variables are linked through
σ̂12 = Σ11ŷ

In all, the graphical lasso algorithm is summarized as fol-
lows:

Algorithm 1 Graphical Lasso Algorithm
1: Given α > 0 and S which is a d by d symmetric positive

definite matrix
2: Initialize Σ0 = S+ α · I
3: repeat
4: for i = 1 to d do
5: Permute the rows and columns of Σ(k) so that the ith

row and column are the last.
6: Solve the lasso problem (9), which takes inputs Σ(k)

11 ,
s12 and α to produce ŷ.

7: Fill the ith row and column of Σ(k) using σ̂12 =

Σ
(k)
11 ŷ.

8: end for
9: until convergence

The algorithm is initialized with Σ0 = S + α · I, which
is positive definite. At each iteration, the determinant of Σ
increases, therefore the resulting solution is a positive definite
matrix. The fast coordinate descent algorithm for the lasso
problem [13] proposed by Friedman et al. makes this approach
very fast.The details are as below. Suppose V = Σ11 and
u = s12, then the update for the solution ŷ has the following
form:

ŷj ← S(uj −
∑

k �=j

vkj ŷk, α)/vjj , (10)

where S(·) is the following soft-threshold operator,

S(x, t) =

{
sign(x)(|x| − t) if |x| > t
0 otherwise . (11)

4. Experiments
To evaluate our proposed method, we pretend English is a low-
resource language with limited training data to train acoustic
models. We used the SI84 data set (about 14.5 hours) from
WSJ0 as our training material. The Nov’92 set was used as
the development data set to tune the system parameters. The
Nov’93 5K non-verbalized Hub2 test set si et h2 was used as
the evaluation data set to compare different systems. A sum-
mary of these data sets is given in Table 1. We extracted 39-
dimensional feature vectors every 10ms, including 12MFCC
plus c0 with ceptral mean subtraction, along with their first- and
second-order derivatives.

We used the standard bigram language model provided by
the Linguistic Data Consortium during decoding. All hidden
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Table 1: Statistics about the wall street journal data sets.
data set #speakers #utterances hours vocab size

train(si84) 83 7134 14.5 8914
dev(Nov’92) 10 205 0.67 1270
eval(Nov’93) 8 330 0.41 988

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7
6

6.5

7

7.5

W
E

R

standard MMI
sparse MMI

α

Figure 2: The word error rate (WER) versus α of a full covari-
ance system with 4 Gaussian components per state.

1 2 3 4 5 6
6

7

8

9

10

11

12

13

number of Gaussian components per state

W
E

R

ML−trained full covariance models
standard−MMI−trained models
sparse−MMI−trained models

Figure 3: The tuning results on the development data set.

Markov models had three emitting states (except a 1-state short
pause model) and a strictly left-to-right topology. After decision
tree based state tying, there were altogether 2843 tied HMM
states. Other parameters are typically set according to the sug-
gestions in [9], for example, a unigram language model was
used to generate lattices, I-smoothing τ = 100.

4.1. Tuning results on the development data set

We first tuned our system using the development data set. Fig.
2 shows the tuning process (word error rate (WER) versus α)
of a full covariance system with four Gaussian components per
state. The overall tuning results on the development data set are
shown in Fig. 3. As can be easily seen, without regularization,
the models overfit quickly if we keep increasing the model com-
plexity. Compared with traditional MMI, our method can effec-
tively regularize the model complexity and allow more Gaus-
sian components to be robustly trained. Therefore, it can signif-
icantly improve the recognition accuracy when training data is
insufficient.

Table 2: Word error rate (WER) of different models on the test-
ing data set. Our proposed sparse model works the best.

initial model #Gaussians MLE standard MMI sparse MMI
diagonal 10 9.84 9.04 —

full 4 11.68 9.18 8.58
sparse 4 8.77 8.55 8.05

4.2. Results on the testing data set

After tuning the system parameters, the systems with the lowest
word error rates on the development data set were compared
by using the testing data set. The results are shown in Table 2.
For comparison, we also presented the word error rate (WER)
of ML-trained models. The word error rate of our baseline, a
diagonal covariance model with 10 Gaussian components per
state, is 9.04.

One option to initialize full covariance models is to use ML-
trained models. From Fig. 3, we can see that the best system
has 4 Gaussian components per state. The Performance of this
system on the testing data set is shown in the second row of
Table 2. Our proposed sparse MMI significantly outperforms
the traditional MMI training method.

Another choice for initializing the full covariance models is
to use our previously proposed ML-trained sparse models [7].
The results are presented in the third row of Table 2. The system
also has 4 Gaussian components per state.

From the results, we can see that, compared with traditional
MMI training, our proposed sparse MMI can help further im-
prove the recognition accuracy. The best model is achieved by
combining our previously proposed sparse ML training and the
sparse MMI training in this paper. Note that, using our proposed
method and with only about 14 hours of training data, our result
of 8.05% word error rate (WER) is better than the 8.6% WER
reported in [14] using a similar testing configuration, but using
70 hours of training data. It was found that, on average, about
40% of the elements inside the inverse covariance (precision)
matrices of the best model were driven to zero.

5. Conclusion
In this work a technique to automatically sparsify the inverse co-
variance (precision) matrices during discriminative training in
order to improve the model robustness is presented. Our goal is
to prevent the model from over-fitting when training data is in-
sufficient and to use discriminative training. The inverse covari-
ance (precision) matrices are automatically sparsified by using
an L1 regularization. The whole training process was derived
by maximizing a weak-sense auxiliary function. Experiments
have been performed on the published Wall Street Journal data
set. It is shown that, compared with the traditional MMI train-
ing method, our proposed method can effectively regularize the
model complexity and therefore lead to better models. In the
future, we would like to use sparse band matrices [8] to further
compact the acoustic model without sacrificing the recognition
accuracy.
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