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Abstract
As the Covid-19 pandemic continues, digital health solutions can
provide valuable insights and assist in diagnosis and prevention.
Since the disease affects the respiratory system, it is hypothe-
sised that sound formation is changed, and thus, an infection can
be automatically recognised through audio analysis. We present
an ensemble learning approach used in our entry to Track 1 of
the DiCOVA 2021 Challenge, which aims at binary classifica-
tion of Covid-19 infection on a crowd-sourced dataset of 1 040
cough sounds. Our system is based on a combination of hand-
crafted features for paralinguistics with deep feature extraction
from spectrograms using pre-trained CNNs. We extract features
both at segment level and with a sliding window approach, and
process them with SVMs and LSTMs, respectively. We then
perform least-squares weighted late fusion of our classifiers. Our
system surpasses the challenge baseline, with a ROC-AUC on
the test set of 78.18 %.
Index Terms: COVID-19, acoustics, coughing, machine learn-
ing, respiratory diagnosis, healthcare

1. Introduction
Respiratory diseases can affect sound formation, with different
patterns depending on the underlying pathology [1]. In addi-
tion to traditional medical diagnostics using e. g. , stethoscopes,
researchers have developed digital health systems that analyse
speech, breathing or coughing with machine learning methods.
Applications include the detection of pertussis [2], tuberculosis
[3], and early signs of cardiovasculary disease [4].

Currently, the Covid-19 pandemic has sparked much re-
search interest into digital health [5], driven by the need to de-
velop solutions that deliver results quickly and can be deployed at
scale. The effect of Covid-19 on the lungs has been documented
by thoracic scans [6], and early research has indicated that sever-
ity of illness, sleep quality, fatigue, and anxiety of patients can
be derived from the voice [7]. Another study based on clinically
validated data found that Covid-19 can be distinguished from
other diseases by coughing [8]. In addition to data collection in
clinical settings, crowdsourcing recordings from smartphones
via a web app is a cost-effective way to assemble databases, and
multiple such projects have already been launched [9], [10], [11],
[12]. To compare various research efforts in a standardised set-
ting, [13] introduced the Interspeech 2021 ComParE Challenge,
and [14] introduced the DiCOVA 2021 challenge.

This paper presents an ensemble learning approach used in
our entry into the DiCOVA 2021 challenge. We show that the
ensemble boosts the performance of the individual classifiers,
surpassing the challenge baseline by a wide margin.

The rest of the paper is structured as follows: In section 2,

we list related work for diagnosing Covid-19 from coughing.
Our method is presented in detail in section 3. An overview of
the dataset and a report on our results is given in section 4. We
discuss our findings in section 5. Finally, we summarise our
work and provide an outlook on future research directions in
section 6.

2. Related Work
[15] used Mel-Frequency Cepstral Coefficients (MFCCs) and
pretrained convolutional neural networks (CNNs) to classify
phone recordings collected through a website. [8] combined
MFCCs, Mel-spectrograms and Linear Predictive Coding Spec-
trum (LPCS) coefficients into Tensors processed with CNNs.
[16] created an app based on a combination of support vec-
tor machines (SVMs) and CNNs processing MFCCs and Mel-
spectrograms respectively, to distinguish Covid-19, pertussis,
bronchitis, and healthy cough recordings. [12] used MFCCs
with features extracted from Mel-spectrograms by a pretrained
CNN to detect Covid-19 from coughing and breathing sounds
gathered from a crowd-sourced dataset.

3. Methods
Our approach employs ensemble learning, combining several
classifiers to boost overall performance. The individual models
are trained on a variety of features handcrafted for paralinguistics
and deep features extracted from spectrograms with pre-trained
CNNs. The feature selection is inspired by the systems presented
by Brown et al. [12] and Schuller et al. [13] for the tasks of Covid
Cough and Speech analysis. We extract a total of 15 feature
sets, each both at segment level and in chunks with sliding
windows. Those feature sets are then used to train Support Vector
Machines (SVMs) and Long Short-Term Memory Networks
(LSTMs), respectively. Finally, we use a least-squares weighted
late fusion to combine the models. The metric used for rating
model performance is the receiver-operator characteristic area
under the curve (ROC-AUC), which is obtained by plotting true-
positive rate (TPR) against false-positive rate (FPR) for varying
decision thresholds. An AUC of 50 % indicates chance level
performance.

3.1. Feature Extraction

We extract 15 different feature sets, both handcrafted and pro-
duced from deep networks. Furthermore, we extract each feature
at the level of the entire segments for the SVMs, and as a se-
quence of chunks produced by sliding windows for the LSTMs.
The latter uses a window width of 1.0 s and a hopsize of 0.5 s.
This results in a total of 30 feature sets.
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Figure 1: Illustration of our method. Audio files are converted into spectrograms for VGGISH and DEEPSPECTRUM , as well as
processed by OPENSMILE to return EGEMAPS and COMPARE features. Optionally, PCA is applied at this step. Features are then
used to train SVMs and LSTMs, one model per feature type. Finally, a linear regression model is used for weighted late fusion on the
trained classifiers’ validation predictions to combine them into an ensemble and improve performance.

Table 1: Features extracted for the challenge. For each feature,
segment level and chunked sliding window representations are
extracted, and PCA reduction to 90 % and 95 % variance is
applied to DEEPSPECTRUM and COMPARE sets. DS = DEEP-
SPECTRUM .

Name Type Dimension

COMPARE handcrafted 6 373
EGEMAPS handcrafted 88
VGGish CNN 128
DS VGG16 CNN 4 096
DS VGG19 CNN 4 096
DS RESNET50 CNN 2 048
DS INCEPTIONRESNETV2 CNN 1 536
DS XCEPTION CNN 2 048
DS DENSENET121 CNN 1 024
DS DENSENET169 CNN 1 664
DS DENSENET201 CNN 1 920
DS MOBILENET CNN 1 024
DS MOBILENETV2 CNN 1 280
DS NASNETLARGE CNN 4 032
DS NASNETMOBILE CNN 1 056

For extracting handcrafted features, we use the openSMILE
toolkit [17]. The feature sets based on expert knowledge it
provides have been applied to a variety of paralinguistics tasks
[18],[19],[20]. We choose the EGEMAPS and COMPARE 2016
feature sets, which have 88 and 6 373 dimensions, respectively.

For the deep features, we compute Mel-spectrograms from
the audio and process them with pre-trained CNNs. We use two
tools for this, VGGISH and DEEPSPECTRUM .

VGGISH [21] uses an architecture based on VGG16 . It is
pretrained with the audioset database, a large collection of sound
recordings collected from YouTube. The VGGISH preprocessing
pipeline extracts Mel-spectrograms with 64 frequency bands
on 960 ms audio chunks. While the original implementation
produces non-overlapping chunks, we change the hopsize to
0.5 s to match the other features. The CNN transforms the 96x64
inputs to 128-dimensional features.

DEEPSPECTRUM [22] is a Python-based toolkit that can ex-
tract various spectrograms from audio and process them with
a selection of popular CNN architectures, pre-trained on the

Table 2: Hyperparameters and their ranges used for crossvali-
dation during LSTM training.

LSTM Hyperparameters
Parameters Values

Architecture
cells layer 1 32, 64, 128, 256
cells layer 2 16, 32, 64, 128
bidirectionality True, False
dropout 0.2, 0.3, 0.4, 0.5

Training
learning rate [10−4 - 10−3]
epochs [10 - 60]

Imagenet dataset. We use the default settings for the spec-
trograms (128 Mel-bands, viridis colormap), and extract fea-
tures using the following architectures: VGG16 , VGG19 [23],
RESNET50 , [24] INCEPTIONRESNETV2 , [25] XCEPTION ,
[26] DENSENET121 , DENSENET169 , DENSENET201 , [27]
MOBILENET , MOBILENETV2 , [28] NASNETLARGE , and
NASNETMOBILE [29]. The different feature types and their
dimensionality are summarised in table 1.

3.2. Pre-processing

The sample sequences are clipped to a length of 5.0 s, shorter
samples are zero-padded. We employ principal component
analysis (PCA) to reduce the number of features of the higher-
dimensional representations. For this, we use the PCA imple-
mentation from scikit-learn [30], and set the explained variance
to 90 % and 95 %. Features are scaled to zero mean and unit
standard deviation before LSTM training. For SVM training, we
apply a min max scaling to transform features into the range [-1,
1].

3.3. SVM

For SVM training, we use the SVC implementation from scikit-
learn [30], setting the classifiers to output probabilities. Since
the dataset is imbalanced towards negative samples, we set the
positive class weight proportionally higher. All models use the
linear kernel.
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Table 3: Validation AUC in % for the trained SVM and LSTM classifiers. Shown are the mean ROC-AUCs across 5 validation folds for
each of the feature sets and with PCA at different variance explanation ratios.

Crossvalidation Results
Feature SVM ROC-AUC [%] LSTM ROC-AUC [%]

full PCA 95% PCA 90% full PCA 95% PCA 90%

COMPARE 67.3 61.6 57.9 73.9 62.9 62.9
EGEMAPS 66.8 66.8 66.8 69.1 69.1 69.1
VGGISH 54.9 54.9 54.9 61.4 61.4 61.4
VGG16 70.1 55.2 54.3 73.0 66.1 72.8
VGG19 53.5 50.6 54.9 70.0 66.9 67.8
RESNET50 64.9 61.0 60.4 72.3 67.0 67.8
INCEPTIONRESNETV2 66.3 65.4 62.6 69.2 66.3 65.8
XCEPTION 59.1 52.9 54.6 75.3 69.8 72.6
DENSENET121 70.2 64.4 65.1 74.2 70.1 68.5
DENSENET169 69.7 68.1 70.0 74.8 65.2 69.4
DENSENET201 66.2 64.0 62.7 75.0 70.1 69.1
MOBILENET 70.4 57.5 62.5 75.2 69.9 69.5
MOBILENETV2 64.7 51.3 50.8 71.7 67.0 68.2
NASNETLARGE 67.1 53.8 52.4 69.7 67.6 70.1
NASNETMOBILE 67.8 62.1 67.4 72.4 68.8 68.9

Table 4: Composition of the DiCOVA dataset. Not shown is
the held-out test set. Note that the dataset is unbalanced, with
negative samples largely outnumbering positives.

Dataset composition
Subset Positives Negatives Total

Dataset 75 965 1 040
Train fold 1–5 50 772 822
Val fold 1–5 25 193 218

We optimise the hyperparameter C across the range [10−5,
102] through crossvalidation on the provided validation folds.
To predict the test set, we then train an optimal SVM on the full
training set.

3.4. LSTM

We attempt to leverage temporal information contained in the
cough sounds by processing them with recurrent neural networks.
For implementation, we use both PyTorch for preliminary experi-
ments and TensorFlow for the final training. Our basic model has
an architecture of 2 LSTM layers, followed by a fully connected
layer with 32 neurons, a dropout layer, and a final layer with
sigmoid activation for classification.

In order to optimise our model, we vary the following hy-
perparameters: The number of cells in the LSTM layers, using
bidirectional layers, the dropout rate, the learning rate, and the
number of epochs. The hyperparameters and their ranges are
given in section 3.1.

The best hyperparameters for each classifier are determined
through random search with crossvalidation on the provided
folds. 10 hyperparameter combinations per feature are sampled.
The networks are trained using the Adam optimiser [31] with
binary crossentropy loss, and early stopping is added to reduce
the risk of overfitting.

3.5. Weighted Late Fusion

To fuse our predictions into the final scores, we choose a least-
squares approach that weighs the contribution of each classi-
fier. We employ the LinearRegression [30] implementation from
scikit-learn. The regression is trained on the concatenated val-
idation predictions of each classifier, and the result is used to
combine the test predictions of our classifiers for the final ROC-
AUC score.

4. Experiments and Results
We now give an overview over the challenge dataset and present
the results of our systems on the validation and test sets. Cross-
validation results are given at one decimal place to reflect the
small sample size, but we report the final scores at two decimal
places for compatibility with the challenge baselines.

4.1. Dataset

The dataset used for our experiments was derived from the
COSWARA dataset [11]. It contains recordings of a total of
1 040 subjects (one recording per subject), of whom 965 are
Covid-19 negative but may have other respiratory conditions,
and 75 are Covid-19 positive [14]. Thus, the dataset is imbal-
anced, with negatives outnumbering positives by a factor of
approximately 12.9. Recordings have an average duration of
4.72 s and are resampled to 44.1 kHz. We summarise the dataset
in table 4.

The dataset is divided into a crossvalidation split mandated
by the challenge organisers, with each training fold containing
50 positive and 772 negative samples, and each validation fold
containing 25 positive and 193 negative samples, respectively.
The test set consists of 233 recordings. Since the labels are
withheld, we cannot report the ratio of positive and negative
samples.

4.2. Results

The mean ROC-AUC values across the validation folds speci-
fied by the challenge organisers for each of our SVM classifiers
are summarised in table 3. The classifier trained on the MO-
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Table 5: Results of the late fusion for SVM, LSTM, and combined
SVM+LSTM systems. Shown are the area under the curve (AUC)
scores in % for the fused validation and test predictions, as well
as test specificity (TNR) at 80 % sensitivity. Also listed are the
challenge baseline scores.

Fusion results
Classifier ROC-AUC TNR

Val [%] Test [%] Test [%]

SVM
SVMfull 94.82 75.82 52.60
SVMPCA 95% 76.58 64.49 39.58
SVMPCA 90% 92,70 76,80 53.12

LSTM
LSTMfull 80.48 74.92 59.90
LSTMPCA 95% 76.58 69.77 43.23
LSTMPCA 90% 78.69 75.65 -

SVM + LSTM
LSTMfull + SVMPCA 90% 94.34 76.35 57.81
LSTMPCA 90% + SVMPCA 90% 94.31 78.18 58.85

Challenge Baseline
Logistic Regression 66.97 61.97 -
Multilayer Perceptron 68.81 69.91 -
Random Forest 70.63 67.59 -

BILENET features performed best at 70.4 %.
The mean ROC-AUCs on the validation set achieved by

our LSTM classifiers per feature are also reported in table 3.
XCEPTION without PCA achieved the highest value of 75.3 %.
In most cases, applying PCA reduced the validation AUC for
both SVM and LSTM models.

Fusing our SVMs resulted in AUC of 75.82 % on the test set
and test specificity (TNR) at 80 % sensitivity of 52.60 % using
the feature set without PCA. Applying PCA with 90 % vari-
ance explained increased the test AUC to 76.80 % and TNR to
53.12 %. However, PCA with 95 % variance explained decreased
the test AUC to 64.49 and TNR to 39.58 %.

Weighted late fusion of our LSTMs achieved a test AUC of
74.92 % and 59.90 % TNR with the original feature files. The
models trained on features transformed with PCA for 95 % and
90 % variance result in test AUC scores of 69.77 % with 43.23 %
TNR and 75.53 % AUC with no valid TNR score respectively.

Finally, late fusion of the predictions of both our LSTM and
SVM models give a test measure of 78.18 % AUC and 58.85 %
TNR, with a corresponding validation score of 94.31 % AUC. We
summarise the results of our fusion algorithm, including ROC-
AUC scores as well as test specificity (TNR) at 80 % sensitivity,
along with the challenge baseline, in table 5.

5. Discussion
Our results demonstrate that the proposed ensemble approach
with models trained on 15 handcrafted and deep features is
capable of surpassing the challenge baseline for both SVM and
LSTM classifiers. Using an even larger ensemble by combining
SVMs and LSTMs for a total of 30 classifiers leads to a further
improvement.

We note that while applying PCA with 90 % variance ex-
plained improved the test set performance for both SVMs and
LSTMs, while PCA with 95 % variance explained deteriorated

the test set performance below the level achieved with training on
the original feature set. One would expect that, if PCA negatively
impacted performance, the effect would be more pronounced
when less variance is explained by the learnt representation.
Another notable observation from our individual model valida-
tion scores is that DEEPSPECTRUM features appear to surpass
VGGISH features, despite their CNNs not being pre-trained on
audio.

We have conducted our experiments on a limited dataset
containing a small number of positive samples, with no data
augmentation. Using a larger dataset or a combination of datasets
may allow us to further improve performance. While our results
surpass the challenge baseline, they are not yet sufficient to
deploy the model in a real application. The current system is
limited to binary classification of cough sounds, but it could be
extended to processing speech and breathing, or classifying other
pathologies than Covid-19.

6. Conclusions
We have presented an ensemble learning approach for detecting
Covid-19 infection from coughing, based on SVMs and LSTMs
trained on a combination of handcrafted features and deep fea-
ture extraction from Mel-spectrograms with pre-trained CNNs.
Applying it to the dataset of the DiCOVA 2021 challenge yielded
a test score of 78.18 % ROC-AUC, surpassing the baseline.

Opportunities for future work include applying our approach
to a larger dataset to further improve performance, as well
as extending it to speech and breathing and classifying differ-
ent pathologies. From a technical point of view, other fusion
schemes such as working on an earlier level appear promising.
Also, self-supervision could be beneficial given the small size of
the training data.
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