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Abstract
On-device personalization of an all-neural automatic speech
recognition (ASR) model can be achieved efficiently by fine-
tuning the last few layers of the model. This approach has been
shown to be effective for adapting the model to recognize rare
named entities using only a small amount of data. To reliably
perform continuous on-device learning, it is important for the
training process to be completely autonomous without manual
intervention. Our simulation studies show that training over
many rounds may eventually lead to a significant model drift if
the personalized model is indiscriminately accepted at the end
of each training round. It is important to have appropriate ac-
ceptance criteria in place to guard the model against drifting.
Moreover, for storage efficiency, it is desirable to persist the
model weights in quantized form. We found that quantizing
and dequantizing the model weights in between training rounds
can prevent the model from learning effectively. This issue can
be circumvented by adding noise to the quantized weights at the
start of each training round.
Index Terms: speech recognition, on-device learning, contin-
ual learning

1. Introduction
Voice is an important input modality for mobile devices, and
it is now common to use speech-to-text (STT) or automatic
speech recognition (ASR) in mobile applications, including
voice search [1] and dictation [2]. Many speech-to-text services
are deployed on a server and therefore require a network con-
nection to send the audio data to the server for processing. The
latency and reliability of a server-based speech-to-text service
is greatly affected by the network bandwidth and quality. On
the other hand, it has been shown that large vocabulary continu-
ous speech recognition (LVCSR) [3] can be performed entirely
on mobile devices to avoid the cost of sending audio data to a
server [4]. This is made possible by using an all-neural model
whose weights are quantized for computational efficiency, com-
pactness and smallness of memory footprint.

Personalization of ASR models is an important way to im-
prove performance for specific speakers. The ASR person-
alization approaches that have been investigated in the past
can be divided into two broad categories. The first cate-
gory of approaches attempts to personalize the language model
(LM) component. For end-to-end models, such as listen-
attend-spell [5] and recurrent neural network transducer (RNN-
T) [6, 7], biasing [8, 9], shallow/deep fusion [10] and cold fu-
sion [11] techniques have been proposed. However, these tech-
niques do not take into consideration any acoustic mismatch
between the base model and the target speakers. On the other
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hand, many speaker adaptation techniques have been explored
in the past to handle acoustic mismatch for neural network
acoustic models [12]. For example, structured parameteriza-
tion methods are used to partition the model weights such that
a portion of the weights can be reliably fine-tuned using a small
amount of adaptation data [13, 14, 15, 16, 17]. Feature aug-
mentation techniques, such as appending speaker i-vectors to
the input features [18, 19, 20], have also been shown to be ef-
fective.

When the recognition is performed on mobile devices, per-
sonalization needs to happen on device as well to avoid sending
user data and models to a server. This poses some challenges
due to the limited resources available on mobile devices. Pre-
viously, we studied how the training memory footprint can be
reduced by computing the gradients for a subset of layers at a
time [21]. We also showed that ASR personalization can be
achieved by fine-tuning the decoder of the RNN-T model to
better recognize named entities [22]. To avoid overfitting, it
is important to tune the learning rate and the number of train-
ing epochs. For server-side training, such as domain adapta-
tion [23, 24] with only a few target domains, it is relatively
straightforward to set up a suitable validation data set for hyper-
parameter tuning and manually decide which models to deploy.
However, for on-device learning, in order to prevent the per-
sonalized model from drifting into a bad state, it is important
to have a mechanism that automatically determines whether a
personalized model should be accepted without manual inter-
vention.

The remainder of the paper is organized as follows. Sec-
tion 2 outlines the major considerations for continuous on-
device personalization and our proposed solutions. Section 3
describe the RNN-T speech recognition model and the data sets
used for the simulation experiments. Section 4 presents the ex-
perimental results and section 5 presents some analyses.

2. Continuous On-device Personalization
Fig. 1 depicts the continuous on-device ASR personalization
workflow, which is also described in [22]. According to this
workflow, users will use voice input on their mobile device and
optionally make corrections to the ASR transcripts. The audio
data, along with the user-corrected transcripts, are stored in a
training cache on the user’s device. The cached data are then
split into train and validation sets. When the device is idle and
charging, the training data set is used to fine-tune the model
for personalization while the validation data set is used to de-
termine whether the personalized model should be accepted or
rejected. If the personalized model is accepted, it will be used
for subsequent voice input. This forms a closed loop for contin-
uous learning. To achieve reliable continuous on-device learn-
ing, there are two important aspects to be considered, which
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Figure 1: Continuous on-device ASR personalization workflow.

will described in the following two sub-sections.

2.1. Model Persistence

On-device ASR models are usually first trained with high pre-
cision (e.g. 32-bit floats) and then stored with lower preci-
sion (e.g. 8-bit integers) to achieve a compact model for in-
ference [4]. In order to do so in a continuous learning setting,
it is necessary to quantize and dequantize the model weights in
between training rounds. We apply a symmetric quantization
method [25] to the weight matrices. Specifically, a 32-bit float
value for the ith weight, wi, is quantized into a signed 8-bit
integer, ŵi as follows:

ŵi =

⌊
wi × 127

α

⌉
(1)

where the scaling factor, α, is computed as the maximum abso-
lute weight value for each weight matrix to yield−127 ≤ ŵi ≤
127 and b·e denotes the integer rounding operator.

We restore the weight, w̃i, from the quantized integer value,
ŵi with

w̃i =
(ŵi + σi)× α

127
(2)

where σi is a uniform random noise in [−0.5, 0.5]. For train-
ing to work properly, we found it crucial to add a small amount
of noise to the quantized integer value before scaling. With-
out adding noise, all the weights will be at the quantization
point at the start of each training round. Weights whose up-
dates are not big enough to cross the quantization boundaries
will be quantized to their original values, which effectively un-
learns those weights. We chose to add the noise prior to scaling
so that the choice of the noise range is agnostic to the dynamic
range of the weight values. Furthermore, we limit the noise
range to be within [−0.5, 0.5] so that a round trip of dequantiza-
tion/quantization will not change the weights. We will compare
the effect of using different noise scale in Section 4.2.

2.2. Acceptance Criteria

It is important for the on-device learning process to be com-
pletely autonomous. Therefore, a reliable mechanism is needed
to automatically determine whether a personalized model
should be accepted. This is crucial, especially for continuous
learning, to ensure that the personalized model does not end up
in a bad state due to bad training data or overfitting.

In this paper, the acceptance decision is determined by the
loss and word error rate metrics on the validation set, with the

reference labels provided by the user-corrected transcripts. A
personalized model will be rejected if either metric increases
due to personalization. However, given that the validation set is
acquired from the users on their devices, its quality and quantity
cannot be guaranteed. As a precaution, we also consider an ad-
ditional acceptance requirement that the word error rate perfor-
mance on a custom-written regression evaluation data set does
not exceed a hand-optimized threshold. This data set comprises
10 hand-picked stock phrases that happen to be correctly recog-
nized by the baseline model, like “the quick brown fox jumps
over the lazy dogs”, spoken by one of Google’s user-facing text-
to-speech voices.

3. Data Sets
3.1. Wiki-Names

The Wiki-Names corpus [22] was designed for named entity
personalization. This data set contains read speech collected
from 100 speakers. The text prompts used for the data collec-
tion were extracted from US English Wikipedia pages that con-
tain named entities that are misrecognized by the baseline ASR
model. Each speaker has 50 train, 10 dev and 10 test utterances
that cover 5 named entities. There are on average 4.6 minutes
of training data per speaker.

3.2. Librispeaker

The Wiki-Names data set has a relatively small amount of
training data per speaker. In order to better study the model
drift effect in a continuous learning setting, we also cre-
ated a Librispeaker data set, which is a subset of the Lib-
riSpeech data set [26] with 110 speakers selected from the
train-other-500 subset. We randomly select 160 utter-
ances from each speaker for our simulation experiments, which
are split into 140 train, 10 dev and 10 test utterances. Each
speaker has about 25.6 minutes of training data.

3.3. Librispeaker TTS

Finally, to simulate an even longer training horizon, we also
created a Librispeaker TTS data set where the speech data are
synthesized with text-to-speech using all the texts from the Lib-
rispeaker data set described above. We use 15 voices to simulate
different speakers, each one speaking the same 1020 transcripts
from the beginning of the corpus, with 10 dev and 10 test ut-
terances held out from the beginning. The average amount of
training data per voice is 138 minutes.

4. Experimental Results
We use an RNN-T [6, 7] model with long short-term memory
(LSTM) [27] layers, similar to those described in [22]. There
are 8 LSTM layers for the encoder and 2 for the decoder. 128-
dimensional log Mel features are computed every 10 millisec-
onds. 4 consecutive feature vectors are stacked with a stride
of 3 frames to yield a 512-dimensional input features every 30
milliseconds. There are 4096 output units that correspond to the
word piece tokens.

For the simulation experiments, we fine-tune only the joint
layers, which amount to about 3.4 million parameters. We use
Adafactor optimization [28] with a learning rate of 0.005 and
updating clipping of 0.1 for stability. First-order momentum is
turned off (β1 = 0) to reduce training memory. All the models
are trained and evaluated using TensorFlow [29]. The RNN-T
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Figure 2: Comparison of WER performance with increasing
training rounds using different acceptance criteria.

loss and gradients are computed using the algorithm described
in [30]. On-device training is performed with 2 epochs per train-
ing round and a mini-batch size of 5.

4.1. Acceptance Criteria

We study the effectiveness of using the criteria described in
Section 2.2 to accept or reject the personalized models. Fig-
ures 2a, 2b and 2c show how WER varies with increasing train-
ing rounds on the Wiki-Names, Librispeaker and Librispeaker
TTS test sets, respectively. We compare three types of accep-
tance criteria: (1) always accept the personalized model; (2)
accept conditioned on loss and word error rate metrics; and
(3) accept based on the above and passing the regression eval-
uation. On Wiki-Names, the best performance improvements
were achieved by always accepting the model. The accep-
tance criteria hurt performance because the personalized mod-
els are prematurely rejected before seeing enough training data
to learn new named entities. However, on the Librispeaker and
Librispeaker TTS data sets, after about 11 minutes of training
data (6 or 10 training rounds, respectively), we observe a sub-
stantial WER increase with subsequent training rounds, which
can be prevented by using the appropriate acceptance criteria.
In our use case, the benefits of using the acceptance criteria
on Librispeaker-like data outweigh its disadvantage on Wiki-
Names-like data. In practice, unlike Wiki-Names data, the train-
ing examples on device will often not contain any useful infor-
mation to learn from. This result also shows that the regression
eval criterion does not add much additional benefit if the loss
and WER criteria are available.

For on-device personalization, users might not correct all
the ASR errors. To study the effect of noisy labels, we con-
ducted experiments for the extreme scenario where the ASR
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Figure 3: Comparison of word error rate on the Librispeaker
test set for semi-supervised training with and without accep-
tance criteria.

Table 1: LibriSpeech WER with different round sizes.

Examples per round 10 20 30 40

Average duration (minutes) 1.8 3.7 5.5 7.3

WER (%) 12.4 12.5 12.8 12.7

transcripts are used as reference without user corrections. This
is effectively performing semi-supervised learning. Due to the
lack of user correction signal, and the fact that only the joint
layer of the model is being updated, we expect model perfor-
mance to stay the same at best, with plenty of opportunity for
worsening. Fig. 3 shows that this worsening is significant but
successfully prevented by our acceptance criteria.

We also studied how the WER performance varies with
the frequency of making acceptance decisions by changing the
number of examples per round. Table 1 shows that smaller num-
ber of examples per round (more frequent acceptance decision
making) achieved better WER, but the difference is small.

4.2. Effect of Quantization

As described in Section 2.1, model weights are stored as quan-
tized 8-bit integers and converted to 32-bit floats for training.
In a continuous learning setting, the model weights are quan-
tized and dequantized between training rounds. Table 2 shows
the effect of (de)quantization on word error rate performance
on the Wiki-Names test set. The WER of the baseline model is
30.9%. If the model weights are not quantized between train-
ing rounds, the WER performance improves to 25.2% after 5
training rounds. However, with quantization, the personalized
model achieves no improvement over the baseline. The aver-
age relative weight change between the initial and personalized
models was only 0.2% (compared to 5.6% for the case with-
out quantization). This confirms our hypothesis that most of the
adjustments made to the weights are effectively unlearned af-
ter quantization. This effect remains if we increase the learning
rate or add uniform noise in the range of [-0.25, 0.25]. However,
with a wider uniform noise range of [-0.5, 0.5], the resulting
personalized model achieves 25.3% WER, which is very close
to not using quantization.

5. Analysis of Results
5.1. Catastrophic Forgetting

Catastrophic forgetting [31] is a phenomenon by which a neural
network forgets about the previous tasks when trained on mul-
tiple tasks sequentially. Its effect for ASR personalization was
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Table 2: Comparison of WER on Wiki-Names test set after 5
training rounds.

Quantization Uniform Noise Learning WER
Range Rate (%)

Baseline — — 30.9

No — 0.005 25.2

Yes

0.00 0.005 30.9
0.00 0.010 29.6
0.00 0.050 30.9

[-0.25, 0.25] 0.005 30.9
[-0.50, 0.50] 0.005 25.3

Table 3: Comparing the catastrophic forgetting effect on WER
with and without acceptance criteria.

Training Acceptance WER (%) on
Set Criteria Voice Search

Baseline — 6.7

Wiki-Names No 7.5
Yes 7.2

No 10.6
Librispeaker Yes 7.3

studied in [22] and mitigated by elastic weight consolidation
(EWC) in [32]. However, EWC requires additional statistics for
the weights during training. This significantly increases mem-
ory usage, which is not good for on-device training. Accep-
tance criteria are an effective alternative, as shown in Table 3.
The baseline model, which was trained with data from multi-
ple domains including voice search [24], achieved 6.7% WER
on the voice search test sets. Without any acceptance criterion
(“always accept”), the forgetting effect is worse with a longer
training horizon. With acceptance criteria (“loss + WER + re-
gression eval”), the effect is suppressed substantially.

5.2. Acceptance Rate

Fig. 4 shows the rate of acceptance with increasing training
rounds for three cases. For personalization on Wiki-Names, the
acceptance rate remains relatively high with a slight downward
trend over 5 training rounds. This could be explained by the
fact that all the train, dev and test utterances contain overlap-
ping difficult names and the likelihood of improving the dev set
is high. For the Librispeaker data set, which lacks this char-
acteristic, the decline in the acceptance rate over time is more
pronounced. In the semi-supervised case, there is not much in-
formation to learn from (the reference labels were generated by
the model itself), so the acceptance rate is consistently lower
across all the training rounds. In all cases, the acceptance crite-
ria are useful to prevent the model from drifting into a bad state
due to overfitting and/or noisy training labels.

5.3. Per-speaker WER Improvements

Finally, we analyze the breakdown of the WER improvements
per speaker. Fig. 5a and 5b show the absolute WER improve-
ments for the 110 speakers on the Librispeaker test set us-
ing supervised and semi-supervised learning, respectively. Al-
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Figure 4: Acceptance rates for different training data sets.
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Figure 5: Comparison of per-speaker absolute WER improve-
ments on Librispeaker after 14 training rounds.

ways accepting the personalized model caused 16.3% of the 110
speaker models to get worse after supervised learning and all of
them to get worse after semi-supervised learning. Having the
appropriate acceptance criteria in place successfully prevented
all the speaker models from worsening for both supervised and
semi-supervised training.

6. Conclusions
We studied two important aspects of continuous on-device per-
sonalization for speech recognition. Firstly, we found that the
necessary quantization of the model weights between training
rounds causes unlearning of the finer-grained weight adjust-
ments done by personalization. This issue can be mitigated by
adding a small amount of random noise at the start of each train-
ing round to perturb the weights from the quantization point
and encourage them to move across the quantization bound-
aries. Secondly, continuous learning over a long period of time
could result in significant model drift if the personalized models
are indiscriminately accepted without checks. Defining an ap-
propriate set of acceptance criteria based on the loss and word
error rate metrics on a validation set offers an effective safety
net to stop the model from drifting into a bad state, suppresses
the catastrophic forgetting effect, and improves the chances of
achieving a better personalized model for users.
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