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Abstract
In this paper, we describe the JHU-GoVivace submission for
subtask 2 (code-switching task) of the Multilingual and Code-
switching ASR challenges for low resource Indian languages.
We built a hybrid HMM-DNN system with several improve-
ments over the provided baseline in terms of lexical, language,
and acoustic modeling. For lexical modeling, we investigate us-
ing unified pronunciations and phonesets derived from the base-
line lexicon and publicly available Wikipron lexicons in Bengali
and Hindi to expand the pronunciation lexicons. We explore
several neural network architectures, along with supervised pre-
training and multilingual training for acoustic modeling. We
also describe how we used large externally crawled web text for
language modeling. Since the challenge data contain artefacts
such as misalignments, various data cleanup methods are ex-
plored, including acoustic-driven pronunciation learning to help
discover Indian-accented pronunciations for English words as
well as transcribed punctuation. As a result of these efforts, our
best systems achieve transliterated WERs of 19.5% and 23.2%
on the non-duplicated development sets for Hindi-English and
Bengali-English, respectively.
Index Terms: speech recognition, code-switching, translitera-
tion, pronunciation modeling.

1. Introduction
This paper describes the JHU-GoVivace submission for
the code-switching portion of the MUlti-lingual and Code-
Switching (MUCS) 2021 Challenge. Code-switching has been
used to describe a variety of linguistic phenomena. The most
relevant definition for this challenge, and the aspect we focus
on is the mixing of two languages within a single utterance.
This phenomenon has proven challenging for automatic speech
recognition (ASR) systems to properly handle [1]. The code-
switching part of the MUCS 2021 challenge, focuses specif-
ically on the problem of ASR on two indic-languages, Hindi
and Bengali. The difficulty of this task arises from the lim-
ited matched domain transcribed speech as well as the lack of
phonetic pronunciations for Hindi/Bengali words written in the
Latin script, or English words written in native Indic scripts.
Compounding these problems is the fact that most data avail-
able for training code-switching models is “found” data, whose
transcripts are often noisy.

For our submission, we focused on three approaches to ad-
dress these challenges: (i) we explore 2 techniques aimed at
mitigating the detrimental effects of noisy transcripts on ASR

training; (ii) we attempt to learn non-standard pronunciations
by leveraging transliteration pairs, and acoustically driven pro-
nunciation modeling, making use of transliteration pairs for im-
proved language modeling; (iii) We investigated various acous-
tic model architectures and training strategies, including super-
vised pretraining and multilingual training.

The remainder of this paper details the approaches taken to
solve each of these problems. We also describe our approach
for further curating the code-switched ASR datasets released as
a part of this challenge [2].

2. Codeswitching Data and Task
Description

The code-switching data from the Multilingual and code-
switching ASR challenges for low resource Indian languages [2]
consists of about 90h of Hindi language, and 46h of Bengali lan-
guage lectures on technical subjects, which by nature include a
large number of English words. The transcripts for these lec-
tures are written using both Devanagari/Bengali and English
scripts. For the purposes of this paper, we refer to the alter-
nate use of the scripts to represent the same underlying word
as code-switching. Three data partitions were released for each
language: a training set, train, a development, test, and a test set
called the blind-test. Challenge submissions were evaluated on
the basis of the word-error-rate (WER) of hypothesised blind-
test transcripts with respect to a reference transcript as well as a
transliterated reference transcript. Using external data was per-
mitted in training as long as it did not overlap with blind-test.

As mentioned in [2], the code-switching data consists of
found data. A well-curated and useful speech corpus relies on
having training, development, and test sets consisting of disjoint
utterances drawn at random from speech instances representa-
tive of a particular domain of interest. Unfortunately, found
data is often biased which complicates the creation of such well
curated sets. In fact, we found significant overlap of speaker
and lecture, between the training and test sets, as well as sig-
nificant transcription and segmentation errors, which prevented
fair internal evaluation of competing systems on test using the
provided data. We therefore took care to create a fair tuning set
and evaluation method in order to mitigate these problems.

First, we identified repeated lectures by examining the frac-
tion of utterances in each recording in test that were also present
in train. Recordings for which > 50% of the segments were re-
peated were considered duplicate lectures. We therefore, di-
vided the test partition into a partition of duplicate lectures
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also present in train and non-duplicate lectures that were absent
from train. We refer to these two test sets as Dup and NoDup
respectively. Whole, refers to the union of Dup and NoDup.

We also found significant speaker overlap. Each lecture
ends with a sign-off phrase in which the lecturer announces his
name, which we used to estimate the identity of the lecturer.
We also ran an x-vector based speaker identification system to
independently estimate the number of unique speakers in each
corpus. The x-vector system and sign-off search showed close
to 100% agreement, from which we concluded that the entire
Hindi and Bengali data sets likely consist of only about 7 and
10 speakers respectively. Table 1 shows the updated number
of estimated unique speakers in each data set. Surprisingly, all
speakers in the blind-test set were also seen in training, mean-
ing this is a closed-speaker ASR task. For this reason we did
not attempt to remove speaker overlap from our fair tuning set.

Table 1: Estimated number of unique speakers in each data set.

Train Test Blind Total

# Spks Hindi 7 4 5 7
# Spks Bengali 10 7 8 10

To remedy the segmentation errors, we first tried to re-
align/resegment the test data, but this proved challenging due
to the numerous transcription errors. Therefore, to circumvent
errors in the manual utterance time-marks in the test transcripts
we scored the automatic transcripts of entire recordings against
the concatenation of all the utterances of that recording rather
than scoring at an utterance level. We address resegmentation
and cleanup of train in section 5.

Finally, we replicated the transliterated WER metric used
on blind-test by mapping all instances of English words writ-
ten in Indic scripts in test to their Latinate forms in both the
reference transcript and the ASR output.

3. Lexical Modeling
The code-switching data is characterized by the presence of
words with multiple valid spellings. Generally these are En-
glish words with a single spelling in the Latin script, and 1 or
more spellings in an Indic script. Pronunciation lexicons should
therefore share pronunciations for English and Hindi/Bengali
forms of the same word. To this end, we use a unified phoneme
set based on the International Phonetic Alphabet. Existing pro-
nunciation lexicons scraped from Wiktionary entries are avail-
able for both Hindi and Bengali [3].1

We use these lexicons to provide pronunciations for all
words present in both the training data and the scraped lexi-
con. Just as the the acoustics of a phoneme may vary accord-
ing to its phonemic context, the acoustics of corresponding to
a phoneme used to describe the pronunciation of an English
may be different from when the same phoneme is used to de-
scibe the pronunciation of a Hindi/Bengali word. Therefore,
we permit creation of language-specific (senone) models in a
data-driven manner, by adding a “language tag” to IPA pronun-
ciations of Hindi/Bengali words, and make them available dur-
ing decision tree learning. For all English words in training,
we simply map the phonemes in the provided pronunciations
to XSAMPA phonemes. For words that consist of a mix of En-
glish and non-English script, we split the words on the change in

1https://github.com/kylebgorman/wikipron

script, and assign an English portion the pronunciation using the
baseline lexicon provided as part of the baseline challenge sys-
tems. Hindi/Bengali word and word-fragment pronunciations
are obtained either directly from the Wikipron lexicons or from
a G2P trained on these lexicons. All G2P systems are trained
using Phonetisaurus[4].

To further encourage pronunciation sharing between Latin
and Indic scripts, we merge the pronunciations of all translit-
eration pairs and treat them as a single type in all acoustic and
language model training.

3.1. Acoustically Driven Pronunciation modeling

In order to capture model pronunciations of English words in
Indian accented speech, we decode the training data using a
phoneme-level language model, and match these phoneme se-
quences to a word-level time alignment of the reference tran-
scripts. Phoneme sequences that frequently align to a word are
then added as candidate pronunciations for that word. We can
then prune these candidate pronunciations as done in [5] to re-
tain only the most likely alternate pronunciations using a greedy
pronunciation selection strategy.

3.2. Transliteration Pair Mining

A key challenge in this particular code-switching ASR task is
to avoid redundant representations of words and phonemes that
occur due to transliteration pairs: words, mostly technical terms
in English, are often rendered using the Devanagari or Bengali
scripts. We believe transliteration pair mining or linking is an
important component to good code-switched language and pro-
nunciation models.

We use the transliteration pairs in two ways. First, all
transliterated pairs are remapped to a single word type, and the
union of all pronunciations is used in the pronunciation lexicon.
This has the effect of augmenting the pronunciation lexicon
with Indian accented pronunciations for English words. It also
increases the likelihood of discovering other Indian accented
pronunciations for English words during the acoustically driven
pronunciation discovery. Second, since the transliterated pairs
are remapped to a single type, we can train a language model
on a more compact vocabulary that does not spread probability
mass over redundant types.

To create the transliteration pairs for the Hindi-English sys-
tem, we manually combed through a list of Hindi words (all
Hindi words in test transcriptions and those which occur at least
10 times in training) and produced English transliterations for
the true English words, thus obtaining 968 word pairs. For Ben-
gali, we used a semi-automated strategy where we we first gen-
erated a candidate word-pair list from the most confusable word
pairs in a first-pass decoding, and then manually pruned this
candidate list to keep only the correct pairs. This process re-
sulted in 236 word pairs.

4. Language Modeling
For language modeling, we used both the training transcripts as
well as external corpora crawled from the web. These external
sources include the Wikipedia dump2, OpenSubtitles [6], and
data crawled from various websites that intuitively matched the
topic and where code-switching was found to be common3. We

2https://meta.wikimedia.org/wiki/Data\_dumps
3e.g. https://nitin-gupta.com/

tes-free-download-in-hindi-and-english/
computer-pdf-no
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also extracted text from closed caption lectures4. To ensure that
we only used external data that did not overlap with the content
of blind-test, we excluded all text sources that exhibited a high
degree of n-gram overlap with the test and taining sets.

Duplicated lines and punctuation were removed using
heuristic rules, and the all transliteration pairs were mapped to
their Latinate forms (cf. Section 3.2). For additional normal-
ization of Hindi and Bengali text we used Indic NLP library5.
The obtained corpus contained between 790K and 34M words.
For both Hindi and Bengali, we constructed expanded vocabu-
laries(282K and 410K words respectively), by including words
that appear more than 3 times in the external data and consist
of only characters within Hindi, Bengali or English Unicode
ranges. Many English OOVs still remained in the Bengali test
set, so we added all of CMU Dict to our vocabulary to reduce
the OOV rate.

For first-pass decoding, we we used a 4-gram maximum
entropy (ME) language model on trained on the training tran-
scripts using the SRILM toolkit [7]. For lattice rescoring we
used an interpolated LM. We interpolated the ME models with
models trained on our external corpora, where we chose the
model types, orders, count thresholds and interpolation ratios
based on a held-out set while keeping the final model size un-
der 10M n-grams. For Bengali, we found the external corpora
did not improve perplexity so we ended up using the in-domain
model only. We used the Kaldi toolkit to train recurrent neural
network language models (RNNLMs) consisting of an embed-
ding layer and two layers of LSTM with 256 dimensions each,
and performed pruned lattice rescoring [8] on the first-pass de-
coding outputs.

5. Cleanup and Segmentation Strategies
The training and test data provided in this challenge had many
misaligned speech transcripts, as well as incomplete words
and inconsistent script usage in the reference transcripts. We
cleaned the transcripts, following [9], by first training a GMM
using the original training data as the seed acoustic model. We
then cut the audio into uniform chunks of 30 seconds with 5 sec-
onds overlap, and decoded them using the seed acoustic model
and a biased LM trained only on the training transcripts. We
then used the Smith-Waterman algorithm [10] to find the best-
aligned subsequence between the reference and hypothesis tran-
script word sequence. New word-level timestamps were ob-
tained from the alignments and used to resegment the reference
transcript based on silence. Any new segments exceeding 50%
WER between the reference and hypothesis were deemed to be
“low-quality” segments and removed from the training data. We
refer to this approach as Toss.

We also tried an alternative resegmentation approach to
minimize the amount of data we throw away. In this approach
the graphs used for alignment are slightly modified to allow for
non-speech events to more easily align to the <unk> and si-
lence symbols. We refer to this approach as Resegmented.

6. Acoustic Modeling
6.1. Architectures

The hybrid HMM-DNN model provided as part of the chal-
lenge baseline comprised a time-delay neural network (NN)
(TDNN) [11] model, for both the Hindi-English and Bengali-

4https://spoken-tutorial.org/cdcontent/
5https://anoopkunchukuttan.github.io/indic nlp library/

English systems. We investigated 2 different NN architectures
during the challenge. All the models are trained to predict
senones derived from a decision tree built from the bootstrapped
GMM alignments. We used 3500 leaves for the decision tree in
our experiments.

1. WRN: We use a simplified Wide Residual Network [12]
where we removed the batch-normalization and drop-out and
added an adaptive average pooling layer followed by a linear
output layer in order to map variable-length input chunks of
speech to the correct number of outputs. Our networks used a
depth of 28, and widening factor of 10 in all WRN architectures.

2. BLSTM: Following [13], we built a 6-layer bi-directional
long short-term memory (BLSTM) [14] network, with a hid-
den dimension of 1024. This is followed by a 512-dimensional
affine layer, and a final classification layer.

6.2. Training details

All our models were trained using the lattice-free MMI [15] ob-
jective with cross-entropy regularization. The output layer was
subsampled by a factor of 3 or 4 to reduce the time and space
complexity for loss computation. The WRN and BLSTM mod-
els were implemented in PyTorch [16], using PyChain [17] to
obtain the LF-MMI gradients. We used 64-dim log Mel filter-
banks without any i-vector-based adaptation. Speed and volume
perturbation was applied to the data before the start of training.
To further perturb the training data, we used random sampling
of chunks for training, with random-sized chunks between 60
and 220 frames, and injected on-the-fly time-frequency mask-
ing and Gaussian noise to the batches. We warmed up the learn-
ing rate for the first 15k iterations and then decayed it with a fac-
tor of 1e-05. We used the Adam optimizer [18] with a weight
decay of 1e-07 in all our experiments. All models were trained
to convergence unless stated otherwise.

6.3. Pre-training and multilingual training

In addition to training on the cleaned challenge data, we ex-
plored supervised pre-training and multilingual training. Both
experiments were conducted using the BLSTM model as the
base architecture. We pre-trained the BLSTM on the full 960h
Librispeech data [19], and then fine-tuned this model on the
cleaned challenge data after replacing the final affine layer to
account for different senones. For multilingual training, we
trained a system jointly using the cleaned Hindi and Bengali
training data (with perturbations as described earlier). The net-
work consists of 6 shared BLSTM layers and a shared affine
layer (similar configuration as above), followed by separate
affine output “heads” for each language. The final affine layer
has dimensionality equal to the number of state-tied senones
for the corresponding language. Such multilingual systems
have been shown to be useful, particularly in low-resource set-
tings [20, 21]. We trained this multilingual network by alternat-
ing between batches of Hindi and Bengali chunks, which were
sampled as described in Section 6.2.

7. Results
All reported results use our implementation of the the transliter-
ated WER as described in section 2. We first examined the role
of the pronunciation lexicon, and access to transliteration pairs
in recognizing code-switched speech for the Hindi-English set.
We see in table 2 that using a phonetic lexicon, as described in
section 3, marginally improves upon the baseline, hybrid pho-
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netic/graphemic lexicon used in the baseline systems. By uni-
fying transliteration pairs, and using the resulting alignments to
learn pronunciations from audio to be used in decoding, we see
further improvement of 0.3-1%.

Table 2: Effect of pronunciation learning and transliteration
mapping on ASR Performance (WER) on Hindi-English. Lexi-
con (1) trains the WRN on alignments obtained using the dis-
covered pronunciations. Lexicon (2) trains on the original
alignments, but decodes using the discovered pronunciations.

System Split

NoDup Whole Dup

Baseline HMM-GMM 27.5 20.3 9.8
Phonetic 26.6 22.2 15.7

+ Transliteration Map 26.4 19.2 8.5
+ Learned Lexicon 25.5 18.0 7.2

WRN Learned Lexicon (1) 21.4 15.0 5.5
WRN Learned Lexicon (2) 21.1 14.8 5.6

We then explore the two cleanup and resegmentation strate-
gies, Toss and Resegment, described in section 5. While the
Resegment approach recovered 98% of the training data, as
opposed to only about 80% for the Toss approach, the WER
from training using this technique was unchanged or slightly
degraded. Presumably this is because the graphs allowed for
the speech to freely align, erroneously, with <unk> and silence
too frequently.

Table 3: Effect of data cleanup on system performance (WER).
We see in table that the most effective approach was to discard
transcripts and their corresponding aligned speech that were
identified as likely having errors.

System Split

NoDup Whole Dup

WRN 23.7 17.2 7.8
WRN + Resegmented Cleanup 24.5 18.7 8.8
WRN + Toss Cleanup 21.5 15.2 5.9

7.1. Acoustic model training

We explored training Wide Residual networks and BLSTM net-
works. We had prior experience using these architectures on the
100h subset of Librispeech and since the genre and data amount
of the 100h clean subset of librispeech seemed similar to the
code-switched data, we used these models as a starting point
for further improvements. Since the Bengali data was smaller
and training neural networks is fairly expensive, we did all ar-
chitecture comparisons on this set. Table 4 shows the results of
various WRN and BLSTM models on the Bengali test set. We
also show the results for multilingual training and pre-training.

We repeated most of these experiments on the Hindi data as
well, and saw similar trends (table 5): The BLSTM models pre-
trained on Librispeech outperformed WRN models; The effect
of pretraining or additional multilingual training was unclear.
Both techniques improve over training from scratch.

7.2. Language Modeling and System Combination

Using the RNNLM described earlier, we observed consistent
WER improvements of about 0.2-0.4% in our models. For in-

Table 4: Effect of acoustic model training on system perfor-
mance (WER) for the Bengali-English data. We show the ef-
fect of network architecture and training strategy, including pre-
training on Librispeech (LS), and multilingual training (MLT).
The BLSTM outperforms the WRN system.

System Split

NoDup Whole Dup

WRN 28.7 28.0 16.6
BLSTM 26.9 26.2 14.2
+ Cleanup 25.6 24.8 11.3
+ Pretrained on LS 25.3 24.5 11.7
+ Expanded lexicon decoding 24.5 23.8 11.5
+ MLT (expanded lexicon) 25.3 24.6 13.2

Table 5: Effect of acoustic model training on system perfor-
mance for Hindi-English data. We show the effect of network
architecture and training strategy, including pretraining on Lib-
rispeech (LS), and multilingual training (MLT).

System Split

NoDup Whole Dup

Best WRN 20.9 14.9 5.9
BLSTM (Pretrained on LS) 20.3 14.5 5.9

+ External LM 20.4 14.5 6.0
+ MLT 20.8 14.8 6.0

stance, on the Bengali-English NoDup set, the performance of
the BLSTM pretrained on Librispeech improved from 24.5% to
24.3% when rescored with the RNNLM. For our final submis-
sion, we used MBR decoding to combine the BLSTM multilin-
gual and expanded lexicon systems, as well as a WRN system
for Hindi.

8. Conclusions

We described our systems for the code-switching challenge.
We demonstrated the importance of lexical modeling in the
code-switching speech in this challenge, through the use of
unified pronunciations across script and acoustically-driven
lexicon learning. We presented data cleanup strategies and
showed that a simple but effective technique Toss technique can
improve system performance by approximately 10% relative
WER. We observed that BLSTM networks pre-trained with su-
pervised data can provide effective results on both the challenge
datasets. Multilingual training was also shown to be competi-
tive with training individual language-specific models. Finally,
we demonstrated how the positive impact of external crawled
text data when obtained in a domain-sensitive manner. Our fi-
nal systems, including MBR decoding and RNNLM rescoring
obtained WERs of 19.5% and 23.2% on the Hindi and Bengali.
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