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Abstract
Three research directions that have recently advanced the text-
to-speech (TTS) field are end-to-end architecture, prosody con-
trol modeling, and on-the-fly duration alignment of non-auto-
regressive models. However, these three agendas have yet to
be tackled at once in a single solution. Current studies are
limited either by a lack of control over prosody modeling or
by the inefficient training inherent in building a two-stage TTS
pipeline. We propose TriniTTS, a pitch-controllable end-to-end
TTS without an external aligner that generates natural speech by
addressing the issues mentioned above at once. It eliminates the
training inefficiency in the two-stage TTS pipeline by the end-
to-end architecture. Moreover, it manages to learn the latent
vector representing the data distribution of the speeches through
performing tasks (alignment search, pitch estimation, waveform
generation) simultaneously. Experimental results demonstrate
that TriniTTS enables prosody modeling with user input param-
eters to generate deterministic speech, while synthesizing com-
parable speech to the state-of-the-art VITS. Furthermore, elim-
inating normalizing flow modules used in VITS increases the
inference speed by 28.84% in CPU environment and by 29.16%
in GPU environment.
Index Terms: TriniTTS, speech synthesis, text-to-speech, end-
to-end architecture, pitch control

1. Introduction
Text-to-speech (TTS) synthesis has seen a significant amount
of advances in the quality of synthesized speech since the ap-
plication of deep learning in the field. Typically neural TTS
systems follow a two-stage pipeline, acoustic model to gener-
ate mel-spectrogram and vocoder model to synthesize speech
samples from mel-spectrogram. With auto-regressive models
like Tacotron [1] and WaveNet [2], neural TTS system can pro-
duce very high-quality speech. Later, to solve the slow sam-
ple by sample synthesis of auto-regressive models, parallel gen-
eration architectures were proposed in both acoustic [3, 4, 5]
and vocoder [6, 7, 8]. There are also significant advances to-
wards diversifying the generated speech by imposing certain
constraints on the models, such as duration length scale and
pitch [5, 9, 10].

Two-stage TTS pipeline for speech generation has an ineffi-
cient training procedure due to the fact that two models have to
be trained separately with ground-truth mel-spectrograms. As
a result, the input data distribution of the training and the in-
ference steps are mismatched in the second-stage model. The
discrepancy in the input data distribution degrades the speech
quality. To solve this discrepancy, one of the proposed solu-
tions [1] is to utilize the mel-spectrogram generated by the first-
stage model to train the second-stage model. However, such

a cascade procedure increases training inefficiency in that the
second-stage model depends on the feature prediction of the
first-stage model.

Alternatively, the end-to-end TTS model [11, 12, 13] re-
moves these training complexities by training a single model.
Additionally, using a single model has the potential of learning
more powerful latent features as it is not limited to learning the
intermediate acoustic features (e.g., mel-spectrogram).

The current state-of-the-art model VITS (Variational In-
ference with adversarial learning for end-to-end Text-to-
Speech) [11, 14] applies an end-to-end architecture based on
conditional variational auto-encoder (VAE) [15] and dynamic
programming for monotonic alignment search on-the-fly. By
sampling the latent vector in VAE structure, it shows outstand-
ing performance in generating the same contextual speeches
with varied rhythms and pitches. However, the rhythm and pitch
are not controllable due to the fact that the latent vector is sam-
pled stochastically.

We propose TriniTTS, a neural TTS approach which per-
forms 1) deterministic and controllable prosody modeling, 2) in
an end-to-end manner, 3) without using an external aligner. To
the best of our knowledge, TriniTTS is the first work attempt-
ing to address pitch controllability, two-stage pipeline train-
ing inefficiency, and the dependency on an external aligner
at once. We aim for higher training efficiency and control-
lable prosody modeling with stable speech synthesis quality.
TriniTTS achieves mean opinion score (MOS) close to VITS
while showing a faster inference speed than VITS in real-time
factor (RTF) analysis. We will publicly release the demo page
with the synthesized audios. 1

2. Model description
This section explains the overall architecture and implementa-
tion in the five sub-sections: text encoder, post encoder, de-
coder, pitch control, and alignment search. The diagrams of
the overall architectures in the training and inference stage are
shown in Figure 1.

TriniTTS and VITS both take text as input and generate
waveform output in an end-to-end manner. However, there are
some contrasting points between those two models. First, each
uses a different alignment search algorithm [16, 17]. Second,
pitch-related modules are attached in TriniTTS while pitch in-
formation is not explicitly processed in VITS. Last, VITS fol-
lows a conditional variational auto-encoder structure that in-
volves a sampling process while TriniTTS applies straight for-
ward deterministic process.

In Figure 1, it is shown that there are modules only ded-
icated to the training stage that are not in the inference stage.

1https://hkmc-airlab.github.io/trinitts/
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Figure 1: Training and inference diagrams of TriniTTS

The post encoder, the discriminator in the decoder, and align-
ment search modules are used only for training, not in the infer-
ence stage.

In the multi-speaker model, speaker embedding is given ad-
ditionally as input to pitch predictor, duration predictor, query
and key encoders in the alignment search module, post encoder,
and decoder to condition the speaker information with each
speaker id.

2.1. Text encoder

The pre-processed sequence of text tokens is individually
mapped to embeddings from the embedding lookup table. The
sequence of embeddings is inserted into the transformer [18]
based text encoder to learn the text hidden state htext.

2.2. Post encoder

The post encoder corresponds to the posterior encoder in
VITS [11]. Same as in VITS, we use non-causal WaveNet [2]
residual blocks for the wide receptive field to capture a latent
representation of a given spectrogram. When it comes to VITS,
the posterior encoder extracts the parameters representing the
posterior distribution. Then, a latent vector is sampled from
normal Gaussian distribution parameterized by the one above.
After all, the latent vector is fed into the decoder to generate raw
waveforms. In TriniTTS, it is similar to VITS in that it takes
spectrograms xspec as input for the post encoder. However, un-
like VITS, where the sampled latent vector from the posterior
encoder works as a direct input to the decoder, the post encoder
in TriniTTS only guides the intermediate representations from
the prior encoder part by imposing bridge loss. Bridge loss is
defined as L1 loss between the latent vector of the posterior
data distribution and the intermediate representations generated
by the prior encoder part given xtext as input:

Lbridge = ∥PostEnc(xspec)− PriorEnc(xtext)∥1 (1)

where PostEnc(.) denotes for the post encoder and
PriorEnc(.) encompasses the entire modules used to gener-
ate intermediate representations z respectively.

2.3. Decoder

Same as VITS, we use HiFi-GAN [19] architecture as a de-
coder to convert intermediate representations z to waveforms

ŷwav. Using the adversarial training mechanism [20], the gen-
erator G aims to generate waveforms that are similar to ground
truth waveforms. The strength of HiFi-GAN [19] module lies
in the discriminator D. Multi-scale discriminator and multi-
period discriminator modules increase the capability to distin-
guish whether the given speech is real or fake with more di-
verse and wide receptive fields. Adversarial loss of the genera-
tor Ladv(G) and the discriminator Ladv(D) are defined as:

Ladv(G) = Ez

[
(1−D(G(z)))2

]
(2)

Ladv(D) = E(ywav,z)

[
(1−D(ywav))

2 + (D(G(z))2
]

(3)

Not only adversarial loss Ladv but also feature matching loss
Lfm [21] and reconstruction loss Lrecon are used to learn to gen-
erate a waveform similar to the target waveform. Feature match-
ing loss Lfm [21] is defined as:

Lfm(G) = E(ywav,z)

[
T∑

l=1

1

Nl
∥Dl(ywav)−Dl(G(z))∥1

]
(4)

where T denotes the number of layers used in the discriminator
D and Dl outputs the feature map of each layer in the discrim-
inator D. We calculate Lfm as we compare the feature maps of
ywav and G(z) and normalize it by the number of features Nl.

Generated waveform ŷwav and target waveform ywav are
both converted to mel-spectrogram ŷmel and ymel each for re-
construction loss Lrecon as defined in:

Lrecon = ∥ŷmel − ymel∥1 (5)

2.4. Pitch control

We define pitch control task as adjusting the pitch of the gen-
erated speech under the unit of each token. The amount of the
pitch value changed should be proportional to the deviation of
the tuned pitch control parameter. We can dedicate the task
to serializing pitch predictor and pitch encoder modules. Pitch
predictor predicts the normalized pitch value x̂pitch assigned to
individual tokens. The pitch encoder module generates the pitch
hidden state hpitch over each token based on a sequence of float
pitch values. Then the text hidden state htext and the pitch hid-
den state hpitch are summed together to form the intermediate
representations. It manages to learn the joint distribution of the
text and the pitch data in the intermediate representations. In the
inference stage, we tune the pitch control parameter to adjust the
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predicted pitch values of each token so that we manipulate the
pitch hidden state hpitch added to the text hidden state htext.

We implemented pitch predictor and pitch encoder with the
same configuration as those of Fastpitch5 [5]. The ground truth
of pitch value over spectrogram frames is needed for the pitch
estimation task. We use the pitch extraction algorithm previ-
ously used in Fastpitch [5]. It uses pyin algorithm [22] to ex-
tract the pitch value of each waveform which selects the most
probabilistic result by Viterbi decoding out of the candidates
pre-calculated by yin [23] algorithm. We use the optimal align-
ment found in the alignment search to calculate the average of
ground-truth pitch xpitch over a duration of each token which we
give as a target to the pitch predictor. We define pitch loss Lpitch

as:
Lpitch = ∥x̂pitch − xpitch∥22 (6)

2.5. Alignment search

The alignment search task is to find the alignment mapping be-
tween text tokens and spectrogram frames that maximizes the
likelihood of text given spectrograms. Recent studies [11, 17,
24] show that under monotonic alignment assumption between
text tokens and spectrogram frames, we can find the optimum
alignment that maximizes the likelihood of text given spectro-
grams as a joint likelihood of each text token and spectrogram
frames.

Unlike in VITS where the optimum alignment is found
solely over dynamic programming [16], we apply the duration
search algorithm[17, 24] which involves not only dynamic pro-
gramming but also neural networks for query and key encodings
for alignment mapping.

In the alignment search module, we have query encoder
Φquery with text hidden state htext as input and key encoder Φkey

with spectrograms xspec as input. Query and key encoders gen-
erate hidden vectors ϕquery and ϕkey respectively for alignment
map searching. Soft alignment map Asoft [17] is built based
on the learned pairwise affinity between query vector ϕquery and
key vector ϕkey. With the constraint of monotonic alignment, all
possible candidates of alignments are extracted out of the soft
alignment map to find the most likely path. Forward-sum algo-
rithm [17] is used to calculate the loss using CTC loss for the
possible candidates. Duration predictor learns to estimate the
duration of each token given text hidden state htext as input and
the extracted optimal alignment as a target.

3. Experiments
3.1. Training

3.1.1. Dataset

The model is trained both on single speaker and multi-speaker
datasets. We use the LJSpeech dataset [25] for the single
speaker model. We set aside 100 and 500 samples each for
the validation and test sets. For the multi-speaker model, the
VCTK dataset [26] is used for training. We downsampled the
audios of the VCTK dataset to 22,050 Hz same as the LJSpeech
dataset. We also trimmed the audio clips using librosa 2 trim
function with the threshold of 20 and back margin of 0.5 sec-
onds to remove reasonable silence intervals while preserving
the speech part safely. To extract pitch value for the pitch con-
trol task, we use librosa 2 pyin function to generate the pitch
contour of waveforms. Spectrograms and pitch contour infor-
mation are calculated in advance with filter length to 1024 and

2https://github.com/librosa/librosa

hop size to 256 at the dataset preparation steps. Parameters for
short-time Fourier transform are equal in both single and multi-
speaker models. We set filter length to 1024, hop length to 256,
and window length to 1024 to extract spectrograms. We use a
phoneme-based phonemizer 3 for text processing.

3.1.2. Training configuration

For both single speaker and multi-speaker models, we trained
the model on 4 Nvidia V100 GPUs. We set the batch size as
16 examples per GPU. We enabled automatic mixed-precision
mode. We applied the same optimizer configuration from VITS.
We used AdamW optimizer [27] with initial learning rate of 2
× 10−4, β1 = 0.8, β2 = 0.99, weight decay λ = 0.01. We set
learning rate decay as 0.999875 after every epoch.

3.2. Speech synthesis quality test

To evaluate synthesis quality with human ratings, we conducted
MOS test using Amazon MTurk system. First, we set the score
scale to 5 in terms of speech quality. Then, we generated 60
samples from the test dataset sentences using each model to
compare the ground truth and the synthesized audios. At least
20 raters were asked to rate the naturalness of each sample dur-
ing the tests. We designed the MOS test for both single and
multi-speaker models. Additionally, we did the MOS test on the
generated speeches with the pitch parameter set to pitch shift +
40Hz to check the naturalness of the speeches with ascended
pitch level.

3.2.1. Single speaker

We compare our model with well-known and publicly avail-
able baseline models for the single speaker model. We use
VITS as a baseline. Additionally, we compare two other two-
stage models. For acoustic, we use flow-based Glow-TTS and
transformer-based Fastpitch. For vocoder, HiFi-GAN is used.
For Glow-TTS 4, Fastpitch 5 and HiFi-GAN 6, we use pre-
trained weights from publicly released implementations. We
trained TriniTTS up to 1000 epochs which are approximately
200K steps. We trained VITS under the same configuration as
TriniTTS.

To demonstrate that the pitch controlling function trans-
forms the pitch level of generated speech proportional to the
input parameter, we generate audios with and without pitch con-
trol and calculate the mean and the standard deviation of pitch
over 100 generated speeches.

In Table 1, the standard deviation indicates how wide-
spread fundamental frequency (F0) ranges amongst the gen-
erated speeches are, which is related to the dynamicity of the
speech. TriniTTS records the higher standard deviation value
than Fastpitch + HiFi-GAN. Comparing mean values among the
columns in Table 1, we verify that the amount of changes in the
mean value of pitch is close to the parameter given as input for
pitch shifting.

The evaluation results for the naturalness of the generated
speeches are shown in Table 2. Without pitch shifting, the dif-
ferences between the models are within the margin of confi-
dence intervals. However, testing over generated speeches with

3https://github.com/bootphon/phonemizer
4https://github.com/jaywalnut310/glow-tts
5https://github.com/NVIDIA/DeepLearningExamples/tree/master

/PyTorch/SpeechSynthesis/FastPitch
6https://github.com/jik876/hifi-gan
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pitch control, we observe that TriniTTS outperforms Fastpitch
+ HiFi-GAN in terms of speech naturalness.

Table 1: The statistics of pitch value with pitch shifting (Hz)

Model pitch+0Hz pitch-40Hz pitch+40Hz
mean stddev mean mean

Fastpitch
+HiFiGAN 208.62 43.27 171.82 (-36.8) 250.14 (+41.52)

TriniTTS 194.66 46.47 159.59 (-35.07) 243.11 (+48.45)

Table 2: MOS with 95% confidence intervals on the LJSpeech dataset

Model MOS MOS
(pitch+40Hz)

Ground truth 4.26 ±0.03 4.29 ±0.03
Fastpitch + HiFi-GAN 4.01 ±0.05 4.04 ±0.04
GlowTTS + HiFi-GAN 4.08 ±0.05 -
VITS 4.03 ±0.05 -
TriniTTS 4.05 ±0.05 4.09 ±0.05

3.2.2. Multi-speaker

We use VITS and Fastpitch + HiFi-GAN for comparison with-
out pitch control as baseline models. Then, we use Fastpitch
+ HiFi-GAN as a baseline for comparison with pitch shift +
40Hz. We trained Fastpitch up to 500 epochs of 300K steps
under the same configuration as TriniTTS and used pre-trained
HiFi-GAN 6. For VITS, VITSpre-trained is loaded from the pre-
trained weights 7 trained up to 800K steps in Nvidia V100 4
GPUs [11]. For further training convergence analysis, we pre-
pared two versions of the model weights for TriniTTS. The one
TriniTTS300K is trained up to 500 epochs of 300K steps, and an-
other one TriniTTS30K is the checkpoint at 30K steps for later
training convergence analysis.

The evaluation results for the naturalness of the generated
speeches are shown in Table 3. Without pitch control, the differ-
ences between the models are within the margin of confidence
intervals. However, testing over generated speeches with pitch
shift + 40Hz, we observe that TriniTTS300K outperforms Fast-
pitch + HiFi-GAN in speech naturalness.

Moreover, TriniTTS30K in Table 3 shows similar or slightly
worse MOS compared to not only TriniTTS300K but also other
baseline models as well. We demonstrate that the training con-
vergence reaches fast in TriniTTS multi-speaker model due to
the additional pitch information given as input and speaker em-
bedding conditioned to the alignment search module, which
leads to faster alignment searching.

3.3. Inference speed

In real-life applications, inference speed is an important fac-
tor in speech synthesis. We generated 100 speeches ran-
domly extracted from the LJSpeech test dataset using VITS
and TriniTTS single speaker model to compare the inference
speed. We use RTF as a comparison indicator: the elapsed
time to generate speech divided by the length of the gener-
ated speech. We used Nvidia T4 for GPU and Intel Xeon 2.10
GHz for the CPU environment. We set the environment variable
OMP NUM THREADS to 1 for CPU inference speed test.

7https://github.com/jaywalnut310/vits

Table 3: MOS with 95% confidence intervals on the VCTK dataset

Model MOS MOS
(pitch+40Hz)

Ground truth 4.27 ±0.03 4.30 ±0.03
Fastpitch + HiFi-GAN 4.10 ±0.05 4.01 ±0.05
VITSpre-trained 4.01 ±0.05 -
TriniTTS300K 4.07 ±0.04 4.08 ±0.04
TriniTTS30K 4.05 ±0.04 4.04 ±0.05

In Table 4, TriniTTS shows faster inference than VITS in
both CPU and GPU environments. We presume that faster
inference comes from the elimination of normalizing flow
module and sampling in VITS architecture even though pitch
prediction-related modules are added. The decrease in the num-
ber of parameters in Table 5 demonstrates that the size of the
model has become smaller in TriniTTS than VITS.

Table 4: RTF on the inference of 100 wavs

Model RTF on CPU (diff) RTF on GPU (diff)

VITS 0.3467 0.0048
TriniTTS 0.2454 (-28.84%) 0.0034 (-29.16%)

Table 5: Number of parameters in the inference stage

Model Num of params (diff)

VITS 35.35M
TriniTTS 31.27M (-11.5%)

4. Conclusion
This paper proposes TriniTTS, an end-to-end TTS model with
an on-the-fly alignment estimator and pitch controlling func-
tion. It managed to integrate an end-to-end architecture and
on-the-fly alignment estimation with pitch controlling pro-
cess in order to generate diverse speeches deterministically in
a simpler training manner. In terms of speech naturalness,
TriniTTS achieved speech quality close to the other state-of-the-
art models while outperforming Fastpitch + HiFi-GAN in pitch-
controlled speeches. It also generates speech faster than VITS
in the inference stage both in CPU and GPU environments. We
verified that the training steps got much more straightforward
by applying end-to-end architecture and on-the-fly alignment
search.

We will extend our approach towards changing the decoder
module to diverse generators and discriminators [28, 29] and
conditioning more information for the dataset, such as energy
factor to control volume over each token.

5. Acknowledgements
We appreciate Hyung Yong Kim, Jihwan Park, Yushin Lim,
Yunkyu Lim and Shukjae Choi for helpful discussions and ad-
vice in preparation for this paper.

19



6. References
[1] J. Shen, R. Pang, R. J. Weiss, M. Schuster, N. Jaitly, Z. Yang,

Z. Chen, Y. Zhang, Y. Wang, R. Skerrv-Ryan et al., “Natural TTS
synthesis by conditioning WaveNet on mel spectrogram predic-
tions,” in Proc. ICASSP, 2018, pp. 4779–4783.

[2] A. v. d. Oord, S. Dieleman, H. Zen, K. Simonyan, O. Vinyals,
A. Graves, N. Kalchbrenner, A. Senior, and K. Kavukcuoglu,
“Wavenet: A generative model for raw audio,” arXiv preprint
arXiv:1609.03499, 2016.

[3] Y. Ren, Y. Ruan, X. Tan, T. Qin, S. Zhao, Z. Zhao, and T.-Y. Liu,
“Fastspeech: Fast, robust and controllable text to speech,” in Proc.
Advances in Neural Information Processing Systems (NeurIPS),
vol. 32, 2019.

[4] Y. Ren, C. Hu, X. Tan, T. Qin, S. Zhao, Z. Zhao, and T.-Y. Liu,
“FastSpeech 2: Fast and high-quality end-to-end text to speech,”
in Proc. International Conference on Learning Representation
(ICLR), 2020.
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