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Abstract
In the field of speaker verification, the current trend is to
train a neural network-based speaker discriminative system and
use the hidden representation as a speaker embedding vector.
This framework has shown impressive performance in various
speaker verification tasks. The performance of this framework
is limited for mismatched conditions due to variability in the
speech that is not related to speaker identity. In order to over-
come this problem, we propose a novel training strategy that
regularizes the embedding network to have minimum informa-
tion about the nuisance attributes. More specifically, our pro-
posed method aims to minimize the mutual information be-
tween the speaker embedding and the nuisance labels during
the training process, where the mutual information is estimated
using the statistics obtained via an auxiliary normalizing flow
model. The proposed method is evaluated on cross-lingual and
multi-genre speaker verification datasets, and the results show
that the proposed strategy can effectively minimize the within-
speaker variability on the embedding space.
Index Terms: speaker recognition, speech representation learn-
ing, mutual information minimization, domain generalization,
SdSV 2021 Challenge, CNCeleb

1. Introduction
In recent years, attributed to the widespread deployment of
smart devices (e.g., smart phone, smart speaker), speaker ver-
ification has become a key technology for personal authentica-
tion in various applications. Due to the duration variable na-
ture of speech, generally, an utterance-level fixed-dimensional
vector (i.e., embedding vector) is extracted and fed into a scor-
ing or classification algorithm. Various methods have been pro-
posed utilizing deep learning architectures for extracting em-
bedding vectors and have shown state-of-the-art performance
when a large amount of training data is available [1–7]. How-
ever, despite their success in well-matched conditions, the deep
learning-based embedding methods are vulnerable to the per-
formance degradation caused by mismatched conditions [8].

To overcome this limitation, many attempts have been made
to improve the generalization of the embedding extraction net-
work to unseen domains [8–12]. One of the most widely
adopted approaches for this is the adversarial training strat-
egy [8, 9, 11, 12], where the speaker embedding network and
an auxiliary discriminator network are trained in a competitive
fashion. In [8, 9], an adversarial strategy with gradient rever-
sal layer was employed to regularize the embedding network
to learn less information about the attributes unrelated to the
main-task. In [11,12], a generative adversarial network (GAN)-
based [13] approach was adopted, where the speaker embed-
ding network and a domain discriminator network are trained in
a turn-based manner.

Although the adversarial training strategies have shown

promising performance in domain-mismatched speaker veri-
fication tasks, the adversarial strategies are known to suffer
from various problems. One of the limitations of the adver-
sarial strategies for speaker embedding learning is the use of
cross-entropy loss for the discriminator network. The softmax
cross-entropy is the lower-bound mutual information between
the input and the label [14]. Therefore, maximizing the cross-
entropy-based nuisance discriminator loss while training the
embedding network will not guarantee minimum mutual infor-
mation between the embedding and the nuisance attributes, as it
will only lower the lower-bound of the mutual information [15].

In this paper, we propose a novel framework for improving
the generalization capability of the speaker embedding network
to unseen domains, which we call MIM-DG (mutual informa-
tion minimization-based domain generalization) [16]. Unlike
the conventional cross-entropy-based adversarial strategy, our
proposed method minimizes the upper-bound of the mutual in-
formation between the speaker embedding and the nuisance la-
bels, which is estimated using the CLUB (Contrastive Log-ratio
Upper Bound) technique [15]. Since CLUB requires a condi-
tional likelihood estimator, we adopted a simple normalizing
flow model which can estimate the likelihood of the embedding
vector given its corresponding nuisance label. To evaluate the
performance of the proposed scheme, we conducted a set of ex-
periments using the SdSV (Short duration Speaker Verification)
2021 Challenge [17] and CNCeleb-2 [18] datasets. The experi-
mental results show that the proposed approach can improve the
speaker verification performance in mismatched scenarios.

The contributions of this paper are as follows:

• We propose a novel method for improving the gener-
alization of the speaker embedding network, which di-
rectly minimizes the upper bound of the mutual infor-
mation between the speaker embedding and the nuisance
labels.

• We compared the proposed regularization method with
the conventional SpeakerGAN framework [12] on vari-
ous challenging speaker verification benchmarks such as
the SdSV 2021 and the CNCeleb datasets.

• We analyze the within-speaker variability behaviour of
embeddings extracted from systems trained with dif-
ferent strategies including the conventional adversarial
strategy and the proposed MIM-DG method.

2. Backgrounds
2.1. Deep Architecture-based Speaker Embedding Extrac-
tor

In the past several years, various deep architectures for speaker
embedding extraction have been proposed. In most of these
frameworks, given a speech utterance X with T frames, a se-
quence of frame-level acoustic features {x1, ...,xT } extracted
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Figure 1: The general framework of the SpeakerGAN systems.

from X is fed into the frame-level network. Once the frame-
level outputs {h1, ...,hT } are obtained, they are aggregated
to obtain an utterance-level representation ω. One way of ag-
gregating the frame-level outputs is the self-attentive pooling
(SAP) [19,20], which computes the weighted average across the
frame-level representations. By using different weights for each
frame, speech frames with relatively higher target-relevancy can
contribute more to the embedding vector.

The embedding network is trained to maximize the speaker
discriminability. In this paper, we have trained the neural net-
works with the additive angular margin softmax (AAMSoft-
max) [21], which is one of the most popular choices of speaker
discriminative objectives.

2.2. SpeakerGAN

The SpeakerGAN framework [12] aims to minimize the domain
mismatch on the embedding space by adopting the adversar-
ial training scheme. More specifically, as shown in Figure 1,
the SpeakerGAN trains the speaker embedding network and the
domain classifier network competitively, similarly to the GAN
training strategy. The domain classifier D is trained to deter-
mine if the given embedding is from the target or source domain
using the binary cross-entropy loss:

Ldomain =− Eωs∼Ωs [log(D(ωs))]

− Eωt∼Ωt [log(1−D(ωt))],
(1)

where Ωs and Ωt are the source and target embeddings respec-
tively. On the other hand, the embedding network is trained
with a regularization loss, which is computed by inverting the
domain loss Equation 1:

Lemb =Lspeaker − Eωt∼Ωt [log(D(ωt))]

− Eωs∼Ωs [log(1−D(ωs))],
(2)

where Lspeaker is the speaker discriminative loss (e.g., AAM-
Softmax).

2.3. Contrastive Log-ratio Upper Bound (CLUB) of Mutual
Information

CLUB [15] is a mutual information estimation method that is
trained via contrastive learning. Given the conditional distribu-
tion p(ω|c), the mutual information CLUB is defined as:

ICLUB(c;ω) =Ep(ω,c)[log p(ω|c)]
− Ep(ω)p(c)[log p(ω|c)].

(3)

Unlike the mutual information estimated via MINE (Mu-
tual Information Neural Estimation) [22] or InfoNCE [23],
ICLUB(c;ω) is the upper bound of the true mutual information
I(c;ω).

Figure 2: The general architecture of the proposed MIM-DG
framework.

2.4. Normalizing Flow

Normalizing flow is a generative model which consists of a
stack of invertible functions which map the samples from a sim-
ple distribution pz(z) to a complex distribution pX(x). Let fi
be a mapping from zi−1 to zi, z0 = x and zn = z. Then x is
transformed into z through a chain of invertible mappings:

z = fn◦fn−1◦. . .◦f1(x). (4)

By the change of variables theorem, the log-likelihood of x can
be computed as follows:

log pX(x) = log pZ(z) +
n∑

i=1

log | det ∂fi
∂zi−1

|. (5)

Usually, the latent distribution pZ is set to be a stan-
dard normal distribution N(0, I). Since the second term∑n

i=1 log | det ∂fi
∂zi−1 | can be computationally expensive to ob-

tain, fi is required to have a tractable Jacobian. One way to
achieve this is to use an affine coupling layer which is defined
as follows:

zia = zi−1
a , (6)

zib = zi−1
b ⊙ exp(σ(zi−1

a )) + µ(zi−1
a ), (7)

where zia is the first half, zib is the second half of zi, and ⊙
is the channel-wise product. The Jacobian matrix of the affine
coupling layer is a lower triangular matrix, which allows effi-
cient computation for log |det ∂fi

∂zi−1 |:

log | det ∂fi
∂zi−1

| =
D/2∑

j=1

σ(zi−1
a )j , (8)

where σ(zi−1
a )j is the jth element of σ(zi−1

a ).

3. MIM-DG: Mutual information
minimization-based domain generalization

In our proposed method, we aim to extract an embedding ω
from the input speech X with maximum speaker-dependent in-
formation while suppressing the nuisance information (e.g., lan-
guage, genre). To maximize the speaker information within the
embedding vector, the embedding network is trained to min-
imize the cross-entropy-based loss function, such as AAM-
Softmax [21] given the speaker embedding and the speaker la-
bels.

3.1. Mutual information upper bound and Conditional
likelihood estimation via Normalizing Flow

Given the embedding vector ω and its corresponding nuisance
label c, to minimize I(ω; c), we aim to estimate and minimize

3675



the upper bound of the mutual information via the CLUB for-
mulation Eq. 3. However, in order to achieve this, we need to
estimate the conditional likelihood p(ω|c).

For this purpose, we propose to use a generative model,
more specifically a normalizing flow model called Real NVP
(Real-valued Non-Volume Preserving) [24]. In order to com-
pute the conditional likelihood, σ and µ in Equation 7 are ob-
tained as follows:

(σ, µ) = NN(zi−1
a , c), (9)

where NN is a feedforward neural network which takes the half
latent variable za and the nuisance label c as input.

Once the RealNVP model is trained, we can estimate the
mutual information upper bound as follows:

Lnuisance =Ep(ω,c)[log pω(ω|c)]
− Ep(ω)p(c)[log pω(ω|c)],

(10)

where log pω(ω|c) is the conditional log-likelihood estimated
using the conditional RealNVP.

3.2. Training strategy

In the proposed MIM-DG framework, the embedding network
is trained where the discriminability of the embedding ω in
terms of the speaker label y is maximized while the mutual in-
formation between ω and the nuisance label c is minimized.
To accomplish this, we optimize the network with the follow-
ing objective function, which incorporates a speaker discrimi-
nant loss Lspeaker and a mutual information regularization loss
Equation 10:

LMIM−DG = −Lspeaker + βLnuisance, (11)

where β is a predefined coefficient.
However, whenever the network parameters are updated,

the distribution of the embedding vectors will change as well.
Therefore, in order to compute Lredundancy , the RealNVP
should be updated with the new embedding vectors. Thus, as
depicted in Figure 2, we propose to train the embedding net-
work and the RealNVP network in a competitive fashion, sim-
ilar to the GAN training strategy. The MIM-DG training is
done in a 2-stage process: embedding network update and Re-
alNVP update. In the embedding network update phase, we
freeze the RealNVP parameters and estimate the conditional
likelihoods to compute Lnuisance. Then the embedding net-
work and classification network parameters are updated through
LMIM−DG = −Lspeaker + βLnuisance. In the RealNVP up-
date phase, the embedding network parameters are frozen and
the embeddings are extracted. Given the training data and their
corresponding embeddings, the RealNVP is updated via likeli-
hood maximization.

4. Experiments
To validate the impact of the proposed MIM-DG strategy in
domain-mismatched speaker verification, we have conducted
experiments in two different scenarios: cross-lingual and multi-
genre speaker verification. In both speaker verification sce-
narios, it is essential to maximize the speaker discriminabil-
ity, while minimizing the information on the nuisance attributes
(e.g., language, genre).

Figure 3: The total variance TV ar of embeddings extracted
from 5 speakers within the training set. For the SpeakerGAN
and MIM-DG systems, β = 0.001 was used.

4.1. Experimental Setup

The acoustic features used in the experiments were 40-
dimensional Mel-Frequency Cepstral Coefficients (MFCCs) ex-
tracted at every 10 ms, using a 25 ms Hamming window via
Kaldi toolkit [25].

We have experimented with the ECAPA-TDNN [26], an
architecture that achieved state-of-the-art performance in text-
independent speaker recognition. The embedding networks
are trained with segments consisting of 180 frames, using the
ADAM optimization technique [27]. The AAMSoftmax ob-
jective was used for training the embedding networks, and the
experimented networks were implemented via PyTorch [28],
based on the voxceleb-trainer open-source project [6]1. The net-
works were trained with an initial learning rate 0.001 decayed
with ratio 0.95 for 150 epochs, and the models from the best
performing checkpoint were selected. The batch size for train-
ing was set to 200. Cosine similarity was used for computing
the verification scores in the experiments.

4.1.1. Language disentanglement experimental setup

For our cross-lingual speaker verification experiments, we have
pre-trained the ECAPA-TDNN system with the AAMSoftmax
objective on the development subset of the VoxCeleb2 dataset
[29], consisting of 1,092,009 utterances collected from 5,994
speakers. After pre-training, the embedding network was fine-
tuned using the Task 2 Train Partition subset of the SdSV 2021
Task 2 Challenge set [17], which is a portion of the DeepMine
dataset containing 588 speakers [30]. Among the 588 speakers
of Task 2 Train Partition, 498 speakers contain both English and
Farsi languages, while the rest only contains Farsi language.
The evaluation was performed on the Task 2 Development and
Task 2 Evaluation set of the SdSV 2021 dataset, which consists
of 7,070 cross-lingual trials.

The minimum decision cost function (minDCF), which was
the main evaluation metric for the SdSV 2021 Challenge, was
compared.

4.1.2. Genre disentanglement experimental setup

For our multi-genre speaker verification experiments, we have
used the training portions of the CNCeleb dataset, which con-
sists of 2,800 speakers with 11 different genres (i.e., advertise-

1https://github.com/joonson/voxceleb trainer
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Table 1: The experimental results of the SpeakerGAN and the
proposed MIM-DG frameworks with ECAPA-TDNN architec-
tures on the SdSV Challenge 2021 Task 2 development and eval-
uation sets.

minDCF

Dev Eval
x-vector baseline [17] - 0.431800
No finetune 0.32721 0.308892
Finetune without regularization 0.19720 0.158967
SpeakerGAN (β = 1.0) 0.35782 0.280519
SpeakerGAN (β = 0.1) 0.44152 0.453705
SpeakerGAN (β = 0.01) 0.26112 0.187164
SpeakerGAN (β = 0.001) 0.21558 0.164531
MIM-DG (β = 1.0) 0.26316 0.200642
MIM-DG (β = 0.1) 0.21970 0.165910
MIM-DG (β = 0.01) 0.20754 0.165457
MIM-DG (β = 0.001) 0.21161 0.157044

Table 2: The experimental results of the SpeakerGAN and the
proposed MIM-DG frameworks with ECAPA-TDNN architec-
tures on the CNCeleb evaluation set.

EER [%]

i-vector baseline [18] 19.2900
x-vector baseline [18] 20.3500
Train without regularization 11.8354

SpeakerGAN (β = 1.0) 12.2219
SpeakerGAN (β = 0.1) 11.9628
SpeakerGAN (β = 0.01) 11.8164
SpeakerGAN (β = 0.001) 11.8840

MIM-DG (β = 1.0) 20.6026
MIM-DG (β = 0.1) 12.8077
MIM-DG (β = 0.01) 11.8635
MIM-DG (β = 0.001) 11.7882

ment, drama, entertainment, interview, live broadcast, movie,
play, recitation, singing, speech, vlog) [18]. The evaluation was
performed on the evaluation portion of the CNCeleb dataset,
which consists of 17755 target trials out of 3,484,292 trials.

The equal error rate (EER) of different systems was com-
pared in this paper.

4.2. Results

4.2.1. Cross-lingual speaker verification

In this section, we have conducted a set of cross-lingual speaker
verification experiments on the SdSV 2021 dataset. Figure 3 de-
picts the within-speaker total variances of 10 different speakers
within the SdSV 2021 Task 2 Train Partition set. The total vari-
ance TV ar is computed using the following formulation:

TV ar(Ωs) = trace(cov(Ωs)), (12)

where trace is the matrix trace operation and cov(Ωs) is the
covariance of the embeddings within Ωs. As shown in the fig-
ure, finetuning the network with in-domain dataset (i.e., Task
2 Train Partition) can significantly decrease the within-speaker
variability, even when trained without the nuisance labels (i.e.,
Finetune without regularization). The conventional Speaker-
GAN systems were able to decrease the within-speaker total
variance, but the general variance was slightly higher than the
systems finetuned without regularization. Such high variance
indicates that the adversarial training strategy does not guaran-
tee optimal domain generalization. The lowest within-speaker
total variance was observed from the proposed MIM-DG, which

may be attributed to the minimum language information within
the embeddings.

Table 1 shows the performance of the speaker verification
systems trained with various configurations on the SdSV 2021
development and evaluation sets. Analogous to the observation
made from Figure 3, Table 1 shows that finetuning the system
with in-domain dataset can dramatically improve the perfor-
mance in terms of min DCF. For SpeakerGAN and MIM-DG, it
can be seen that using high β (e.g., β = 1.0, 0.1) can degrade
the performance. From this observation, we could assume that
with high β, the network may not learn sufficient information
about the speaker due to the high emphasis on the domain gen-
eralization objective (e.g., Ldomain, Lnuisance). On the eval-
uation set, the proposed MIN-DG with β = 0.001 showed the
best performance in terms of minDCF, outperforming the sys-
tem trained without regularization with a relative improvement
of 1.21%.

4.2.2. Multi-genre speaker verification

In this section, we have conducted a set of multi-genre speaker
verification experiments on the CNCeleb dataset. Table 2 de-
picts the performance of the speaker verification systems trained
with different configurations. As shown in the results, the con-
ventional SpeakerGAN and the proposed MIM-DG systems
could improve the speaker verification performance with the
right choice of β coefficient. Especially the MIM-DG system
with β = 0.001 showed the best performance, which outper-
formed the system trained without regularization by 0.0472%
in terms of EER.

5. Conclusion
In this paper, we proposed a training strategy called MIM-DG
for disentangling the non-speaker information from the speaker
embedding vector. The proposed method aims to minimize the
upper bound of the mutual information between the embed-
ding vector and the nuisance labels, which is estimated using
the CLUB method. The proposed MIM-DG strategy was eval-
uated in cross-lingual and multi-genre speaker verification ex-
periments using the SdSV 2021 Challenge Task 2 and CNCeleb
datasets, respectively. Our results showed that the MIM-DG can
effectively decrease the within-speaker variability in the embed-
ding space.

However, we could observe that the performance gain
achieved by the MIM-DG was often very minimal. In our future
study, we will explore various scheduling methods for the MIM-
DG training process to balance the weight of the speaker dis-
criminative and the regularization losses. Moreover, we will be
investigating the possibility of using different generative mod-
els for estimating conditional likelihood in the MIM-DG frame-
work.
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