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Abstract
We propose a real-time AI system to conduct sentence-level

quality assurance of conversational alignment based on speaker-
diarized dialogues transcribed from automatic speech recogni-
tion of continuous audio stream. This system utilizes two new
interactive engine: (1) an online registration-free speaker di-
arization component to perform separation of speech utterances
of multiple speakers in the conversations that learns from user
feedback; (2) a turn-level scoring mechanism that infers the
conversation quality by computing a similarity score between
the deep embeddings of a user-specified scoring inventory of in-
terest, and the current sentence that the user is speaking. These
real-time scores are known to be predictive to successful con-
versational outcome (such as relating to the therapeutic working
alliance, which is an important indicator of clinical psychother-
apy outcome). Other than evaluating the empirical advantages
of the core components on existing dataset, we demonstrate
the effectiveness of this system in a web-based application at
https://www.baihan.nyc/viz/Voice2Alliance/.
Index Terms: automatic speech recognition, speaker diariza-
tion, computational linguistics, natural language processing

1. Introduction
Conversational alignment, or working alliance, is a psychologi-
cal concept that describes several important cognitive and emo-
tional components of the relationship between these two agents
in the conversations, including the agreement on the goals to
be achieved and the tasks to be carried out, and the bond, trust
and respect to be established over the course of the dialogue. It
measures the tendency for communication partners to align with
each other both in their verbal and non-verbal behaviors, and the
strength of the alliance is one of the main factors that predict
success in the clinical setting of psychotherapy [1]. Tradition-
ally, the alliance can only be measured through post hoc self-
reports of the participants on very limited point-scales ques-
tionnaire valuation [2]. This approach does not make use of the
nuances afforded by natural language, is time-consuming and
difficult to follow through systematically outside of research
studies; even more so is the evaluation of individual dialogue
turns over the course of each session.

There has not been such a system, as the one we are current
demonstrating, that can (1) record and transcribe the session in
real-time, (2) assess the quality of the conversation in a turn-
level resolution based on the conversational alignment, and (3)
doesn’t require any pretraining or pre-registration of the partic-
ipants. Having a such tool would be very useful for practical
applications such as training TV interviews, monitoring psy-
chotherapy, assisting job assessments, and building better AI as-
sistants to interact with general public. In this work, we propose
such a real-time AI system to accomplish all three objectives. It
is web-based, interactive, informative, and learns continually.

Figure 1: Analytical Framework of Voice2Alliance System

Figure 2: Flowchart for the online speaker diarization and dia-
logue quality assessment components of Voice2Alliance

2. Methods
Fig 1 is an outline of the analytic framework. The continu-
ous audio stream is fed into the system. First, we perform the
speaker diarization by training the system for a few rounds by
interacting with sparse feedback from the user.

Online speaker diarization. In laboratory setting, the
state-of-the-art approaches usually emphasize the registration
step with deep networks trained on large-scale speaker profile
dataset. However, in real life, requiring all users to complete
voiceprint registration before a multi-speaker teleconference is
hardly a preferable way of real-time system deployment. A
preferable AI engine for a realistic speaker diarization system
should (1) not require user registrations, (2) allow new user to be
registered into the system real-time, (3) transfer voiceprint in-
formation from old users to new ones, (4) be up running without
pretraining on large amount of data in advance. While attrac-
tive, assumption (4) introduced an additional caveat that the la-
beling of the user profiles happens purely on the fly, trading off
models pre-trained on big data with the user directly interact-
ing with the system by correcting the agent as labels. To tackle
these challenges, we follow [3] and use BerlinUCB [4], an on-
line semi-supervised learning bandit algorithm to do diariza-
tion, by treating this problem as an interactive online learning
problem with cold-start arms and episodically revealed rewards
(the user can either reveal no feedback, approving the agent by
not intervening, or correcting the agent), as in the flowchart in
Fig 2. For each episodes without feedbacks, a self-supervision
process assigns a pseudo-action upon which the reward map-
ping is updated. Finally, it generate new arms by transferring
the learned arm parameters for similar profiles given the user
feedbacks. (For more details, please refer to [3, 5, 6]).
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Figure 3: Example inventory items and their positivity scales

Figure 4: Empirical results on MiniVox and AlexStreet datasets

Conversational alignment inventories. After we obtain
a relatively well diarization result, we can configure the qual-
ity assessment setting by specifying a proper inventory. In this
demonstration, we use the Working Alliance Inventory (WAI),
a set of self-report measurement questionnaire that quantifies
the therapeutic bond, task agreement, and goal agreement [2].
Operationally, our goal is to derive from these 36 items three
alliance scales: the task scale, the bond scale and the goal scale.
They measures the three major themes of psychotherapy out-
comes: (1) the collaborative nature of the dialogue participants’
relationship; (2) the affective bond between them, and (3) their
capabilities to agree on treatment-related short-term tasks and
long-term goals. The score corresponding to the three scales
comes from a key table (Fig 3) which specifies the positivity
or the sign weight to be applied on the questionnaire answer
when summing in the end. The full scale is simply the sum of
the scores of the three scales. The key table is like a weighting
matrix that specifies the directionalities of the scales.

Transcription and real-time quality assessment. Now
we are ready for real-time quality annotation. Given the au-
dio stream for a given user, we first transcribe the diarized au-
dio stream with standard automatic speech recognition module.
Following the approach proposed in [7, 8], we embed both the
dialogue turns and the inventories with deep sentence or para-
graph embeddings (in this case, the SentenceBERT [9]), and
then compute the cosine similarity between the embedding vec-
tors of the turn and its corresponding inventory vectors (Fig 2.
With that, for each turn (either by patient or by therapist), we
obtain a 36-dimension working alliance score.

3. Empirical Results
For the speaker diarization component, we evaluate it in the
MiniVox benchmark [3], a standard VoxCeleb-based simulation
environment that mimics sporadic user interactions for the on-
line speaker diarization task, and report its cumulative reward
at each time step (reward at each step being 1 minus Diariza-
tion Error Rates). We test for 5 speakers (“C5”), use both the
Mel Frequency Cepstral Coefficients (MFCC) and VGG, a con-
volutional neural net, as the speech embeddings, and vary the
probability that the user feedback is revealed (e.g. p=0.5). As
in Fig 4A, BerlinUCB (blue) constantly outperforms the base-
line (red), whether the user number is given (“orcale”) or not.

For the alliance annotation, since there are no ground truth,
we analyze the Alex Street Counseling and Psychotherapy Tran-
scripts dataset which consists of transcribed recordings of over
950 therapy sessions between multiple anonymized therapists
and patients. We observe that our alliance scores significantly
predict suicidality in the patients (Fig 4B) and produces inter-
esting and interpretable trajectories (in the alliance space of the

Figure 5: Screenshots of the Voice2Alliance web app: instruc-
tions, inventory inputs, diarization training, quality assessment.

three major scales) during the therapy sessions of different psy-
chiatric conditions (Fig 4C). We notice that the suicidal trajec-
tories are much more spread out in the bond and task scales.
Based on the directionality (big dot are the end points), the sui-
cidality trace shows a significant divergence trend.

4. Interactive System: Voice2Alliance
“Voice2Alliance” is an interactive web-based system (Fig 5).
We first give users the instructions on how to use the system.
Then they are lead to input their own inventory used to evalu-
ate the dialogue quality. In this case, we put in a default one,
using the working alliance inventory. They are guided to input
the score scale corresponding to each inventory item and click
on “Analyze” to finalize. In the speaker diarization part, we
compute and visualize the Mel Frequency Cepstral Coefficients
(MFCC) in a sliding window fashion given the real-time audio
input from microphone, with the MFCC bands color coded in
the page. At the start, there are only two buttons available: “No
Speaker” and “New Speaker”. The agent chooses an arm by set-
ting it be highlighted. If it is correct, we do not have to change
it (unless it’s “New Speaker”, where we need to click on it to
confirm creating a new arm). The feature band θ̂a of each arm
is also color coded real-time to visualize how the agent learns
across trials. If it is incorrect, we click on the right arm to give
the system a feedback. Then the user move to the annotation
panel, where they can see that a transcript is displayed, along
with who is speaking. The computed alliance score in the three
scales are also dynamically displayed in real-time according to
the content of the dialogue turn by the current user.
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