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ABSTRACT

A Sound Event Localization and Detection system is capable
of identifying the type and source of an acoustic event in a
3-dimensional space. Typically, such a system is trained us-
ing a Multi-Task Learning (MTL) framework, where the loss
propagated is a linear combination of individual task losses.
However, it has been found that the hard-parameter sharing
strategy for an MTL framework can degrade the system per-
formance. In addition, deriving the optimal loss combination
can be time-consuming empirically and may not be the best
way. This work proposes a cross-stitch network with a novel
attention module that improves the feature representations.
Further, we propose the use of a loss balancing algorithm
to weigh the loss contribution adaptively, thereby eliminating
the need to tune the loss weightage empirically. The proposed
system is then evaluated on L3DAS22 challenge dataset as a
part of our challenge participation and achieves a significant
performance improvement of over 20% compared to the state-
of-the-art SELDnet. We also note that our system ranked 3rd

in the L3DAS22 challenge Task 2 without any data augmen-
tation or external dataset to increase the training samples.

Index Terms— Sound event localization and detection,
multi-task-learning, cross-stitch network, parameter sharing,
L3DAS22 challenge

1. INTRODUCTION

Sound Event Localization and Detection (SELD) is a research
topic that has garnered increasing attention since the intro-
duction of such a task in the annual Detection and Classifica-
tion of Acoustic Scenes and Events (DCASE) challenge [1].
Unlike Sound Event Detection (SED), where the objectives
are to identify the events present in an audio clip and per-
form temporal localization [2], SELD further extends the task
by including spatial localization. Capability to track a sound
source temporally and spatially can have many practical ben-
efits in real-life applications such as improving human-robots
interaction [3], smart-home surveillance [4], underwater ex-
ploration [5], and speaker localization [6].

In order to accommodate overlapping events in a SED
task, the conventional method applies a sigmoid function on
the output layer, and events with predicted probabilities above

a pre-defined threshold are then considered as present in that
particular frame or clip. Such a technique can also be ap-
plied for a SELD task. However, it does not allow the pre-
diction of homogenous overlapping events (i.e., events of the
same class overlapping in time) [7], where a system is sup-
posed to provide multiple Direction-Of-Arrival (DOA) esti-
mation for sound sources of similar class. As such, a few
works [8–10] do not consider the homogenous overlapping
events, given that the percentage of such cases may be very
small in a dataset.

Guizzo et al. [11] proposed increasing the network output
size to accommodate the homogenous overlapping event de-
tection. However, this can introduce a track permutation prob-
lem [7, 12] and significantly increase the disk space require-
ment while saving the training labels. While Cao et al. [7,12]
proposed the trackwise prediction coupled with Permutation
Invariant Training (PIT) [13], they only consider up to 2 over-
lapping events.

From the Multi-Task Learning (MTL) perspective, the
loss contribution from each subtask (SED and DOA estima-
tion) should be weighed carefully. However, most of the
literature [9–12, 14] either weigh the loss equally or tune
the weight factors manually, which increases the model tun-
ing time and may not even be the optimal values given that
exhaustive tuning is impractical.

This work extends the trackwise prediction with PIT [13]
by considering up to 3 overlapping events in our participa-
tion to L3DAS221 challenge. In addition, we propose a novel
attention module, ROtating max Attention Module (ROAM),
which combines Max Feature Map (MFM) [15] and Convo-
lutional Triplet Attention Module (CTAM) [16]. The MFM
separates noisy as well as informative signals and plays a
role for feature selection [15], while CTAM computes atten-
tion weights by capturing cross-dimension interaction using a
three-branch structure [16]. Such a combination is expected
to improve the feature representation, which positively im-
pacts the overall performance. We then propose using loss
scale balancing [17] that adaptively weighs the loss contri-
bution of two subtasks in each iteration, thereby eliminates
manual tuning and ensures our network learns both tasks ef-
fectively for SELD.

1https://www.l3das.com/icassp2022/index.html
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Fig. 1. Types of architecture designs for SELD.

The resulting architecture is then compared against the
state-of-the-art (SOTA) on the L3DAS22 challenge Task 2
dataset. In summary, the contributions of this work are:

1. Proposal of a novel attention module to improve feature
representation.

2. Proposal of using an adaptive loss weightage algorithm
that eliminates repetitive parameter tuning.

3. Benchmarking our proposed system with state-of-the-
art and participants of L3DAS22 challenge Task 2.

The remainder of the paper is organized as follows; Sec-
tion 2 describes the related work and Section 3 provides the
details of our proposed methodology. The experimental setup
and results with discussion are included in Section 4 and Sec-
tion 5, respectively. Finally, Section 6 concludes the work.

2. RELATED WORKS

The deep learning-based architectures for SELD can gen-
erally be categorized into three categories as shown in Fig.
1. The representative example for Category A is the SELD-
Net [9], which utilizes Convolutional Recurrent Neural Net
(CRNN) for feature extraction and temporal processing. Out-
puts from the CRNN will be passed to two different branches
of Fully Connected (FC) layers, where one branch will be
responsible for SED while the other will provide the DOA.
Optimization of the model is done by backpropagating the
weighted loss of the SED loss and the DOA loss. Such imple-
mentation is straightforward and can detect non-homogenous
overlapping events with their respective DOA within a time
frame. However, the joint optimization approach with hard
parameter sharing can degrade the overall performance [8].

The alternative would be to break down the SELD task
into multiple subtasks, which is considered the Category B
methodology. Kapka and Lewandowski [18] proposed to
break down the SELD task into 4 different subtasks: 1) es-
timating the number of sources, 2) multilabel classification
of sound events, 3) DOA estimation for single source, and
4) DOA estimation for the second source for overlapping
scenarios. While such a proposal obtained the top score
in DCASE 2019 challenge, it is not generalizable to other
problems where the number of polyphony is more than 2.
Moreover, it can be cumbersome to train multiple models for
different subtasks.

The third type of architecture is the joint optimization
methodology with soft parameter sharing. Such a strategy
usually consists of multiple modules with some form of

Fig. 2. Proposed architecture.

Fig. 3. Details of ROAM and CTAM modules.

information flow between them. Cao et al. [12] proposed
the cross-stitch technique [19] for soft parameters sharing
between different modules and obtain competitive results
against the SOTA.

3. PROPOSED METHODOLOGY

3.1. Network Description

Inspired by [12], we propose an architecture that adopts the
soft parameter sharing strategy. The number of filters at each
convolution block is (64, 128, 256, 512) with a kernel size of
(3, 3), stride of (1, 1) and padding size of (1, 1). The pooling
size at each convolution block are (4, 2), (4, 2), (4, 2), (2,
1), respectively. As seen in Fig. 2, each convolution block
contains ROAM which is illustrated in Fig. 3A. The ROAM
module can be expressed mathematically using the following
equations.

Given that Gm ∈ IRC×T×F and Hm ∈ IRC×T×F rep-
resents output from two convolution layers at m MFM oper-
ation, where C, T and F represent the number of channels,
frames and frequency bins, respectively. Let gc

m,h
c
m repre-

sents the feature map of channel c in Gm and Hm, respec-
tively. The elements of gc

m and hc
m at position (i, j) are com-

bined through the element-wise maximum operator which is
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defined as
kcm,ij = max(gcm,ij , h

c
m,ij) (1)

where 1 ≤ i ≤ T , 1 ≤ j ≤ F and kcm,ij represent the new
element. After two MFM operations, the feature map, K2 ∈
IRC×T×F , is passed to the CTAM module and output, Y, is
expressed as

Y =
1

3
(K2(σ(ψ1(K

∗
2)))+

K̃2(σ(ψ2(K̃∗
2))) + K̂2(σ(ψ3(K̂∗

2)))) (2)

where σ indicates the sigmoid activation, ψ1, ψ2, ψ3 indi-
cates the convolutional operation. K̃2 and K̂2 represents the
rotated K2 with a size of T ×C ×F and size of F × T ×C,
respectively. K∗

2, K̃∗
2 and K̂∗

2 represent the concatenation of
output from Global Average Pooling (GAP) and Global Max
Pooling (GMP) operations along the first dimension and has
the dimension of 2×T ×F , 2×C×F and 2×T ×C, respec-
tively. The overline in K̃2 represents the rotation operation to
convert K̃2 back to the size of C × T × F . The process flow
of ROAM is illustrated in Fig. 3B.

Since there are two dedicated branches for SED and DOA,
the output from each convolutional block in each branch are
combined using cross-stitch technique [19]. Mathematically,
the elements at position (i, j) of channel c in the new feature
maps, ýcSED,ij and ýcDOA,ij , are derived using the elements at
the same position from the original feature map, ycSED,ij and
ycDOA,ij , and is given as

[
ýcSED,ij

ýcDOA,ij

]
=

[
αc

S αc
D

βc
D βc

S

] [
ycSED,ij

ycDOA,ij

]
(3)

where αc
S, αc

D, βc
S and βc

D form one set of trainable parameters
for channel c.

3.2. PIT with adaptive loss weighting algorithm

After the trackwise predictions from the network are ob-
tained, the total loss, ltotal can be calculated as follow.

ltotal = λlSED + τ lDOA (4)

where λ and τ are weighing parameters. Let N denotes a set
containing all possible permutations. n ∈ N(t) represents a
possible frame-level permutation at frame t. lSED and lDOA are
defined as

lSED =
1

T

T∑

t=1

lSED,n,t, lDOA =
1

T

T∑

t=1

lDOA,n,t (5)

Based on PIT [13], n is the permutation that gives the smallest
summation of lSED,n,t and lDOA,n,t among all permutations.

lSED,n,t = − 1

QE

Q∑

q=1

E∑

e=1

(Pn,qet log(P̀qet))

+ ((1− Pn,qet)(log(1− P̀qet))) (6)

lDOA,n,t =
1

QO

Q∑

q=1

O∑

o=1

(V 2
n,qot − V̀ 2

qot) (7)

where Q, E and O represent the number of tracks, events and
coordinates, respectively. Pn,qet and P̀qet represents the tar-
get probability for permutation n, and predicted probability
for track q, event e at frame t, respectively. Vn,qot is the tar-
get value for permutation n, track q, coordinate o at frame t.
While V̀qot is the predicted value for track q, coordinate o at
frame t.

To set λ and τ adaptively, we propose using the adaptive
loss weighting algorithm [17], which consists of three phases
depending on loss records, γtotal,r, γSED,r, and γDOA,r. γtotal,r
represents the average total loss over r iterations. While
γSED,r, and γDOA,r represent the average lSED and average
lDOA over r iterations. γtotal,r is defined as

γtotal,r = λrγSED,r + τrγDOA,r (8)

Since there are no records of losses in the first iteration,
equal weighting is adopted for initialization (i.e., both λr=1

and τr=1 are set as 0.5).
At the start of the second iteration, λ and τ are calculated

using the previous loss records.

λr = µ
γtotal,r−1

γSED,r−1
, τr = (1− µ)

γtotal,r−1

γDOA,r−1
(9)

where µ represents the priority factor which is set as 0.5. The
loss records are then updated accordingly.

From the third iteration onwards, the difficulty factors
DSED,r and DDOA,r are incorporated, which help assigning
more weights to the more difficult task. DSED,r and DDOA,r

are defined as

DSED,r = (γSED,r−1/γSED,r−2)/(γtotal,r−1/γtotal,r−2)

DDOA,r = (γDOA,r−1/γDOA,r−2)/(γtotal,r−1/γtotal,r−2) (10)

γtotal,r at this stage is defined as

γtotal,r = Ar(DSED,rλrγSED,r +DDOA,rτrγDOA,r) (11)

where Ar is a control parameter defined as

Ar = 1/(µDSED,r + µDDOA,r) (12)

The total training loss form third iteration is calculated as

ltotal,r = Ar(DSED,rλrlSED,r +DDOA,rτrlDOA,r) (13)

4. EXPERIMENTAL SETUP

The L3DAS22 challenge Task 2 dataset [11] is used for the
studies. It contains 900 audio clips of 30s with a sampling
rate of 32 kHz. Among these, 600 clips are used for training,
150 for testing, and the remaining 150 for challenge evalua-
tion. Each clip was synthesized by convolving monophonic
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Table 1. Comparison of various attention modules.
Attention Module F1-score (%)

No attention 62.5
MFM 64.4
CTAM 63.3

Attentive MFM 64.2
ROAM (Proposed) 64.6

Table 2. System performance with various λ and τ .
{λ, τ} F1-score (%) {λ, τ} F1-score (%)
{1, 1} 62.2 {0.1, 0.9} 58.2

{0.9, 0.1} 63.4 {0.8, 0.2} 63.7
{0.7, 0.3} 63.8 {0.8, 0.3} 64.3
{0.5, 0.5} 63.3 {0.8, 0.4} 64.4
{0.3, 0.7} 62.9 Adaptive 64.6

dataset [20] and the ambisonics impulse responses collected
in a typical office environment. The dataset comprises 14
events, and each clip may contain up to 3 overlapping events.

Spectrograms are extracted for all 4 channels in each clip
using Short-Time Fast Fourier Transform with a window size
of 1024 and a hop length of 400 samples. The spectrograms
are then used to derive the intensity vectors and mel spectro-
grams using 128 mel bins.

We trained our model using a batch size of 8, and each
batch of samples is augmented with Gaussian noise and time
shift. The initial learning rate is set at 5e-4 and is decayed
every iteration using a cosine function [21], where the mini-
mum learning rate is set as 1e-6. AdaBelief [22] is used as the
optimizer and the max training epoch is set at 100, where an
early stopping criterion is used if the model does not improve
within 25 epochs. In the inference stage, the SED outputs
are binarized with a threshold of 0.5, where 1 indicates the
event’s occurrence. The system performance is measured us-
ing the location-sensitive detection metric [23] with a segment
length of 0.1s and an allowable Spatial Error (SE) of 2m.

5. RESULTS AND DISCUSSION

We first compare the proposed ROAM with other attention
modules. From Table 1, we observe that ROAM shows the
highest performance, resulting from an improved feature rep-
resentation as compared to using only MFM [15] or attentive
MFM [24], which uses a higher parameter count.

An analysis is then performed to evaluate the effectiveness
of adaptive loss weighting. The results using fixed λ and τ are
first obtained for various combinations as shown in Table 2.
While manual tuning can provide insight into the best weigh-
ing combination (in our case let λ be larger than τ ), it requires
repeated tuning to obtain the best results. Moreover, the op-
timal combination can change with every modification to the
network. Thus, the use of an adaptive weighing strategy can
eliminate repetitive hyperparameter tuning and as observed in
Table 2, it can be very effective.

Table 3. Detailed error analysis using F1-score (%).
OV1 OV2 OV3 Overall

SELD (SE=2m) 81.5 66.4 56.3 64.6
SED only 81.9 71.3 63.8 68.9

DOA only (SE=1m) 99.3 73.2 51.3 66.9
DOA only (SE=1.5m) 99.5 83.3 65.3 77.2
DOA only (SE=2m) 99.6 90.6 77.0 85.4

DOA only (SE=2.5m) 99.7 93.9 86.1 91.0
DOA only (SE=3m) 100 97.6 93.5 96.0

OV1-3 refers to the number of overlapping sources

Table 4. F1-score (%) comparison with SOTA system.
Methodology Dev Test Challenge Eval

Baseline (Pretrained) 39.6 34.3
Proposed 64.6 56.9

Proposed (Ensemble) 68.0 57.5

To understand the causes behind the detection error, we
performed a detailed error analysis on the development test
set by considering different aspects of the system. As ob-
served from Table 3, our SELD performance generally de-
grades with an increasing polyphony, given that overlapping
sources can be hard to detect. By considering only the SED
and the DOA performance, we found that our SED predic-
tions are not as good as the DOA predictions. The over-
all SED performance is 68.9%, while the DOA performance
with an allowable SE of 2m is 85.4%. Based on the results,
our DOA estimations have a more significant error for over-
lapping events. However, our DOA estimations for the non-
overlapping events are robust, and most are within a 1m error.

We then compare the proposed system with the baseline
SOTA, SELDnet, in Table 4. It is observed that our proposed
system obtained a significant improvement of 25% against the
pretrained model of SELDnet provided by the L3DAS22 chal-
lenge organizers. The use of posterior ensembling method can
further increase the performance gap to 28.4%. On the chal-
lenge evaluation set, we obtain an performance improvement
over 20%. It is also worth noting that our system ranked 3rd

in L3DAS22 challenge Task 2 without using any data aug-
mentation or external dataset to increase the data size during
training, which showcases the effectiveness of our method.

6. CONCLUSION

This work presents a cross-stitch network integrating a novel
attention module referred to as ROAM for SELD. We then
consider an adaptive loss weighing algorithm to train our
network, which dynamically changes the weighting using
the previous loss records at each iteration and eliminates the
need for extensive experiments. The experimental results on
L3DAS22 challenge dataset show that our proposal signifi-
cantly outperforms the SOTA. The future work will focus on
data augmentation strategies to increase the training data size,
which may further enhance the system performance.
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