
L3DAS22: EXPLORING LOSS FUNCTIONS FOR 3D SPEECH ENHANCEMENT

Tyler Vuong1∗ , Mark Lindsey1∗, Yangyang Xia1, Richard Stern1,2

1Department of Electrical and Computer Engineering, Carnegie Mellon University
2Language Technologies Institute, Carnegie Mellon University

tvuong@andrew.cmu.edu, marklind@andrew.cmu.edu, raymondxia@cmu.edu, rms@cs.cmu.edu

ABSTRACT

This work explores the effects of different speech enhance-
ment loss functions traditionally used for monophonic sig-
nals when applied to the L3DAS22 Challenge 3D Speech
Enhancement Task. In addition to baseline time-domain
losses, loss functions in the time-frequency and modulation
domains are introduced to a common network. These losses
are compared by their effect on system performance for the
task, and then by their correlation with important speech
enhancement metrics, such as word error rate (WER) and
short-time objective intelligibility (STOI). Findings show
that the Phase-Constrained Magnitude (PCM) loss paired
with modulation loss improved performance by 12.1% rel-
ative to the L3DAS22 baseline in terms of the challenge’s
evaluation metric. It was also found that the the modulation
distance is consistently more correlated with WER and STOI
than other metrics.

Index Terms— Speech enhancement, 3D audio, array
processing, loss functions

1. INTRODUCTION

The L3DAS22 Challenge [1] is the second of a series of 3D
audio challenges hosted at global speech and audio confer-
ences. The aim of the challenge is to develop methods for
processing 3D audio recorded by Ambisonic microphones.
The challenge is split into two tasks: 3D speech enhancement
(SE) and 3D sound event localization and detection (SELD).
The primary focus of this work and its references is the SE
task, the goal of which is to produce a clean, single-channel
output signal from a noisy, multi-channel input signal.

The original architecture provided as the baseline for
the SE task in the 2021 challenge was a beamforming time-
domain model based on a Filter-and-Sum Network (FaSNet)
[2]. The winning system for the 2021 challenge (and baseline
system for the 2022 challenge) [1, 3] opted to address the
problem in the time-frequency domain by transforming the
input via STFT and processing it with a multi-channel U-Net.
Other approaches to 3D SE include traditional beamforming
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and masking approaches intended to handle Ambisonic input
[4], and beamforming mask estimation via long short-term
memory (LSTM) recurrent neural networks [5], after which
the LSTM was replaced by a U-Net architecture in [6].

In addition to changing the domain of operation and sys-
tem architecture, [3] also explored options for loss functions.
The 2021 baseline system was trained with a mean squared
error (MSE) time-domain loss. It was found that for the U-
Net architecture, the mean absolute error (MAE) loss in the
time domain achieved better performance than MSE. Other
losses considered that did not out-perform MAE include opti-
mal scale-invariant signal-to-noise ratio (OSI-SNR) [7] in the
time domain and mean absolute logarithmic error (MALE) in
the frequency domain.

This work explores the effects of different loss functions
traditionally used on monophonic data when applied to the
L3DAS22 SE task. In addition to the waveform MAE loss
provided as the baseline, losses in the time-frequency and
modulation domains are introduced to the network. These
losses are compared by their effect on system performance
for the task, and then by their correlation with important SE
metrics, such as word error rate (WER) and short-time objec-
tive intelligibility (STOI).

Other work, such as [8], has attempted to estimate WER
directly from reverberant waveforms with great success. Note
that this work does not intentionally aim to create a system for
a priori WER or STOI estimation; rather, it provides analysis
of the correlation between these target metrics and the losses
used to train the network.

Organization of this paper: The method for SE, includ-
ing architecture and loss functions, is outlined in the next sec-
tion, after which the experimental setup is defined. Finally,
experimental results are presented and discussed, and con-
cluding remarks are made.

2. METHOD

Since the purpose of this work is to show the efficacy of differ-
ent loss functions for 3D speech enhancement, the only model
architecture used was the baseline architecture provided by
the L3DAS22 Challenge. Four different loss functions are
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applied to this single architecture. The architecture and loss
functions are described below.

2.1. Model Architecture

The L3DAS22 baseline SE model architecture is a U-Net
[9] beamforming architecture which was the best-performing
model in the L3DAS21 Challenge for the same task [10, 3].
The U-Net mimics a traditional beamforming pipeline by
learning beamforming filters. The model contains three main
modules: 1) an encoder for extracting high-level features, 2)
a decoder for reconstructing features from encoder output,
and 3) skip connections between each of the correspond-
ing encoder and decoder layers. The model accepts noisy
B-format Ambisonic input and produces clean monophonic
output. The input is transformed into complex spectrograms
which are passed to the U-Net for processing, after which it
is transformed back into a time-domain signal via the ISTFT.
The model and input feature configurations that we used for
this research were exactly the same as those provided in the
official challenge baseline [1, 3]. The difference lies in the
loss functions used to train the models.

2.2. Waveform Loss

The waveform loss was the baseline loss provided by the chal-
lenge. The loss compares the enhanced output signal and the
clean target signal by calculating the L1 distance between the
two unnormalized waveforms, as in Equation 1. Here, x[n]
is the target waveform, x̂[n] is the estimated waveform, N is
the number of samples in the waveform, and

∣∣ ·
∣∣ indicates

absolute value.

Lwaveform =
1

N

N∑

n=1

∣∣x[n]− x̂[n]
∣∣ (1)

2.3. STFT Magnitude Loss

The STFT Magnitude (STFTM) loss is the L1 distance be-
tween the magnitude spectrograms of the estimated and target
signals. The loss is described mathematically in Equation 2,
where |X[n, k]| and |X̂[n, k]| are respectively the magnitudes
of the STFTs of the target signal and estimated signal, N is
the number of time frames, and K is the number of frequency
channels. Note that the STFT was calculated with segments
of length 512 windowed by a Hann window, hop length of
128 samples, and FFT length of 512.

LSTFTM =
1

N ·K
N∑

n=1

K∑

k=1

∣∣|X[n, k]| − |X̂[n, k]|
∣∣ (2)

2.4. Phase-Constrained Magnitude Loss

The Phase-Constrained Magnitude (PCM) loss was intro-
duced in [11] and used in [12] as a way to overcome an

existing artifact issue that appears in magnitude-based losses
for time-domain networks. The PCM loss is the L1 distance
between the real components of the STFTs of the estimated
and target signals plus the L1 distance between the imaginary
components. This can be expressed mathematically as Equa-
tion 3, where Xr[n, k] and Xi[n, k] are respectively the real
and imaginary components of the STFT of the target signal,
and X̂r[n, k] and X̂i[n, k] are the corresponding real and
imaginary components of the estimated signal. Note that the
STFT parameter settings for this feature are the same as for
the STFTM loss.

LPCM =
1

N ·K
N∑

n=1

K∑

k=1

|(|Xr[n, k]| − |X̂r[n, k]|)

+(|Xi[n, k]| − |X̂i[n, k]|)|
(3)

2.5. Modulation Loss

The modulation loss is based on work from [13] and repre-
sents the distance between the estimated and target signals
in the modulation domain. The loss function was motiviated
by the spectro-temporal modulation index (STMI) [14]. The
STMI is a measure of speech integrity in the modulation do-
main as viewed by a model of the auditory system. To trans-
form the signal into the modulation domain, the 80-channel
log-Mel spectrogram of the signal is extracted, after which
the spectrogram is filtered by 60 spectro-temporal receptive
field (STRF) kernels [15, 16], resulting in modulation spec-
trograms. The parameters of the STRF kernels are learned
while training STRFNet [17] to perform speaker identifica-
tion on Librispeech [18]. Each kernel has a time support of
250 ms and a span of 25 channels on the Mel scale.

Once the modulation spectrograms of the estimated and
target signals are calculated, a weighted spectro-temporal
modulation error (STME) is calculated using Equation 4.
This STME is used as the loss function to train the SE sys-
tem.

LSTME =

∑N
i=1 ||STMR

(i)
X − STMR

(i)

X̂
||2

∑N
i=1 ||STMR

(i)
X ||2

(4)

Here, STMR
(i)
X refers to the modulation spectrogram fil-

tered by the ith STRF kernel for the target signal, STMR
(i)

X̂
refers to the corresponding spectrogram for the estimated sig-
nal, N is the number of STRF kernels, and || · || indicates the
L2 norm.

3. EXPERIMENTAL SETUP

3.1. L3DAS22 Dataset and Evaluation

Detailed specifications about the L3DAS22 data and evalua-
tion metrics can be found in [1]. The dataset is comprised
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of over 80 hours of speech from over 40,000 simulated en-
vironments. Data is provided in the form of noisy B-format
Ambisonic audio paired with its associated monophonic tar-
get clean speech.

The official challenge evaluation metric for the task (T1)
is a linear combination of WER and STOI for each utterance,
described in Equation 5, where WER is calculated by a pre-
trained version of wav2vec2.0 [19].

T1 = (STOI + (1−WER))/2 (5)

In addition to T1, other metrics were also tracked for
further performance analysis. These metrics include: WER,
STOI, PESQ, waveform L1 distance, waveform L2 distance,
STFTM distance, PCM distance, and modulation distance.

3.2. Training Procedure

The training and development data were generated from the
train100 and train360 datasets using the official challenge
scripts [1]. Specifically, the script generated segments of
speech that were 4.792 seconds in duration where 80% of all
the generated segments was used for training and the remain-
ing 20% was used for development. All speech enhancement
systems were trained using the AdamW optimizer with a
learning rate of 1e−3, weight decay of 1e−4, and a batch size
of 12 in PyTorch1. System training was stopped when the
development error did not decrease after 20 epochs.

4. EXPERIMENTAL RESULTS AND DISCUSSION

4.1. Official Evaluation Results

The submitted system, which utilized both the PCM loss and
modulation loss with the baseline architecture, achieved a T1
metric of 0.934 for the test data. These results show an ab-
solute improvement of 0.101 and a relative improvement of
12.1% over the baseline, which put the system in 7th place
out of 17 teams for the challenge. Average T1, WER and
STOI results are displayed in Table 1.

Loss WER STOI T1
Baseline 0.212 0.878 0.833

Submission 0.066 0.934 0.934

Table 1. Official Evaluation Results

4.2. Loss Comparison

To compare the efficacy of the four loss functions, internal
evaluation was performed on the development dataset. The
results, shown in Table 2, indicate that the network trained
with PCM loss produced the best performance, followed most

1https://pytorch.org/

closely by modulation loss, and then STFTM and waveform
loss.

Loss WER STOI T1
Waveform 0.195 0.900 0.853
STFTM 0.133 0.912 0.889

Modulation 0.103 0.916 0.906
PCM 0.089 0.935 0.923

Table 2. Loss Comparison on Development Data

4.3. Metric Analysis

In order to better understand why the four losses performed
like they did, the correlation between the two important stan-
dard metrics (WER and STOI) and all other losses and met-
rics were calculated for each of the four models. The follow-
ing two subsections describe the findings of this correlation
study in terms of the Pearson correlation coefficient (LCC),
the Spearman correlation coefficient (SPCC), and the Kendall
τ coefficient (KTAU).

4.3.1. Correlation with WER

Because STOI and PESQ are the standard metrics of objective
intelligibility, one might assume that they would be highly
correlated with WER. However, this work has found that cor-
relation is quite weak for both of these metrics. Of the metrics
that were tracked in the experiments, the correlation between
WER and modulation distance was the strongest, followed by
STOI, then PESQ, and then the other metrics.

Training Loss Metric LCC SPCC KTAU

Waveform

Mod. 0.59 0.58 0.42
STOI 0.54 0.55 0.40
PESQ 0.23 0.34 0.25
PCM 0.01 0.07 0.05

STFTM

Mod. 0.47 0.44 0.32
STOI 0.42 0.41 0.30
PESQ 0.16 0.28 0.20
PCM 0.10 0.00 0.00

Modulation

Mod. 0.42 0.38 0.28
STOI 0.33 0.36 0.27
PESQ 0.14 0.24 0.18
PCM 0.12 0.01 0.01

PCM

Mod. 0.38 0.38 0.28
STOI 0.32 0.34 0.25
PESQ 0.14 0.28 0.20
PCM 0.08 0.05 0.03

Table 3. Metric Correlations with WER (Absolute Value)

The correlation coefficients shown in Table 3 were cal-
culated using the metrics across all development utterances
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without aggregation. As indicated in the table, this calculation
was done for each of the four systems trained with different
losses. A clear trend indicates that, with no aggregation, the
correlation between modulation distance and WER is always
stronger than any other metric. This trend suggests that for SE
networks that intend to optimize WER for downstream ASR
tasks, it may be beneficial to track and optimize modulation
distance in training.

Fig. 1. Scatter of Metrics vs. WER for PCM Loss Model

Note that, while the trend clearly holds for the data shown
here, the LCC of STOI with WER can surpass that of modula-
tion distance with WER when the data are aggregated for the
PCM loss model. The reason for this behavior remains un-
known at the present time. However, fitting a first order linear
regression to the data using 4-fold cross-validation shows that
modulation distance predicts WER with the lowest average
error, as seen in Table 4. Even using STOI, PESQ, and mod-
ulation distance together as multivariate input performs only
slightly better than modulation distance on its own.

Input metric Mean WER prediction error
STOI 8.8%
PESQ 9.3%

Mod. dist. 8.6%
STOI+PESQ+Mod. 8.5%

Table 4. Results of WER Prediction by Linear Regression

4.3.2. Correlation with STOI

Modulation distance is consistently the metric most strongly
correlated with STOI regardless of model, correlation co-
efficient, or aggregation. This suggests that for SE models
aimed at optimizing the STOI of the output, tracking the
modulation distance or using modulation loss may be useful
in training. Interestingly, previous studies have used spectro-
temporal modulation information to predict speech intelligi-

bility [20, 21]. Correlation coefficients for the unaggregated
data can be seen in Table 5.

Training Loss Metric LCC SPCC KTAU

Waveform

Mod. 0.75 0.80 0.61
PESQ 0.55 0.64 0.46
PCM 0.32 0.34 0.23

STFTM 0.33 0.35 0.24

STFTM

Mod. 0.67 0.72 0.53
PESQ 0.50 0.55 0.39
PCM 0.20 0.22 0.15

STFTM 0.24 0.26 0.17

Modulation

Mod. 0.66 0.71 0.53
PESQ 0.50 0.53 0.38
PCM 0.10 0.14 0.09

STFTM 0.12 0.15 0.10

PCM

Mod. 0.68 0.75 0.55
PESQ 0.55 0.59 0.43
PCM 0.23 0.25 0.17

STFTM 0.26 0.28 0.19

Table 5. Metric Correlations with STOI (Absolute Value)

5. CONCLUSIONS

This work has introduced useful loss functions which can be
applied to the baseline architecture for the 3D SE Task of the
L3DAS22 Challenge. The three loss functions which per-
formed better than the baseline waveform loss function in-
clude STFTM loss, PCM loss, and modulation loss. All three
of these losses improved system performance primarily by de-
creasing WER compared to the baseline loss, but also by in-
creasing STOI. The model trained with both PCM loss and
modulation loss placed 7th in the challenge with a T1 metric
of 0.934.

In addition to reporting competition performance results,
this work also explored the correlation between various per-
formance metrics and the T1 metric, which is a linear combi-
nation of STOI and WER. It was found that the modulation
distance was the most strongly correlated metric with both
STOI and WER, even when compared to standard objective
intelligibility metrics. Modulation distance also has the ad-
vantage of being differentiable, which allows it to be used as
the modulation loss referenced above.

Future work in this area may include exploring the effects
of training with more than one of these loss functions, in-
cluding the change in overall performance or correlation be-
tween various metrics. Extending these experiments to multi-
channel datasets other than L3DAS22 would also be a bene-
ficial addition to the observations in this work.
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