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Abstract
Stabilized weighted linear prediction (SWLP) is a recentlyde-
veloped method to compute stable all-pole models of speech
by applying temporal weighting of the residual energy. In this
study, SWLP is used for spectrum estimation in the first stage
of the MFCC computation. The resulting acoustic feature repre-
sentation is tested in a speech recognition front-end in simulated
noisy conditions. When compared to other spectrum estima-
tion methods as a part of the MFCC framework, the proposed
spectrum estimation method clearly outperforms the FFT (peri-
odogram), linear prediction and minimum variance distortion-
less response (MVDR) methods in terms of noise robustness.
Index Terms: speech recognition, feature extraction, linear pre-
diction

1. Introduction
Current automatic speech recognition (ASR) systems work well
when the conditions in the training phase and the recognition
phase are well matched in terms of language, speaker popu-
lation, speaking style, environmental noise and channel char-
acteristics. ASR, however, becomes problematic inmismatch
conditions in which the signal to be recognized is corruptedby
environmental and/or channel noise that was not present during
training.

The training in ASR systems typically consists of three
stages: 1) signal preprocessing, 2) feature extraction and3) pat-
tern classifier training. For recognition, the stages are: 1) signal
preprocessing, 2) feature extraction and 3) pattern recognition.
In the case of mismatch between training and recognition, there
are various ways to improve the robustness of ASR systems in
the different stages. It is possible, for example, to improve ro-
bustness in the signal preprocessing stage via speech enhance-
ment techniques [1, 2]. Speech enhancement techniques, how-
ever, typically succeed better in improving the subjectivequal-
ity thanintelligibility of noisy speech [2] although intelligibility
is probably the primary aspect in robust ASR.

In the feature extraction stage, the speech features are usu-
ally based on signal processing that produces an auditory-like
representation of the short-time magnitude spectrum. The mel
frequency cepstral coefficients (MFCC) representation is,by
far, the most widely used framework for feature extraction
[1, 2]. The method by which the short-time magnitude spec-
trum is estimated in the first stage of the MFCC computation
has been found to affect the robustness of the MFCC features
in mismatch conditions; alternatives to the conventional peri-
odogram (FFT) spectral estimation in the MFCC computation
include linear prediction (LP) [4] and minimum variance distor-
tionless response (MVDR) estimation [5]. Besides the MFCC,

alternative feature extraction methods that aim at increased ro-
bustness by mimicking the desirable properties of the human
peripheral auditory system include perceptual linear prediction
(PLP) [6], ensemble interval histograms [7] and the recently
proposed, MVDR-based PMCC features [5]. The outputs from
these methods are often converted to a cepstral form for use as
ASR features. Cepstral liftering techniques, when appliedto
cepstral feature vectors, may make the features less sensitive to
environment and channel conditions [3].

Taking a longer temporal history into account during fea-
ture postprocessing may also lead to improved robustness. One
widely used such technique is cepstral mean normalization [1],
in which the long-time mean is simply subtracted from the cep-
stral feature vectors in order to focus on pattern structureorig-
inating from speech, not from changes in the environment or
channel. Feature filtering techniques, in particular RASTAfil-
tering [8], use temporal history to focus on the most important
modulation frequencies of the short-time features. In the pattern
recognition stage, acoustic model adaptation techniques can be
employed to adapt to the changed conditions [1].

This paper introduces a novel feature extraction method for
the recognition of noisy speech. The method is based on short-
time spectral estimation using a new technique called stabilized
weighted linear prediction (SWLP) [9]. SWLP, which is based
on the principle of weighted linear prediction [10], uses tempo-
ral weighting of the squared prediction error to emphasize the
contribution of those samples that are less vulnerable to noise.
It produces low-order all-pole spectral estimates that arerobust
in the presence of noise [9].

Using MFCC as the feature extraction framework, this
study compares the ASR robustness of SWLP to three other
methods of spectral estimation: FFT, LP and MVDR. The
features are evaluated in the task of isolated word recogni-
tion (IWR) instead of continuous or connected speech recog-
nition because of two reasons. First, state of the art continu-
ous speech recognizers rely heavily on language models to im-
prove their performance. Because language modeling compen-
sates for shortcomings in the acoustic modeling, it may to an
unknown extent mask or distort the relative performance dif-
ferences between the different features. Second, the acoustic
modeling in both continuous and connected speech recognition
benefits from long-time temporal structure. By instead focusing
on IWR with vocabularies consisting of fairly short and com-
mon words which might differ by just one phoneme, it can be
argued that the feature evaluation concentrates more effectively
on the importance of the correct identification of phonetic units
based on the short-time spectrum.

The IWR system used in the present study is based on dy-
namic time warping (DTW). DTW has been widely replaced by
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HMM methods in continuous speech recognition, the main fo-
cus of current ASR research. However, DTW is still well suited
for IWR tasks and provides a good test bench for the present
purpose of feature evaluation.

2. Stabilized weighted linear prediction
Weighted linear prediction (WLP) is a method to compute all-
pole models of speech by applying temporal weighting of the
residual energy. The goal is to find the coefficient vectora =
(1 a1 · · · ap)

T , of ap:th order FIR predictor, which minimizes
the cost functionE(a) (also known as the temporally weighted
prediction error energy)

E(a) =

N+p
X

n=1

(εn(a))2wn, (1)

whereεn(a) = xn +
Pp

i=1 aixn−i is the prediction error,
N is the length of the signalxn (signal xn is assumed to be
zero outside the interval[1, N ]) and wn is the time-domain
weight function. The corresponding all-pole filter is obtained
asH(z) = 1/A(z), whereA(z) is the z-transform ofa.

By choosing an appropriate waveform forwn, one can ei-
ther temporally emphasize or attenuate the weight of the resid-
ual energy prior to the optimization of the filter parameters. In
the current study, the weight function was chosen based on the
short-time energy (STE):wn =

PM−1
i=0 x2

n−i−1, whereM is
the length of the STE window. The idea of weighting is mo-
tivated from the point of view of computing linear predictive
models that are more robust against noise than the conventional
LP. This perspective is based on the fact that the STE func-
tion over-weights those sections of the speech waveform which
comprise samples of large amplitude (see Figs. 1(a) and 1(c)).
These segments are less vulnerable to additive uniformly dis-
tributed noise in comparison to values of smaller amplitude.

The minimization of the cost functionE(a) leads to normal
equation

Y
T
Ya = σ2 [1 0 · · · 0]T , (2)

where σ2 is the error energy and the signal matrix
Y = [y0 y1 · · · yp] ∈ R

(N+p)×(p+1) where y0 =

[
√

w1x1 · · ·
√

wNxN 0 · · · 0]T . The columnsyk of the ma-
trix Y can be generated via the formulayk = Byk+1, k =
0, 1, . . . , p − 1. Ma et al. [10] usedB(i, j) =

δj−i−1

p

wi/wi+1, whereδ refers to the Dirac delta function.
However, in this case the stability of the corresponding all-
pole filter can not be guaranteed. On the other hand, the WLP
method computed using matrixB, defined as

Bi,i+1 =

(

p

wi/wi+1, if wi ≤ wi+1

1, if wi > wi+1,
(3)

guarantees the stability of the corresponding all-pole filter
[9]. Therefore, WLP method computed using matrixB, de-
fined above, is called thestabilized weighted linear prediction
(SWLP) model.

The behavior of SWLP in spectral modeling of speech is
demonstrated in Fig. 1. In this figure, the analyzed sound is
shown together with the STE weight functions in the upper
panels. The lower panels show the spectra of parametric all-
pole models of orderp = 10 computed with three techniques:
conventional LP with the autocorrelation criterion, MVDR and
SWLP. In order to demonstrate the effect of the weight function
length, the SWLP analysis was computed using theM value

equal to 8 (left panel) and 24 (right panel). The examples de-
picted demonstrate two characteristic features of SWLP. First,
the weight function computed by the STE clearly emphasizes
those segments of speech where the data values are of large
amplitude while segments of small amplitude values are given
lesser weights. Second, the shape of the all-pole spectrum com-
puted by SWLP is, in general, smooth. However, the behavior
of the SWLP spectrum depends on the length of the STE win-
dow: with M = 8, the SWLP shows a very smooth spectral
behavior reminiscent of MVDR, but for the largerM value the
sharpness of the resonances in the SWLP spectrum increases
and its general spectral behavior approaches that of LP.

3. Recognition system
3.1. Feature extraction

All feature vectors investigated in the present work are in the
MFCC form. The stages of the MFCC computation for one
speech frame can be outlined as follows [1, 2]: 1) estimation
of the short-time magnitude spectrum; 2) computation of log-
arithmic mel-filterbank energies using triangular bandpass fil-
ters in the frequency domain; 3) discrete cosine transformation
of the logarithmic filtered energies. The MFCC feature repre-
sentations evaluated differ in how the magnitude spectrum is
estimated. In each case, the computation results in 13 MFCC
coefficients, of which 12 are included in the feature vector;the
”zeroth” coefficient is excluded, as it is related to the signal en-
ergy rather than to the shape of the magnitude spectrum. Delta
and delta-delta parameters are not included either, even though
it is likely that they might improve the results. These choices
are justified by the present goal of searching for the most ro-
bust short-time spectral modeling technique, capitalizing only
on the spectral information available in a single frame. After-
wards, and depending on the ASR task at hand, other perfor-
mance/robustness improving techniques with longer-term pro-
cessing can be employed, including speech enhancement filter-
ing, delta coefficients, cepstral mean normalization and feature
filtering. It is reasonable to expect that the benefits achieved by
the robust initial spectral estimation carry over to these cases.

The first stage of the MFCC computation is spectrum esti-
mation. The most common implementation of MFCCs simply
uses the FFT for this purpose. The MFCC feature vector ob-
tained by this method will be referred to as FFT-MFCC. An-
other alternative is to use linear prediction [4]; the resulting fea-
ture vector will be called LP-MFCC. LP-MFCC will be used
with model orderp = 10. By estimating the magnitude spec-
trum using MVDR, the MVDR-MFCC feature vector is ob-
tained [5]. MVDR-MFCC will be evaluated with two model
orders:p = 10 andp = 80. The lower value equals the order
of the two other all-pole models used (LP and SWLP), while the
higher value is motivated by previous ASR studies with MVDR
[5]. The use of SWLP similarly leads to SWLP-MFCC, which
will be tested with model orderp = 10 and two different values
for theM parameter:M = 8 andM = 24 [9].

3.2. Classification

The recognition system is based on a dynamic programming
method called dynamic time warping (DTW) [2, 3]. The idea
of DTW is to compute a meaningful time-aligned distance be-
tween two templates, a test templateT (n) consisting ofNT

feature vectors and a reference templateR(n) consisting ofNR

feature vectors, by warping their time axes in order to synchro-
nize acoustically similar segments in the templates. The time
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Figure 1: Time-domain waveforms of clean speech (vowel /a/ produced by a female speaker) and short time energy (STE) weight
function (upper panels) and corresponding all-pole spectra of order p = 10 computed by LP, MVDR and SWLP (lower panels). SWLP
analysis was computed using two different values for the length of the STE window: M = 8 (left panels) and M = 24 (right panels).

alignment is accomplished by finding the minimum-cost path
through a grid ofNT × NR nodes, where each node(i, j)
corresponds to a pair of feature vectors(T (i),R(j)) and has
associated costd(T (i),R(j)). In the current implementation,
d(T (i),R(j)) is chosen to be the squared Euclidean distance
between two MFCC feature vectorsT (i) andR(j). The opti-
mized DTW distance is given by the sum of the node costs along
the best path. The current system uses the so-called constrained
endpoints version of DTW, where the path is required to start
from grid node(1, 1) and end in node(NT , NR) [2]. The local
continuity constraints of the present implementation dictate that
along any permitted path, any grid node(i, j) can be reached by
one move only from one of the nodes(i − 1, j), (i, j − 1) or
(i − 1, j − 1). Exceptions naturally occur at grid boundaries
wherei = 1 or j = 1. In addition to these constraints, at most
two consequtive moves from(i, j − 1) to (i, j) are permitted,
except at the grid boundary wherei = NT .

The training templates are clustered [3] using complete link
agglomerative clustering [11]. This involves computing pair-
wise DTW distances between all training templates correspond-
ing to the same vocabulary word. For each word in the vocab-
ulary, ten clusters are generated and one reference template is
chosen from each cluster. The representative template for each
cluster is chosen as the one with the minimum average distance
between it and every other template in the same cluster. Dur-
ing the recognition phase, each test template (test word) isrec-
ognized as follows. DTW distances are computed between the
test template and each reference template (of which there are ten
for each word in the vocabulary). For each vocabulary word, the
average of the three smallest DTW distances is computed. The
recognition decision is then made based on the smallest such
averaged distance. Similar averaging is suggested in [3].

4. Experiments
4.1. Test material

Two disjoint sets of word utterances are used for feature evalu-
ation. They will be referred to as T21 and T22, having vocab-
ularies of 21 and 22 words, respectively. Both consist of words
extracted from the DARPA TIMIT continuous speech database
of American English [12].

The vocabulary of T21 consists of the words in the two
“SA” sentences spoken by every speaker in TIMIT. The sen-
tences are “she had your dark suit in greasy wash water all year”
and “don’t ask me to carry an oily rag like that”. The training

subset of T21 consists of these words spoken by 136 randomly
chosen male and 136 female speakers in the “train” subset of
TIMIT (this number was chosen because it is the number of fe-
male speakers in the TIMIT “train” subset). The testing subset
of T21 has the words spoken by 50 randomly chosen male and
50 randomly chosen female speakers in the TIMIT “test” sub-
set (which has completely different speakers from the “train”
subset). Thus, the training and testing portions of this word set
contain totals of 5712 and 2100 word tokens, respectively. A
similar TIMIT-based corpus, albeit with slightly different sizes
of the training and testing sets and nonbalanced male-female
speaker populations, was used in [13], where the best evaluated
HMM-based recognizers using single-frame acoustic features
achieved a word recognition performance of 91.0 %.

T22 consists of all the word segments in the “SX” and “SI”
utterances that belong to the following vocabulary: about,after,
also, always, don’t, enough, every, first, from, hand, hard,into,
just, large, many, most, often, only, please, what, when, which.
This vocabulary was obtained using the following three crite-
ria: 1) the canonical transcription of the word, according to the
TIMIT dictionary, must contain at least four quasi-phonemic
units; 2) the word must occur at least 25 times in the TIMIT
“train” subset (SX/SI utterances); 3) the word must occur at
least five times in the “test” subset (SX/SI utterances). Unlike
T21, T22 is not balanced in terms of word occurrence counts or
speaker gender. The training and testing portions of this word
set contain totals of 906 and 324 word tokens, respectively.

The speech material was downsampled to 8 kHz for the
evaluation. All features were computed using a frame length
of 20 ms and a frame shift of 10 ms. No pre-emphasis filter-
ing was used. Noise corruption was done by adding white and
pink noise to the test data with five different SNR levels. The
prerecorded noise was taken from the Noisex-92 database [14].

4.2. Results

The results are shown in Table 1 and Tables 2-5 for clean and
noisy speech, respectively. With clean speech, the word recog-
nition accuracy was around90% for T21 and varied between
80% and85% for T22. The lower scores for T22 are likely due
to the shortage of training data to account for all the speaker
variability. Differences between the evaluated feature extrac-
tion techniques were quite small for clean speech. However,the
best performance was shown by LP-MFCC and SWLP-MFCC
(M = 24), hence reflecting the fact that SWLP with largeM
becomes similar to LP (see Section 2).
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For noisy speech, the best performance among the tested
feature extraction techniques was given by SWLP-MFCC. In
particular, SWLP-MFCC withM = 8 showed superior per-
formance. Furthermore, SWLP-MFCC showed good perfor-
mance for both white and pink noise. The results for FFT-
MFCC and LP-MFCC are in agreement with a previous study,
which found LP-MFCC to be more robust than FFT-MFCC in
moderate noise conditions [4]. MVDR-MFCC shows, in gen-
eral, modest improvements in comparison to the ordinary FFT-
MFCC, which is in line with the findings reported in the litera-
ture, e.g. [5].

Table 1:Clean speech recognition rates (%) for two data sets.

Feature vector T21 T22

FFT-MFCC 90.9 82
LP-MFCC 91.6 84

MVDR-MFCC, p=10 89.5 80
MVDR-MFCC, p=80 89.7 81
SWLP-MFCC, M=8 88.7 81
SWLP-MFCC, M=24 90.3 85

Table 2:Recognition rates (%) for the T21 set with white noise.

Signal to noise ratio (dB)
Feature vector 20 15 10 5 0

FFT-MFCC 63.8 45.2 23.5 13.2 7.3
LP-MFCC 67.9 52.1 33.0 15.4 6.2

MVDR-MFCC, p=10 63.2 46.7 27.3 12.2 4.8
MVDR-MFCC, p=80 62.5 44.5 27.0 11.2 5.9
SWLP-MFCC, M=8 76.3 61.4 39.4 18.4 6.3
SWLP-MFCC, M=24 75.5 56.0 33.5 13.5 6.1

Table 3:Recognition rates (%) for the T21 set with pink noise.

Signal to noise ratio (dB)
Feature vector 20 15 10 5 0

FFT-MFCC 80.6 65.0 43.8 20.9 10.7
LP-MFCC 83.5 69.4 48.5 24.5 11.7

MVDR-MFCC, p=10 79.0 63.0 44.8 23.9 11.3
MVDR-MFCC, p=80 82.0 65.0 43.7 23.9 11.8
SWLP-MFCC, M=8 84.7 77.4 60.7 37.3 19.7
SWLP-MFCC, M=24 84.3 74.9 54.9 31.2 16.4

5. Conclusions
This study introduced the use of a potential noise robust all-
pole modeling technique, stabilized weighted linear prediction,
in the feature extraction stage of speech recognition. The paper
compared SWLP with several other established spectral estima-
tion methods as part of a rudimentary MFCC feature extractorin
mismatched, noisy recognition conditions. In IWR recognition
experiments, SWLP showed superior performance in compari-
son to FFT, LP and MVDR. This first study on SWLP suggests
that the method could be a useful basis for speech feature ex-
traction, as its computational requirements are reasonable and it
can easily be integrated into a conventional MFCC framework.
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