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Abstract

Characterizations of the voice spectrum in emotional utter-
ances like the Hammarberg index or the amount of energy be-
low a certain pivot point often ignore speaker dependent pitch
information. Furthermore, these approximations of spectral
slope are not very sensitive to details of the spectral shape.
Here, we present three approaches to incorporate speaker spe-
cific information in determining the appropriate pivot value for
distinguishing between low and high frequencies. Additionally,
three different approaches of characterizing the spectral slope
of the LTAS (Long-Term Average Spectrum) are presented. The
validity of these approaches is tested on a corpus of emotional
speech developed at the University of Geneva. The results show
the feasibility and usefulness of taking speaker specific informa-
tion into account as well as more extensive characterizations of
the slope of the LTAS.
Index Terms: Spectral slope, Emotion, Voice quality

1. Introduction
Emotional states are reflected in vocal utterances. Listeners
have since long been shown to be able to recognize emotional
states based on vocal cues alone [1]. The vocal information
used to recognize affective states is traditionally divided in four
groups: temporal aspects, aspects relating to pitch, to intensity,
and voice quality, primarily associated with the spectral proper-
ties of the speech signal [2].

Voice quality can be conceptualized perceptually as well as
acoustically. Perceptually, voice qualities include harsh voice,
tense voice, modal voice, breathy voice, creaky voice and whis-
per [3]. These voice quality properties are reflected in the in-
tensity of the harmonics of the spectrum. Breathy voices have
a large first harmonic, while creaky voices have larger higher
harmonics. These observations led to several measurements de-
scribing the relations between harmonics and between harmon-
ics and formants [4]. The difference between the lower and
higher frequencies is also reflected in the spectral slope, the av-
erage drop-off of intensity per unit of frequency. From this, a
number of indices related to voice quality have been put for-
ward in the emotion literature, i.e., the amount of energy be-
low 500[Hz] or 1000[Hz], the Hammarberg Index, ie., the dif-
ference between the maximimum energy in the 0..2[kHz] and
in the 2..5[kHz] band [5]. One problem of these measures is
that they are possibly affected by the fundamental frequency of
the speaker. Another issue is that a gross linear approximation
of the spectrum can obscure important differences in spectral
shapes.

Here, we take a more principled approach to the slope of the
spectrum. First, speaker specific information is incorporated in
calculating the spectral slope. This is done by calculating three

”pivots” based on the tenth harmonic of the fundamental fre-
quency, the second formant and the balance between high and
low parts of the spectrum. Second, we compare a more princi-
pled way of estimating the slope of the spectrum by both a linear
and an exponential approximation of the shape of the spectrum
with the traditional Hammarberg Index and a Hammarberg in-
dex based on our three pivot points.

Our methods are applied to a corpus of emotional speech,
the Geneva Multimodal Emotional Portrayals [6]. This corpus
contains seventeen emotions expressed by ten actors. The emo-
tions are expressed in one of two nonsense sentences (ne kali
bam soud molen or koun se mina lod belam) or in the sustained
vowel /a/. Emotions present in the corpus are: admiration,
amusement, anxiety (worry), cold anger (irritation), contempt,
despair, disgust, elation, hot anger (rage), interest, panic fear,
pleasure, pride, relief, sadness (depression), shame, surprise,
and tenderness. The spectral slopes are calculated on the long-
term average spectra of 150 carefully selected sentences. The
pivot point for all these calculations is based on the long-term
average spectrum of the /a/ when expressing interest.

2. Method
The lower part of the spectrum mainly contains phonetic in-
formation (the fundamental frequency as well as F1 and F2,
the two lowest formants, which are sufficient to characterize
recognizable vowels) whereas the higher part of the spectrum
is known to convey more information about the voice quality.
Thus, when measuring spectral slope in an emotional context,
one would better concentrate on the higher part of the spectrum.
The question is then how to choose a pivot value, separating the
higher and lower parts of the spectrum. In this section we intro-
duce several possible choices of speaker-dependent pivot posi-
tioning, as well as different measurements that can be derived
from it.

2.1. Speaker-dependent pivot frequency

The 2[kHz] value chosen by Hammarberg has the property to
lie above the second formant of any vowel, which is consistent
with the above considerations about phonetic and voice quality
information. However, using a fixed value ignores the different
vocal characteristics of each speaker. Below we present sev-
eral possible choices for speaker-dependent pivot positioning,
and inspect their impact on the quality of subsequent emotions
discrimination.

2.1.1. Nth harmonic based pivot positioning

The first approach consists in using a multiple of the mean fun-
damental frequency of the interest /a/ as the pivot position.

F0 contours are first extracted from all the recordings of
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each speaker and averaged. Subsequently, any multiple of this
mean F0 value can be used as the pivot position. After compar-
ing the fifth, tenth and fifteenth harmonic, we chose the tenth
harmonic as the basis for further analysis.

2.1.2. Formants based pivot positioning

Another approach consists in using formants to determine the
pivot position.

As the spectral energy below F2 mainly contains phonetic
information (see section 2), F2 is the most appropriate choice
(among the other formants) to separate the lower from the
higher parts of the spectrum. We thus chose to use the extracted
second formant of the interest /a/ recordings of each speaker as
the pivot value.

Figure 1 illustrates the F2 extraction process. We used
PRAAT [7] with standard settings to extract the first three for-
mants from the recordings. As shown in figure 1, formant ex-
traction is a tricky business. Local formant analysis often yields
discontinuities. These discontinuities can be reduced using for-
mant tracking methods across time, which works often less than
perfectly. In our case, we used the a priori knowledge that we
are analyzing the vowel /a/ uttered by french speakers, and the
fact that we are looking for the second formant, which is known
to lie around 1500[Hz] in this case [8].

In order to limit errors due to the raw extraction process, we
thus selected the extracted formant which lies closest to this ref-
erence value. We only considered the portions of sound where
the energy was higher than the maximum energy of the sound
minus 10[dB] to avoid onset and offset transients, and averaged
the corrected F2 in this portion of time to get our final pivot
value.

Figure 1: Illustration of the F2 extraction for one interest /a/
recording. Measurements of F1, F2 & F3 (thin lines), and final
F2 extraction (thick line).

2.1.3. Spectral balance based pivot positioning

Another approach, which avoids the potential artefacts of mea-
surements such as F0 or formant analysis, consists in choosing
the frequencies that separates the spectrum of each interest /a/
in two parts having a fixed ratio of energies.

In our case, the LTAS is used to locate this frequency. The
signal is segmented in 20 ms frames with 50% overlap. The
frames are then windowed by a Hanning window and trans-
formed into the spectral domain by Fourier transformation. The
different power spectra are finally averaged to obtain the LTAS.

To obtain the pivot position, we compute I as the first value
of i for which :

i∑
k=1

X(k) ≥ λ

N∑
k=i

X(k) (1)

where X represents the LTAS (from 0 to π radians), N the
number of bins of the X , and λ the desired energy ratio of the
lower to the higher part of the spectrum. The frequency of the
pivot is finally calculated as :

fpivot = (I − 1)
fs
2N

(2)

where fs represents the sampling frequency of the record-
ings. A value of λ = 50 yields pivot frequencies typically
located between 1000[Hz] and 2000[Hz], which is consistent
with the considerations of sections 1 and 2.1.2.

Figure 2: Illustration of the pivot positioning by spectral bal-
ance for an /a/ recording, for the state of ”interest” considered
to be close to a neutral state. The lower to higher part energy
ratio is fixed here at 50.

2.2. Spectral slope measurements

Once the pivot frequency of a speaker has been chosen by ei-
ther method, several spectral slope measurements can be de-
rived from it and applied to any sentence or speech sample.

So far we only discussed the pivot frequency, but the end
of the considered spectral portion is also of importance. Once
again, Hammarberg decided to use a fixed value of 5[kHz].
In the present case, we chose to keep a fixed value, but use
8[kHz] instead, as the literature suggests that energy up to that
frequency is still very likely to convey information of interest.

2.2.1. Modified Hammarberg Index

First, we calculated the same difference of energies as in the
Hammarberg index, replacing the 2[kHz] value by our pivot.
The modified Hammarberg index is still defined as the differ-
ence between the maximum energy in the higher part of the
spectrum and the maximum energy in the lower part.

2.2.2. Spectral slope

Another way to get information about the spectral slope is to
apply linear regression to the considered spectral portion. We
then obtain a simple straight line of the form:

G = af + b (3)
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whereG corresponds to the energy of the spectrum in [dB],
a to its slope in [ dB

Hz
], f to the frequency in [Hz], and b to

the offset of the regression line in [dB]. In our case, we only
consider the slope a the relevant parameter.

Figure 3 illustrates the results of such a regression.

Figure 3: Illustration of the linear regression on the LTAS of
one corpus sentence.

2.2.3. Spectral drop-off curvature

We can still get more information about the spectrum aspect by
fitting a decaying exponential to it. The fitted function is then
of the form:

G = Aeαf + b (4)

where A corresponds to the dynamic range of the spectrum
in [dB], f to the frequency in [Hz], b to the offset of the ex-
ponential in [dB] and α to the decaying speed of the spectrum
(with α < 0). The parameter of interest here is α, which repre-
sent the drop-off speed of the spectrum.

If we wantα to be comparable between different utterances,
A should not be allowed to vary during the regression process.
In order to fix the dynamic range A, we used the well-known
approximation that the power spectrum of human voice roughly
has a 6dB/octave drop-off. As the pivot frequency is differ-
ent for every speaker and the end of the considered spectrum is
fixed, the length of the considered spectral portion is different
for each speaker, as well as the dynamic range A.

A can then be expressed as:

A = 6
(
log2(fend)− log2(fpivot)

)
[dB] (5)

where fend corresponds to the end of the considered spec-
tral portion and fpivot to the pivot frequency (in our case, this
leads to values close to 14[dB]).

Figure 4 illustrates the results of such a regression for one
example spectrum.

3. Results
All 150 files in the corpus were analyzed with the three methods
described above (modified Hammarberg Index, linear regres-
sion and exponential fit) for all five pivots (F2, spectral balance,
5th harmonic, 10th harmonic and 15th harmonic). Figures 5
to 7 show the values of the Hammarberg indices, the linear as
well as the exponential coefficient. A MANOVA with emotion
and pivot as factors showed significant effects (Fmin[1,16] =

Figure 4: Illustration of the decaying exponential fitting on the
LTAS of one corpus sentence.

2.12, p < 0.05) of emotion on all dependent variables (a, α,
HammI and mHammI). The choice of the pivot only sig-
nificantly affected the modified Hammarberg Index (Fmin [1,2]
= 3.04, p < 0.05). The pattern across emotions tends to be
highly similar for the three linear measures. This is quantified
in table 1, showing significant correlations between a and both
Hammarberg indices, but not between these and α.

Figure 5: The mean linear coefficients a for each of the seven-
teen emotions in the corpus per pivot extraction method.

Figure 6: The mean exponential coefficients a for each of the
seventeen emotions in the corpus per pivot extraction method.

To assess the effectiveness of our measures in character-
izing affective expressions, we performed a discriminant anal-
ysis. For each pivot, this yielded four discriminant functions
predicting membership of an emotion category. Table 2 lists the
standardized canonical discriminant functions for all three piv-
ots. Together, the first two functions accounted for almost 90%
of the explained variance. With regard to classification, 15 to
20% of the observations (depending on the pivot used) are cor-
rectly classified based on these functions after cross-validation
(exceeding chance expectation).
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Figure 7: The mean Hammarberg Index and the modified Ham-
marberg Index for each of the seventeen emotions in the corpus
per pivot extraction method (modified Hammarberg Index only).

Table 1: Pearson correlations between the four spectral slope
indices per pivot positioning method (* : p < 0.05, ** : p <
0.01, N = 150)

a α HammI pivot
α 0.02 F2
α 0.09 Balance
α .28** H10
HammI .60** -0.02 F2
HammI .60** 0.023 Balance
HammI .58** .18* H10
mHammI .68** .169* .860** F2
mHammI .70** .204* .85** Balance
mHammI .67** .25* .78** H10

For the first and second discriminant functions, the highest
weights go to the linear coefficients. In effect, when consulting
the structure matrix of the discriminant analyses, the exponen-
tial coefficient is most important for the fourth function, while
the linear one loads mostly on the first function.

4. Discussion
The results show the usefulness of a speaker dependent pivot
and of an exponential fit of the spectral slope. While there are
highly significant correlations between the linear coefficients,
the former do contribute independent information in the dis-
criminant analysis. Similarly, while the additional information
provided by the exponential coefficient is limited, it is certainly
different from the information provided by the linear coeffi-
cients. To our knowledge, this is the first attempt to directly
compare different characterizations of the shape of emotional
spectra and thus fill an important gap in our understanding of
spectral modeling.

The good performance of the traditional Hammarberg In-
dex and the other linear coefficients casts doubt on the addi-
tional benefit of the exponential coeffient. The same can be said
of the introduction of the speaker dependent pivot, since none of
our analysis differed importantly for different pivots. It could be
that the effects of a speaker dependent pivot point and the more
finegrained LTAS fit interact in complex ways and may account
for the same type of variance. We plan to further investigate this
hypothesis by comparing the present results with analyses on a
speaker independent pivot point. Alternatively, the exponen-
tial approximation of the spectral slope might not be that much
related to affect, but more to speaker identification. In express-
ing emotion, speakers should change the gross characteristics of

Table 2: Standardized canonical discriminant functions for all
three pivots

1 2 3 4 Pivot
a .41 .94 .37 .41 F2
α -.05 .31 .64 .81 F2
HammI .31 -.82 1.4 -.14 F2
mHammI .48 -.06 -1.6 .46 F2
a .40 .98 -.18 .54 Balance
α .11 .57 .399 .70 Balance
HammI .32 -.48 1.4 -.21 Balance
mHammI .48 -.42 -1.5 .64 Balance
a .28 .96 .66 -.03 H 10
α .33 .32 .74 .51 H10
HammI .57 -.63 -.44 .84 H10
mHammI .25 -.30 .71 -1.1 H10

the spectrum. In contrast, the precise exponential decay would
then be a more individual speaker characteristic. We are cur-
rently analyzing a large part of our corpus to better disentangle
speaker specific and emotion specific effect on the shape of the
spectrum.
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