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Abstract
Deep learning has led to the rapid advancement of speech emo-
tion recognition (SER) hence enabling its application and de-
ployment in wide ranging applications and sectors. However,
conventional challenges like generalizing over unseen corpora
and languages, and newer challenges like the lack of inter-
pretability and transparency of deep learning models impact the
security of these methods, thereby negatively influencing their
usability and acceptability in real-world applications. Here, we
address this gap by investigating the influence of the formula-
tion and design of the learning function on the ability to transfer
emotion representation learned in one language to other lan-
guages. Furthermore, we examine the importance of the differ-
ent feature groups for the emotion classes, and the associations
between the feature groups and the learning functions. From the
evaluation, we conclude that the dimensional model of emotion,
specifically activation is more transferable than emotion classes
over unseen languages than valence. However, this transferabil-
ity does not necessarily translate to higher classification accu-
racy.
Index Terms: Speech emotion recognition, Low-resource,
Cross-lingual, Security, Transparency

1. Introduction
The goal of speech emotion recognition (SER) is to gain in-
sights on the affective state of an individual from speech and
audio signals. SER is increasingly being used for affect analy-
sis, often in tandem with other sensory modalities. These appli-
cations range from affect recognition in commercial sectors like
automated job interviews and attentiveness of students in class,
to medical and psychiatric applications to aid in management
and treatment of disorders.

While research on SER has advanced rapidly in recent
years, one lingering challenge is the generalization of models
and methods of corpora and cross-lingual datasets. Given the
potential use of SERs in sensitive applications, that can have a
direct impact on human lives, it is crucial that the models are
able to perform as well on unseen and new datasets as they per-
form on training datasets. However, often due to the lack of data
and resources, the models trained on a different training popula-
tion have to be adapted to the desired target domain without ex-
plicit training on the target dataset. This often leads to a drop in
the performance of the models. Another recent challenge with
the predominant use of deep-learning models is the lack of in-
terpretation and insight into the decision making process. Such
lack of insight into the process and unreliable model outcomes
for unseen data can impact the trustworthiness and security of

models.
The challenge of model reliability and security can be ad-

dressed by studying the robustness of models, methods and ar-
chitectures to unseen and newer data. Therefore, in this paper,
we investigate the influence of the loss function, on the perfor-
mance of the models in terms of generalizability and transfer-
ability. We use the variational autoencoder (VAE) as the base
model as it can compress the input to information-enriched rep-
resentations of itself. Our study of loss functions delves into the
resulting differences on the transferability of emotion represen-
tations with the use of categorical and the dimensional model
of emotions. Furthermore, we study the changes in feature im-
portance, through the feature attribution scores, for the different
learning functions over cross-lingual datasets.

Contributions: In this work, we specifically investigate and
provide insights on the following research questions,

RQ1: Which model is more suitable for learning emotion rep-
resentations from speech that are transferable over lan-
guages, categorical or dimensional model [1]?

RQ2: Does semi-supervision aid in transferring emotion rep-
resentations over languages, without labelled data in the
target domain?

RQ3: How do different learning functions influence the feature
attribution scores?

The paper is organized as follows: In Sec. 2 and Appendix A,
we present the details of the backbone architecture and the loss
functions investigated in this work. Following this, the experi-
mental setup is described in Sec.3. The results are summarized
in Sec. 4 in terms of the correlation analysis, classification ac-
curacy and feature attribution scores.

1.1. Related Works

Use of deep learning for SER has shifted the state-of-the-
art performance to higher classification accuracy [2]. Models
like the long short-term memory (LSTM), bidirectional LSTM
and recurrent neural networks (RNN) predict the quadrants in
the dimensional emotional model [3]. Representation learning
methods like autoencoders, denoising and variational autoen-
coders (DAEs, VAEs) learn a lower dimensional latent repre-
sentation for the emotions that are then employed at various
levels to classify speech into emotional categories [4, 5, 6, 7,
8, 9, 10, 11] and end-to-end representation learning for affect
recognition from speech demonstrated performance compara-
ble to existing methods [12]. Recently, there has been a growing
interest in unifying speech models in terms of representations
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Table 1: Spearman’s rank order correlation for the validation and transfer datasets aggregated over all model runs with different folds
and random initial seeds. Higher correlation implies a larger correspondence to the ground truth labels (activation).

Method IEMOCAP (µ± σ) EMO-DB (µ± σ) CAFE (µ± σ) URDU (µ± σ) AESD (µ± σ)
Transfer Supervised Transfer Supervised Transfer Supervised Transfer Supervised Transfer Supervised

Unsupervised 0.26± 0.17 0.26± 0.17 0.31± 0.22 0.31± 0.22 0.24± 0.14 0.24± 0.14 0.12± 0.1 0.1± 0.07 0.18± 0.11 0.16± 0.09
Metric-cluster 0.19± 0.14 0.19± 0.14 0.23± 0.16 0.28± 0.19 0.12± 0.08 0.07± 0.04 0.07± 0.06 0.09± 0.07 0.12± 0.06 0.11± 0.05
Metric-act 0.76± 0.05 0.76± 0.05 0.53± 0.08 0.61± 0.04 0.35± 0.04 0.39± 0.03 0.38± 0.05 0.39± 0.05 0.31± 0.01 0.31± 0.01
Metric-val 0.29± 0.11 0.29± 0.11 −0.05± 0.03 0.27± 0.24 0.31± 0.09 0.32± 0.1 0.03± 0.08 0.07± 0.1 0.01± 0.05 0.14± 0.1

IEMOCAP EMO-DB CAFE URDU AESD
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Legend:              Kernel density (IEMOCAP)

Figure 1: Latent embedding for VAE-unsupervised, VAE-cluster loss, VAE-metric-act and DAE-metric-val over the transfer datasets,
color-coded by activation levels. The models have been trained on IEMOCAP only. The kernel density plot shows distribution of the
embedding of training dataset. Higher similarity between the scatter-plots and the kernel density indicates better transferability.

for varied speech tasks, enabled by the use of large quantities
of unlabelled speech data [13]. In our previous work, we pro-
posed and investigated different losses in the context of DAE
and transferability [14, 15]. Models for SER have been devel-
oped to transfer between datasets for identical target tasks (emo-
tion classification) [16]. Additionally, transferring models from
other speech tasks, like speech recognition to emotion recogni-
tion has also been pursued [17]. However, in contrast to pre-
vious works, here we explore model architectures in terms of
transferability and feature importance, for the purpose of ad-
dressing and enhancing model reliability and security.

2. Methods
Since the aim of this work is to gain insights on the more foun-
dational aspects of SER, we retain the model architectures pro-
posed in our previous work [14, 15], and the loss functions as
briefly described in Appendix A.

The models described in Sec. A were trained using the
IEMOCAP dataset, and will be referred to as follows in the re-
mainder paper: 1. Unsupervised, representing the VAE with KL
annealing, 2. Metric-cluster is the VAE with semi-supervision
using the cluster loss, 3. Metric-act is the VAE that employs
semi-supervision using the continuous metric loss with activa-
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tion as the labels, and 4. Metric-val is the continuous metric
loss VAE with valence as the semi-supervision label. The pre-
sented results are an aggregate over 5-fold cross validation and
5 rounds with a different random seed. We trained the mod-
els over 50 epochs, with a batch size = 64 and used the Adam
optimizer with the learning rate at 1e-3.

The latent space was evaluated for its capacity to differen-
tiate between the emotion classes and consistency by training
a linear support vector classifier (SVC) on the latent embed-
ding. The SVC was trained on the embedding of the IEMO-
CAP dataset and tested on the transfer datasets, and the results
are presented in Tab. 2. To gain insights on the organization
of the latent space with respect to activation and valence la-
bels, we performed covariance modelling to compute the con-
ditional mean given the inferred emotion embedding. We have
evaluated the models for supervised condition, wherein the co-
variance matrices are inferred from the activation labels in the
transfer datasets, and the transfer condition which employs the
activation labels from the IEMOCAP to obtain the covariance
matrices. The results are presented in Tab. 1.

3. Experimental Setup
3.1. Features and datasets

The extended Geneva minimalistic acoustic parameter
set (eGeMAPS) is used as input features to the models and is
extracted using the OpenSmile software package [18, 19]. We
use the IEMOCAP dataset to train the emotion representation
models [20], and the cross-lingual datasets employed in this
work are primarily used to test the transferability of the
methods. IEMOCAP is an audio-visual affect English dataset
and includes labels corresponding to both the categorical
and dimensional model of emotions. We use the following
cross-lingual datasets: 1. Surrey Audio-Visual Expresses
Emotion (SAVEE) database, an English dataset with male
speakers [21], 2. the Berlin Database of Emotional speech
(EMO-DB) in German [22], 3. the Canadian French Emotional
(CaFE) speech database, that comprises of French audio
samples [23], 4. the URDU-dataset consisting of Urdu speech
obtained from talk shows [24], 5. the Acted Emotional Speech
Dynamic (AESD) Database comprising of Greek speech,
and does not contain recordings for the Neutral class [25].
These transfer datasets only contain labels from the categorical
emotion classes. Through our previous work, we labelled the
speech samples in the transfer datasets as per the dimensional
model of emotions, that we also used for evaluation and analy-
sis in this paper [14]. Furthermore, to ensure consistency over
datasets, only samples from neutral (N), sad (S), happy (H),
angry (A) classes were used in this work.

3.2. Evaluation

To reliably transfer emotion representations between corpora
and languages, specifically when labelled data from the target
dataset is low or unavailable, the representations should be con-
sistent and unchanged for different datasets. In other words, dis-
tribution of the latent samples should be similar for the datasets.
Additionally, the latent space should encode information that
can differentiate between samples as per the application. There-
fore, we use the following measures to evaluate the models:
1. Weighted accuracy for the classification performance of the
models, which is an indication of the discriminability between
the classes in the latent space and takes the class imbalances into
account. 2. The Spearman’s rank-order correlation, that quan-

tifies the similarity between two ordered data sources. Further-
more, the consistency of the latent space is performed through
visual inspection of the scatterplots and the kernel density plots
in Figs. 1 and 2.
Fig. 1 depicts the distribution of the latent embedding of the
transfer datasets overlaid on the kernel density plots of the em-
bedding of the training dataset. The scatter-points of the trans-
fer datasets are color-coded as per activation levels. This plot
enables us to visualize the consistency of the transfer dataset
embedding with respect to the kernel density plot, i.e., the dis-
tribution of the training embedding. Higher similarity between
the kernel density plot and the distribution of the transfer-em-
bedding indicates better transferability. Fig. 2 presents the dis-
tribution of the embedding of the transfer datasets as points in
the scatter plot over the emotion classes. The kernel density
plots depicts the distribution of the training dataset embedding
for each emotion. Larger separation between the embedding of
each emotion class indicates a higher ability to differentiate be-
tween the emotion classes. Comparison of similar models from
literature with the models employed in this paper is provided in
Tab. 3.

3.3. Feature importance analysis

We utilize the DeepLIFT (Deep Learning Important FeaTures)
algorithm that computes the influence of the input features on
a specific neuron through the difference in the output, relative
to the reference output when there is a difference in input be-
tween the reference and the considered input sample [26]. In
this paper, we chose a null signal (vector of zeros) as the refer-
ence input, to ensure a standard and fixed reference for all tested
data samples. Furthermore, we fix the mean at the bottleneck
layer as the target neuron. We investigate feature importance by
grouping the 88 input features, resulting in 27 feature groups.
The goal of this analysis is to find feature groups with high at-
tribution scores. Additionally, the feature groups should differ
between the emotion classes. Therefore, the feature attribution
analysis is performed in the following steps 1. We perform a
one-way ANOVA for each method, feature group and dataset,
to test the null hypothesis, H0: there is no significant differ-
ence between means of the attribution scores over the emotion
classes. We reject H0 if p-val< α, and we set α = 0.05. The
distribution of the attribution scores for the feature groups are
normally distributed, thereby verifying the underlying Gaussian
assumption of the dataset. 2. We computed the mean absolute
attribution scores only for the feature groups that showed signif-
icant difference in between emotions classes, and the remaining
were retained at 0 as showed in Fig. 3.

Table 3: Performance of baseline methods in terms of un-
weighted accuracy (UA) and unweighted average recall (UAR)

Method Features+Dataset Classes Accuracy
GAN [27] eGeMAPS [19]+EMO-DB 2 66% (UAR)
VAE+LSTM [7] LogMel+IEMOCAP 4 56.08% (UA)
AE+LSTM [7] LogMel+IEMOCAP 4 55.42% (UA)
Stacked-AE+BLSTM-RNN [12] COVAREP+IEMOCAP [28] 4 50.26% (UA)
FLUDA [29] IS10 [30]+IEMOCAP 4 50% (UA)
VAE (Cluster)+Linear-SVM eGeMAPS+IEMOCAP 4 48% (UA)

4. Results and Discussion
4.1. Rank order correlation

The correlation analysis provides insights into the organisation
of the latent space in terms of the correspondence of the inferred
activation of a speech sample to its true activation label, while
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Table 2: Balanced classification accuracy over 4-class emotion classification. The model is trained on the IEMOCAP dataset only.

Method IEMOCAP (µ± σ) EMO-DB (µ± σ) SAVEE (µ± σ) CAFE (µ± σ) URDU (µ± σ) AESD (µ± σ)
N-S-H-A N-S-H-A N-S-H-A N-S-H-A N-S-H-A S-H-A

Unsupervised 0.45± 0.01 0.39± 0.03 0.46± 0.02 0.25± 0.02 0.31± 0.02 0.17± 0.02
Metric-cluster 0.57± 0.03 0.47± 0.05 0.45± 0.05 0.33± 0.02 0.32± 0.03 0.31± 0.05
Metric-act 0.49± 0.01 0.44± 0.04 0.43± 0.03 0.26± 0.03 0.33± 0.03 0.24± 0.03
Metric-val 0.52± 0.02 0.45± 0.04 0.47± 0.03 0.31± 0.03 0.31± 0.03 0.25± 0.04

Legend:              Kernel density (all datasets 
and emotions)
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             Kernel density (IEMOCAP)  EMO-DB  CAFE  SAVEE  URDU  AESD

Figure 2: Kernel density estimate (KDE) and scatter plots illustrating the distribution of latent embedding over different emotion classes
and transfer datasets. Larger separation between the latent embedding of the different classes indicates better differentiation between
emotion classes.
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Figure 3: Feature attribution scores showing the feature group importance over emotion classes, plotted for multiple datasets and a
single embedding dimension. The datasets are represented by different colors. Larger feature attribution scores, in terms of the mean
absolute value suggest that the feature group has a higher influence on the output of the model.

also accounting for the ordering between the samples in terms
of the activation. From the results in Tab. 1 and the scatter plots
in Fig. 1, we observe the following:

– Metric-act consistently shows the highest Spearman’s
correlation coefficient; the Unsupervised model seems to
perform better relative to Metric-cluster and Metric-val.

– From the scatter plots and the kernel density esti-
mates (KDE) in Fig. 1, we see that the distribution of
the embedding in the latent space is most consistent
for metric-act and closely followed by the Unsupervised
model over the transfer dataset. This indicates that semi-
supervision with activation label enables better trans-
ferability of the emotion representation over the cross-
lingual dataset.

– The correlation coefficient is relatively lower for CAFE,
URDU and AESD. One reason for this could be that
these languages are vastly different from the Germanic
language family, on which the model was trained on. A
more exhaustive study is necessary to verify this hypoth-
esis and is left for future work.

4.2. Emotion classification

Classification accuracy implicitly provides insights into the sep-
aration between classes and clustering within classes. The re-
sults of classification on the latent embedding are shown in
Tab. 2 and Fig. 2. Our observations are as follows:

– Metric-cluster shows highest classification performance
among all the methods.

– Fig. 2 for Metric-cluster shows that the kernel density
plot of the emotion classes of the IEMOCAP dataset are
at different locations in the latent space, indicating that
the cluster loss function was successful in discriminating

between the classes on the training dataset. However,
from the scatter points we observe that the remaining
datasets have relatively larger covariances that overlap
between emotions. This could indicate lower transfer-
ability of emotion representations with the metric-cluster
loss function.

– In contrast to the above, latent samples from the Metric-
act method are better contained within the kernel density
plot of the training dataset. However, discrimination be-
tween the class labels are much lower relative to Metric-
cluster, as can be seen from the higher overlap between
datasets over the emotion classes.

– Anger seems to be the most discernible from other
classes, for most methods and datasets.

4.3. Feature Attribution Analysis

Attribution scores not only provide information on the features
important for the model decisions, it can also be used as means
to verify model learning. As per RQ3 in Sec. 1, we observe
the following from the plots in Fig. 3; note that the compari-
son is presented only for Neutral, Sad and Angry, due to under-
prediction of samples from Happy.

– Attribution scores are relatively lower for Unsupervised
and Metric-cluster, in contrast to the Metric-act and
Metric-val methods. Generally, the amplitude order of
the mean absolute scores are Metric-val > Metric-act >
Unsupervised > Metric-cluster.

– More number of feature groups for Metric-act seem to
have no significant mean difference between emotion
classes.

– Neutral (vs) Angry: Loudness, spectral flux and sound
level are the feature groups that seem to have higher
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mean attribution scores for the emotion Angry over most
of the methods considered.

– Neutral (vs) Sad: Formants and segment length show
higher attribution scores.

– Metric cluster shows least changes in the attribution
scores over different emotion classes.

– Although the unsupervised method shows the most sim-
ilarity in the mean attribution values over the different
datasets, its feature attribution value is generally low. In
contrast, metric-act and metric-val not only have high at-
tribution for specific feature groups for an arbitrary emo-
tion class, their attribution scores are also similar over
datasets hence indicating towards a more consistent la-
tent representations over the transfer datasets.

Based on the results and analysis above, revisiting the re-
search questions described in Sec. 1, we summarize the obser-
vations as follows: 1. Although the performance of all meth-
ods seems to reduce over the transfer datasets, activation label
seems to transfer emotion representation better over the unseen
corpora. However, we also observe that this increased trans-
ferability does not translate to higher classification accuracy.
2. Metric-act and Metric-cluster perform better than Unsuper-
vised in terms of classification and correlation, whereby semi–
supervision seems to target more relevant information within
the emotion representations.

5. Conclusions
Despite the rapid advancement in SER research, challenges on
generalizability and interpretability are obstacles to the appli-
cation and deployment of the methods in sensitive real-world
applications. It is necessary to address foundational questions
on if and how models for SER can be generalized, given the
connection between spoken language and culture and the cul-
tural differences around the world. Furthermore, concerted ef-
fort on making models more transparent can help in improving
the usability and acceptability of SER systems, specifically in
high-stakes environments, like somatic medicince, psychiatry,
and the criminal justice system, to name a few.

We investigated the influence of the learning function on
the organization of the speech emotion representations, aiming
to formulate learning objects that transfer better over unseen
and resource constrained languages. Furthermore, we exam-
ined the associations of the different learning functions to fea-
ture importance, the consistency of the feature importance over
datasets, and the impact of feature groups for different emotion
classes. We observed that using activation as the label for learn-
ing yields latent embedding that better transferable over unseen
cross-lingual datasets. Furthermore, semi-supervision using ac-
tivation labels shows higher performance in contrast to the un-
supervised model or the approach providing supervision using
emotion-class labels. Lastly, we identified the feature groups
that influence the organization of the latent space.

A limitation of this study is that the visual analysis and fea-
ture attribution studies in this paper will be increasingly compli-
cated in more complicated models with larger bottlenecks. Fur-
thermore, the feature attribution study employed in this work
can be only applied to models with hand-crafted input features,
or end-to-end models with explicit feature extractors within the
model [31]. Transparency of end-to-end speech models in terms
of the influence of the raw speech signals on the model repre-
sentations and decisions is currently a challenge with active and

ongoing research. We shall address these limitations in future
work.

A. Formulation of loss functions
Let x ∈ R88×1, z ∈ R2×1 and l ∈ R1×1 be the input fea-
ture vector, the latent space embedding, and the true label, re-
spectively. The learning functions investigated in this paper are
briefly presented below.

VAE with KL-annealing is used to overcome the problem of
posterior collapse as experienced in [15]. The loss formulation
is:

argmin
θ,ϕ

Lrec + LKL = −Ez∼qθ(z|x) log pϕ(x|z)

+βeDKL(qθ(z|x)||p(z)),
(1)

where the standard formulation of βe:

βe =




f(τ) = 0.25

R
τ, τ ≤ R

0.25, τ > R where τ =
mod(e−1, T

M
)

T
M

,

(2)
and qθ(z|x), p(z) are the estimated posterior and the prior dis-
tributions, respectively.

VAE with center metric loss employs class labels from the
training dataset to direct the learning function to maximize the
distance between the emotion classes while minimizing the dis-
tance between samples within the same class [15]. The loss
function can be writtten as:

argmin
θ,ϕ

Lrec + βeLKL + γLclus,

Lclus =
Dintra

Dinter
=

K∑
k=1

∑
∀i∈k

D(zi, z
k)

K−1∑
k=1

K∑
j=k+1

D(zk, zj)

,
(3)

K being the total number of classes considered during training
and zk is the mean of class k, and γ = 0.5.

VAE with continuous metric loss uses the method proposed
in our prior work for DAE and adapts it to a VAE as fol-
lows [14]:

arg min
fθ,gϕ

Lrec + βeLKL + Lmet = Lrec + βeLKL + Lres + Lsl,

(4)
where

Lres = E∥zd − ẑd∥22, ẑd = pld, ld = d(li, li+1) (5)

p = (ld
T ld)

−1ld
T zd (6)

Lsl =

∥∥∥∥
ẑd(a1)− ẑd(a2)

ld(a1)− ld(a2)
− 1

∥∥∥∥
2

. (7)

Here, the labels, l are the activation and valence labels from the
circumplex model of emotions [1].
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