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Abstract
This paper is a part of a project concerning the finding of ob-
jective characteristics of susceptibility to voice strain. In that
project, measurements were made of simultaneous recordings
of microphone speech, oral flow, oral pressure and EGG. A
comparison is made of parameters extracted from the inverse
filtered waveforms of oral flow and speech pressure from these
recordings, that is, with and without a face-mask.

Microphone and flow recordings of the syllable /pæ/ were
inverse filtered. The parameters speed quotient (SQ), open quo-
tient (OQ), the amplitude difference between the first and sec-
ond harmonic (H1-H2), and a measure of spectral slope were
extracted from the glottal wave form.

Initial analysis was intended to show a correlation between
the parameter values for mask and non-mask recordings. The
expected correlation was not forthcoming, and a re-assessment
of the methodology was required.

A repeated measures analysis of variance was then carried
out to examine the effects of three independent variables: pres-
ence of the flow-mask, presence of an endoscope, and voicing
condition. The results showed that the presence of the mask
used for the flow recordings had a significant effect on the pa-
rameters which were examined.

The explanation for these results include the psychologi-
cal effect of the mask, inconsistent voicing strategies on behalf
of the subjects, possible large within-speaker variation, and the
acoustic effects of the flow mask.

1. Introduction
It is generally assumed that the speech signal that is radiated
from the mouth can be approximated by a first order differenti-
ation of the airflow at the mouth [1]. The spectral effect of this
transformation from airflow to pressure waveform can be mod-
elled as a boosting of the spectrum by 6 dB per octave. As a
consequence, the recording of speech with a pressure sensitive
microphone at a short distance from the mouth should capture
essentially the same information as the volume velocity wave-
form at the lips, with the exception of dc flow.

In earlier research [2] we assumed that flow derivative and
sound pressure represent virtually the same information and
presented the results of a straightforward comparison of voice
source parameters that were extracted from inverse filtering us-
ing recordings of both airflow and sound pressure. Each sub-
ject in a group of twenty non-pathological subjects produced
two recordings. One recording was made with a flow-mask,
the other with a microphone. The recording conditions were
identical to those described in section 2.3 below. The spectral
measures extracted from those recordings were maximum flow

declination rate MFDR [3], difference in amplitude between the
first and second harmonics, H1-H2 [4, 5] and a measure of spec-
tral slope (see section 2.6.2 below). These parameters were used
to compare flow and microphone signals, using

�
-tests for com-

parison of the means, and Pearson’s Product Moment test for
correlation. We did not find a strong correlation between flow-
and microphone-derived parameters. Furthermore, for MFDR,
H1-H2, and spectral slope, we found significant differences be-
tween the two conditions.

This was not the expected result. If the assumption regard-
ing the relationship between flow waveform at the mouth and
the sound pressure waveform is correct, it is to be expected that
the parameters derived from these signals would be compara-
ble. Given the fact that the subjects produced the two record-
ings within a relatively short period of time, we did not expect
to see such a large between-session variation.

This raises the question of what may have caused these un-
expected findings. A first explanation is that the processing of
the data for this type of experiment is an intricate procedure and
the dataset is very large. It is imaginable that an error in one
or more of the semi-automatic processing steps may have led to
our results.

Secondly, the data in [2] were obtained by one researcher
who had visually inspected the inverse filtered waveform data
carefully, and made judgements about which samples were ac-
ceptable for parameter extraction The subjective element in the
selecting of adequately inverse filtered speech samples for use
in analysis could also lead to error. Precise criteria for accep-
tance or rejection of a particular waveform are difficult to for-
mulate.

Thirdly, other research has shown that within-subject vari-
ation can be large for some of the parameters included in this
study [3]. It could be that, contrary to our intuition, normal
within-speaker variation concealed the correlation that we were
looking for. It may also be that our group included subjects
with absolutely no experience about experimental procedures,
and some of them may have experienced the face-mask as a
hindrance, which may have led them to use different, possibly
more tense voicing strategies.

A further possible source of difference may be the physical
properties of the flow-mask itself [6, 7, 8]. The frequency re-
sponse is generally flat only up to about 1.6 kHz, and the high
frequency information is limited. The variation in how the nose,
mouth and face of the subject fill the mask has an effect on the
acoustics of the cavity inside the mask.

Finally, it may be that the initial approach to the statistical
analysis was too simplistic, and that more formal statistical tests
should be run on the data.

In this paper, we have a renewed look at the experiment. We

VOQUAL'03, Geneva, August 27-29, 2003

35

ISCA Archive
������������	
��	�
��������
���



conducted a within-speaker comparison of speech samples from
a group of 61 subjects, with and without a flow-mask. We take
a closer look at the accuracy of the data processing, the subjec-
tive elements involved in selecting adequately inverse-filtered
samples, and the type of analysis used for finding the expected
correlation. The methodological difficulties in testing this as-
sumption are discussed.

2. Materials and Methods
2.1. Subjects

There were 61 subjects, 16 males and 45 females. The age range
was 18 to 44 years for the male group, and 17 to 41 years for the
female group. Subjects were included in the group after phoni-
atric and logopedic examination established normal voice and
healthy vocal folds. The subjects took part in the experiment on
a voluntary basis.

2.2. Phonation Task

Each subject was required to produce a series of at least three
repetitions of the syllable /pæ/, at a rate of about 1.5 syllables
per second, with a sustained /æ/ vowel at the end.

Each series was produced at preferred levels of pitch and in-
tensity to produce five voicing conditions of normal, soft, loud,
low and high voice.

2.3. Measurements

The five voicing conditions were recorded with four different
experimental set-ups. The signals that were recorded for each
experiment are listed in Table 1 below. For each voicing con-
dition, the recordings were made four times: twice with a flex-
ible endoscope inserted through the subject’s nose, and twice
without. The endoscopic data was collected as part of a larger
project concerning susceptibility to voice strain. With the flexi-
ble endoscope in place, simultaneous videostroboscopic record-
ings were made, which were to be used for information on glot-
tal behaviour for the five voicing conditions. Subjects were
given a warming-up period before the speech recordings, in or-
der to familiarise themselves with the speech tasks. Due to the
invasive and sometimes uncomfortable nature of the flexible en-
doscope, not all conditions could be obtained for all subjects.
The sample size for each condition ranged from ��� ���

to
�����
	 .

Exp. Mic Flow Oral EGG Stroboscopy
Pressure

1 � �
2 � � �
3 � � �
4 � � � �

Table 1: Data recorded for the four experiments.

2.4. Recording Procedure

The microphone recordings were made using a Bruel and Kjaer
microphone (4133) and a Bruel and Kjaer amplifier (2619).
The oral flow and pressure were measured with a circumfer-
entially vented pneumotachograph mask (Glottal Enterprises)
with a heated double screen wire mesh, in combination with a
Glottal Enterprises amplifier (MS-100A2).

Directly before and after the flow recordings, both the flow
and pressure sensors were calibrated in order to get absolute
pressure and flow measures and to ensure consistency of mea-
surements. For flow, this involved introducing different known
airflows—which could be seen on a meter—into the mask, and
having an observer reading out the flow values from the meter.
Both the registered airflow and the spoken observed value were
simultaneously recorded. The pressure sensor calibration was
recorded in the same way.

The EGG signals were recorded with a (Laryngograph Ltd.)
laryngograph.

The videostroboscopic images were recorded on a Super-
VHS videorecorder using a flexible endoscope (Olympus ENF
type P3) and a Kay RLS 9100 Rhino-Laryngeal Stroboscope.
This data was collected as part of a larger project on the pro-
fessional teaching voice, but were not processed for the experi-
ments reported in this study.

The signals were recorded simultaneously on a 14-channel
FM-recorder (TEAC XR510). The recordings were made at a
tape speed of 19.05 cm/s allowing for a flat frequency response
up to 5 kHz. For optimal use of the available dynamic range,
the microphone signals were recorded on three different chan-
nels with low, medium and high input gains. In this way, it was
ensured that at least one version of each signal would have an
acceptable signal to noise ratio without having to adjust the mi-
crophone amplifier. The EGG and flow signals were similarly
recorded, each at two different levels, on two different channels.

2.5. Signal Processing

All signals were simultaneously digitised at a 10 kHz sampling
rate per signal and then demultiplexed.

Because acoustic signals travel with the speed of sound, the
variations that are measured by the sensors at the lips (pressure
transducer in the flow mask or the microphone) are not in syn-
chrony with the motions of the vocal folds. There is a delay that
is determined by the travelling distance, which was estimated
as approximately 22 cm. In order to compensate for this delay,
the EGG signal was shifted 6 samples (0.6 ms). It was then low
pass filtered with a zero delay linear phase filter.

The microphone signal, which prior to digitisation had al-
ready been filtered by means of an analogue high-pass filter
(cut-off frequency 22.4 Hz) in the B&K amplifier, was treated a
second time with a digital high-pass filter to eliminate any re-
maining low frequency distortions, using a linear phase filter
and with a cut-off frequency of approximately 20 Hz and a flat
frequency response above 70 Hz. It was then phase-corrected to
compensate phase distortion introduced by the analogue high-
pass filter of the microphone amplifier. This signal was auto-
matically inverse filtered by means of pitch synchronous inverse
filtering using covariance LPC on the closed glottis interval. It
was then low-pass filtered at 1500 Hz (again using a linear phase
filter).

The calibrated flow signal was inverse filtered in the same
way as the microphone signal. It was also low-pass filtered with
a linear phase filter with a cut-off frequency of 1500 Hz.

2.6. Characterisation of the acoustic voice source

Table 2 below gives a summary of the parameters used for com-
parison of phonation in the presence and absence of a flowmask.
A description of how these parameters were extracted follows
below.

The parameter MFDR, which was reported on in the earlier
research, was left out of this analysis, as we are still considering
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time-related spectral
OQ H1-H2
SQ spectral slope
F0

Table 2: Parameters used in this research.

the proper manner of normalisation of values, so that MFDR
can be compared between flow and microphone recordings.

2.6.1. Time-related parameters

A practical approach was taken to the problem of defining the
opening and closing moments. Looking ahead in time, clo-
sure is defined as the moment where the glottal flow derivative
exceeds for the first time 50 % of its minimum. For the mo-
ment of opening, a similar criterion is used, based on where
the derivative reaches its maximum. Starting at the maximum,
and looking backward in time, the moment of glottal open-
ing is defined as the moment where the glottal flow deriva-
tive for the first time drops below 50 % of its maximum (see
Fig. 1). Denoting two successive closing moments with ���
and � ����� , the opening moment in between with � � , and the
moment of maximum flow as � � the time related parameters
were derived as follows: 	�
 �������������������������������������� ,� 
 ����� � ��� � ��� ��� ����� ��� � � , and !�" �$#%����� ����� �&� � � .
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Figure 1: Moments on the glottal flow waveform (upper win-
dow) and flow derivative (lower window) from which the time-
related paramteres OQ and SQ were derived.

2.6.2. Spectral Parameters

For calculation of the spectral parameters, the stable parts of
the /æ/ were selected and divided into equal length sections of
1024 samples. Harmonic peaks were searched for and their fre-
quencies and amplitudes recorded. From these measures, the
spectral parameters in Table 2 were calculated. H1-H2 repre-
sents the difference in amplitude (measured in dB) between the
fundamental frequency and the component with double that fre-
quency. The spectral slope was calculated as the average num-
ber of dB per octave. With frequency represented on a logarith-
mic scale, the spectral slope was estimated by fitting a linear
regression line through the harmonics lying in the range from' ! " to 1000 Hz.

In order to compare results from the most reliably inverse
filtered speech samples, only parts of the vowel were analysed
that did not contain any artefacts. For each glottal cycle that

was included in the selection, the time-related parameters were
calculated, and a mean value was determined for each utter-
ance. The spectral parameters were calculated from sections
for which the inverse filtered speech was considered successful.
These sections were selected from the entire utterance. This
was then used to characterise the voice of each subject.

2.7. Re-analysing the data

2.7.1. Checking of the signal processing

As the correlation between flow and microphone parameters
was not seen from the initial tests, we decided to check the sig-
nal processing. The processing procedure was intricate and in-
volved a number of steps. Should any error occur in any of the
steps, the outcome could be seriously influenced.

The procedure involved A/D conversion of the FM tape
recordings, demultiplexing of the separate channels for micro-
phone, EGG, flow and pressure recordings, calibration of the
flow and pressure recordings, processing of the EGG data, in-
verse filtering of the flow and microphone data, parameter ex-
traction from the inverse filtered waveforms, and the extraction
of spectral parameters. To get an idea of the robustness of the
signal processing, we repeated all steps from calibration on-
wards and doublechecked the outcomes manually.

2.7.2. Assessing the subjectivity of the experimenter

Part of the signal processing contained a subjective element.
In particular, the experimenter visually inspected the results of
inverse filtering, and made judgements regarding acceptabil-
ity of the filtering. Where necessary, the LPC analysis set-
tings were changed and the speech was re-filtered. As this
could have an effect on the parameters extracted, a second re-
searcher re-processed a selection of the data amounting to ap-
proximately 25 % of the usable mask signals. These signals
were re-processed from the stage of demultiplexing. Her choice
of inverse filter settings and selection of acceptable waveforms
was compared to our choice.

2.7.3. Reviewing the calculation of parameters

As the time-related parameters were initially calculated from
each glottal pulse over the whole utterance, it seemed that a
modal value may be more representative than a mean value.
We therefore changed the time-related parameters such that they
would be calculated from the modal value.

In reviewing the calculation of the spectral parameters, it
was decided that, as many of the selected sections from the ini-
tial /pæ/ utterances were very short - sometimes little more than
100 ms - they may have been unrepresentative. The more nu-
merous sections of acceptably inverse filtered speech came pre-
dominantly from the last /pæ/. Even in sections from the last
/pæ/, very different parameter values could be observed in the
dying out of the vowel, where vocal effort would be reduced
such that the laryngeal musculature would relax and produce
a less efficient voice. Therefore, the spectral parameters were
now calculated from the beginning of the last /pæ/. Mean val-
ues were still used, as the pulses from which the values were
extracted were fairly homogeneous.

3. Results
After listening to the recorded data, it was decided that the voic-
ing condition high was often produced as falsetto. This was not
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considered usable for this research, and that condition was ex-
cluded from further analysis.

3.1.
�
-tests and correlation tests

The parameter values from inverse filtered speech recorded with
a flow mask were compared with the parameter values from in-
verse filtered speech recorded without a mask. The initial statis-
tical analyses consisted of Pearson Product Moment correlation
tests and

�
-tests. These results are shown in Table 3.

parameter � �
H1-H2 0.01 0.56

spectral slope 0.00001 0.52
SQ 0.1 0.2
OQ 0.44 0.54

Table 3: Results of the comparison of voice parameters from
speech recorded with and without a flowmask. Comparisons
were made using

�
-tests and Pearson Product Moment correla-

tion tests.

The results show not only a lack of correlation between con-
ditions with and without the flow-mask, but sometimes a signif-
icant difference as in the case of spectral slope and H1-H2.

Figure 2 shows box plots for these parameters in conditions
with and without flow mask, which give an indication of the
differences in the median and spread of the values.

3.2. Checking of the signal processing

The calibration sessions were re-processed to assess whether
the manual marking of the values read out by the observer (see
section 2.4 above) were correct, and that no subjects had been
eliminated or added to the group for further processing due to
errors in marking.

The success of the inverse filtering had to be monitored,
and where appropriate, the default LPC-analysis settings were
changed, and the signal was re-filtered to get a better result.
One difficulty lay in deciding when to stop manipulating the
settings. At all times, the experimenter tried to keep the number
of poles and the window length at realistic values. The settings
for the most acceptable and realistic inverse filtering results did
not change.

A change was made in the approach to the calculation of
the spectral parameters. The extent to which the face of the
subject fills the mask may affect the frequency response of the
signal obtained. Different research makes different claims, with
flat responses obtained for up to 1.6 kHz. In choosing an ini-
tial cutoff of 1.5 kHz for the low pass filter for the flow signal,
we may have been working with a distorted signal for at least
some subjects. Therefore we changed the processing so that no
frequency components above 1 kHz were included.

After the complete checking of the data processing, and the
additional modifications mentioned, the

�
-tests and correlation

tests did not yield different results.
Apparently the robustness of the dataprocessing is sufficient

as far as automatic signal processing is concerned. However,
a few subjective elements form part part of the methodology:
analysis parameters had to be chosen by the experimenter. It
could not be ruled out that error was introduced by subjective
decisions of the experimenter. Therefore, the next step was to
assess the subjectivity of the experimenter.

3.3. Assessing the subjectivity of the experimenter

For the subset of the data that were re-analyzed by an inde-
pendent researcher, it appeared that inverse filter settings were
chosen similarly in the majority of cases, so that the inverse fil-
tered waveforms and extracted parameters were the same. In
the cases where her choices did differ from ours, the resulting
waveforms did not differ to such an extent that the extracted
parameters showed a considerable difference.

3.4. Statistical Analysis

In the initial analysis, we had compared mean values for each
parameter, SQ, OQ, spectral slope and H1-H2. A second run
of the t-tests and correlation tests using the modes and means
described in section 2.7.3 still did not yield the expected corre-
lations between parameters extracted from microphone record-
ings and from flow mask recordings.

We found no systematic errors in our processing, neither in
the objective nor in the more subjective procedures, that could
explain the unexpected results of table 3.

We decided to apply a more formal statistical analysis. Us-
ing the statistical package R, a repeated measures analysis of
variance was carried out on the data, with voicing condition
(low, normal, soft, loud), presence of endoscope, and presence
of mask as factors. The group was separated for gender, and the
male and female group were analysed separately. The results
for mask as main effect are shown in Table 4.

parameter ! ( ��� �$# ) �
H1-H2 9.15 0.003

spectral slope 7.95 0.006
SQ 12.13 0.0006
OQ 0.31 0.58

parameter ! ( ��� �$# ) �
H1-H2 43.66 #�� � �	� # 	�
 � "

spectral slope 0.03 0.860
SQ 0.172 0.68
OQ 1.113 0.29

Table 4: Results for the male group (top) and the female group
(bottom) of the repeated measures analysis of variance for the
factor presence of mask.

For the male group, the mask was a main effect for the pa-
rameters SQ, spectral slope and H1-H2. For the female group,
the mask was a main effect for the parameter H1-H2.

Figure 2 shows box plots for the parameters for which mask
was a main effect. H1-H2 for both groups was lower with a flow
mask present than without, but the spread did not seem differ-
ent. For the spectral slope, the male group showed less spread
and generally lower values with the mask present. For SQ, the
male group showed higher values and slightly less spread with
the mask present.

4. Discussion
The assumed relationship between flow and microphone record-
ings is a simple one and we had expected the comparisons to
produce clear results. Our point of departure in this study has
been that the assumption is correct, and that the chosen method-
ology has obscured the correlations that we expected to find.

In considering of the complex nature of this data, we pin-
pointed a number of areas where obfuscation may have oc-
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Figure 2: Box Plots for various parameters 8cm12, spectral
slope and SQ. NS indictates a non-significant difference.

curred, namely the data processing, the subjective element in
certain processing steps, the normal within-subject variation
that can occur, the psychological effect of a mask on inexpe-
rienced subjects, the acoustic distortion produced by the mask
itself, and the simplicity of the statistical approach.

4.1. Data processing

After the reprocessing, it appeared that the procedure was quite
robust. It should also be noted that this semi-automatic proce-
dure was very time-consuming, primarily due to the checking,
altering of settings and re-filtering involved in the inverse filter-
ing procedure. It is not possible to work with one ideal filter set-
ting for an entire group of subjects. Further investigations may
benefit from forming categories of subjects, for example, gen-
der, age-range, voicing condition, which may limit the amount
of setting manipulation per subject.

4.2. Subjective element introduced by experimenter

It is difficult to achieve consistency over such an enormous
dataset. For the inverse filtering, almost 950 files were visually
inspected. The results of a comparison of judgement with an-
other researcher resulted in similar acceptance/rejection criteria,
although she was less tolerant of irregularities in the waveform.
There was disagreement over one of the subjects, but even if this
subject was left out of the dataset, the results did not change. By
and large, the analysis parameter settings were very similar as
were the resulting voice parameters. This supports the conclu-
sion that the processing of the data was probably not responsible
for inability to find the correlation that we were looking for.

4.3. Normal within-subject variation, and the psychological
effect of the mask on some speakers

Unfortunately, only one full recording of each voicing condition
per experimental condition per subject was made. We therefore
could not carry out an estimation of within-subject variability.
Multiple recordings would not have been practical in the ex-
perimental setup, given the difficulties that some subjects ex-
perienced in producing the recordings in the first place. The
subjects who were more familiar with experimental situations
could have provided these estimates, but may not have been rep-
resentative of the group.

If Holmberg’s [3] finding that within-speaker variation is
large in normal speech can be generalised to our data, then that
may constitute a problem with the experimental design. We be-
lieve that a great deal of the speakers in our group would have
produced more stressed voicing if subjected to multiple record-
ings, and that would have defeated the purpose. It would there-
fore never be possible to test our assumption.

Even with the limited recordings that were made, it was
sometimes apparent to the experimenter that the subject was un-
comfortable with the procedure, despite the voluntary nature of
the experiment. This may mean that some speakers used a more
tense setting of the vocal apparatus in situations with the mask
or the endoscope, or even in all situations because of the un-
familiar clinical setting. The flow mask may therefore not be
an appropriate instrument for collecting flow data from much of
the normal population.

4.4. Acoustic distortion caused by the mask

The acoustic consequences of using a face mask have been ex-
tensively researched. Rothenberg [6, 7], Badin et al. [10], and
Hertegård & Gauffin [8] have all reported different limitations
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of the flow mask. Among these are the effective lengthening
of the vocal tract, causing a lowering of the formants, a fre-
quency response that differs according to the extent to which
the speaker’s face fills the mask, and the loss of high frequency
information in general. The first of these, a lowering of the first
two formants, will occur to a different extent for different speak-
ers, depending on the extent to which the face fills the mask. We
did not use a smaller mask for female speakers. The loss of high
frequency information is noted by Rothenberg [7] as affecting
the speakers perception of their voice during production, thus
affecting naturalness.

While these limitations are not severe enough to produce
unusable data for other research questions, it could be that
they play a large part in influencing voice such that a flow-
microphone comparison cannot be made within this experimen-
tal design. In order to investigate these effects, it would be nec-
essary to record an experienced ’experimental voice’ repeatedly,
in controlled voicing conditions. In this way, normal within-
subject variation and the effects of voicing strategy and psycho-
logical stress could be ruled out. We are currently considering
such a design.

4.5. Statistical Approach

The approach taken to the statistical analysis was initially very
simple. The effect that we sought would be so obvious that
simple

�
-tests and correlation tests should be enough to reveal

the correlation between parameters extracted from microphone
and flow recordings.

Box plots of the affected parameters illustrate that, for some
parameters, the effect is quite systematic. The generally smaller
difference between levels of the first and second harmonics,
H1-H2, may indicate a more tense voice production [9] This
would be supported by the higher values of SQ and the flatter
spectral slope for the male group.

5. Conclusion
In this paper, we looked for a clear correlation between voice
source parameters extracted from microphone recordings and
from flow mask recordings. We did not find it.

It seems that, although the processing procedure is robust,
the experimental design is inadequate for finding this correla-
tion. Some improvements could be made, such as recording an
experienced ‘experimental voice’ repeatedly, in controlled voic-
ing conditions in order to rule out within-subject variation and
the effects of voicing strategy and psychological stress.Even
with such a design, it may be hard to find the correlation which,
according to theory, should be there.

If the presence of a flowmask has a large enough effect
on the inexperienced experimental voice to obscure the correla-
tions that we expected to find, then it is discutable whether the
flowmask is a suitable instrument for recording habitual voice
behaviour.
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