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ABSTRACT 

In this paper we summarise the state-of-the-art for auto-
matic speech recognition in automated Directory Assistance 
at the start of the 5th Framework project SMADA. Details are 
given about robust acoustic features for use in Distributed 
Speech Recognition, especially with respect to noise suppres-
sion. Then an overview is given of the confidence measures 
which are in use today, and their similarities and differences. 
Finally, work aimed at automatic update of acoustic models 
and automatic inference of language models is sketched that 
is becoming possible thanks to the very large amounts of data 
that can be recorded in operational services.  

In addition to summarising the state-of-the-art the paper 
also indicates the lines along which the research in SMADA 
will develop.  

1.  INTRODUCTION 

Of the numerous applications of Automatic Speech Recog-
nition over the telephone, Automatic Directory Assistance 
(DA) is probably among the most challenging ones. If infor-
mation about all listings in a country must be provided, the 
vocabulary will be extremely large. Moreover, the typical 
utterances produced by the callers in a DA service are so 
short that one may not hope to be able to derive powerful 
constraints from a language model. Worst case this makes the 
perplexity of the task almost equal to the vocabulary size. 
The fact that the proportion of calls to the DA service coming 
from cellular networks is growing rapidly only helps to in-
crease the difficulty of the task.  

All known attempts to automate DA services by means of 
ASR assume that the dialog between the caller and the ser-
vice is highly structured. A tight structure serves two goals. 
First, the typical answers become shorter and simpler, and 
they often take the form of isolated words. Most callers will 
respond with a locality name to a prompt like ìFor which 
city, please?î. Second, each information item can be used to 
reduce the remaining search space, and thus the size of the 
active lexicon. Even in large countries the number of relevant 
locality names does not surpass 80,000. This is much less 
than the millions of different private and business names that 
occur in big countries.  Moreover, in many cities the number 
of different names is much smaller. Thus, if one can first 
recognise the city name, using a vocabulary specialised for 
and limited to city names, and subsequently load the vocabu-

lary for that city to process the next response, performance 
will be much better than if one tries to recognise all names in 
a country at the same time.  

Unfortunately, a tightly structured dialog does not necessar-
ily result in isolated word responses. In a nation-wide DA 
service many city names need the addition of the state, prov-
ince or region to make them unique. In person names one 
must expect a combination of first name and surname. For 
business listings (e.g., a hospital, or a department in a univer-
sity) the responses also consist of multiple words. Thus, for 
an ASR system to be capable of functioning in a DA service 
it must be able to deal with connected speech. 

The HLT project Speech-driven Multimodal Automated 
Directory Assistance (SMADA) intends to tackle the prob-
lems that make ASR for DA services so difficult. The 
SMADA consortium, that consists of KPN Research, France 
TÈlÈcom R&D, CSELT, Swisscom, Alcatel SEL, and the 
universities of Nijmegen, Avignon and Torino, is working on 
several issues in large vocabulary and high perplexity ASR. 
The project started in January 2000; it will end in December 
2002. In this paper we sketch the state of the art in three ma-
jor fields at the start of SMADA, present results of recent 
experiments and sketch the plans for the research that we 
intend to perform.  

The three issues addressed in this paper are robust acoustic 
features (especially for DA in mobile environments), confi-
dence measures, and techniques for deriving acoustic and 
linguistic models from the huge amount of application spe-
cific data that become available from operational services.  

2. ROBUST ACOUSTIC FEATURES 

Calls from cellular networks affect ASR performance in 
two ways. First, many mobile environments are noisier than 
the typical home or office environment in which most fixed 
network phones are used. Second, radio transmission may 
introduce bit errors. Distributed Speech Recognition (DSR) 
as it is being defined and standardised in the ETSI STQ pro-
ject AURORA, intends to tackle both problems. In DSR acous-
tic feature extraction is done in the handset. This allows to 
avoid the bandwidth limitation of conventional telephony. 
Moreover, since the features constitute ëdataí, data transmis-
sion protocols can be used that are easier to protect against 
bit errors. The ASR search, which consumes most CPU 
power and memory, can then be implemented on powerful 
servers in the network. This will allow advanced speech rec-
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ognition applications to be accessed from dumb mobile ter-
minals.  

 Alcatel, France TÈlÈcom and Nijmegen University collabo-
rate to develop a proposal for the AURORA  work item WI008, 
which covers a system for noise robust feature extraction and 
transmission for DSR. In SMADA the efforts will be focused 
on noise robust acoustic features.  

Noise reduction schemes depend in an essential way on a 
correct, adaptive estimate of the noise spectrum, which in its 
turn depends on a correct speech/non-speech discrimination. 
Usually, these estimates are obtained in the (Mel) spectrum 
domain. In the absence of an ideal speech/non-speech detec-
tor the estimator is initialised by assuming that the first 100 
ms of an utterance are noise: 
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where n0(i) is the initial estimate, k denotes the time index, 
and i, i=1, Ö, 30 the mel spectrum coefficients.  [2] proposes 
as update formula  
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The running noise estimate can be subtracted from the Mel 

spectrum coefficients. Alternatively, noise reduction can be 
obtained by means of a gain factor gk(i) applied to the mel 
coefficients: 
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gk(i) is dependent on an underlying state machine which 
estimates the likelihood that the present frame is speech or 
non-speech. In [2] the computation of g is based on  
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where I0 denotes the Bessel function of first order and ν is a 
factor for an a-priori signal-to-noise ratio which has to be 
chosen appropriately. 

Finally, the noise corrected Mel spectral coefficients are 
transformed into 12 MFCCs. In addition, the logarithmic 
energy is used as 13th feature. After calculating the first and 
second time derivatives the overall feature vector contains 39 
coefficients. This feature vector corresponds to the standard  
input for ASR defined in work item WI007 [1].  

In AURORA a common test environment is defined, consist-
ing of a simple HTK recogniser and several sets of training 

and test corpora (based on the TI-Digit corpus with several 
types of artificially added noise, like sub-urban train, exhibi-
tion hall, moving car and babble noise on different signal-to-
noise ratios). Our first results show that our noise reduction 
technique causes a small increase in word error rate for clean 
speech (from 1.49% to 1.64%). However, for 20 dB SNR our 
approach already yields an average improvement of 14% 
(from 2.65% to 2.29%). At 0 dB SNR the performance im-
proves by  33% (from 41.61% to 27,82%). Moreover, it also 
appears that a front end based on LPC spectral estimates 
outperforms FFT based estimates.  

3. CONFIDENCE MEASURES 

A reliable estimate of the confidence with which a user ut-
terance has been recognised is essential for user friendly 
human-machine dialogs. Confidence measures (CM) provide 
an estimate of the reliability of the speech recogniserís out-
put, which is then used by the dialog manager to decide on 
the best continuation of the dialog with the user. The simplest 
use of such a confidence measure is to decide whether the 
recognised hypothesis should be accepted or rejected. Such 
decisions naturally occur in speech driven directory assis-
tance applications. Several confidence measures were already 
developed and investigated by partners before the start of the 
project and they will be further studied and improved during 
the course of the project. 

Confidence measures are also useful for unsupervised adap-
tation. They can be used either to select the data to be used 
for adaptation (i.e. accept/reject criterion) or in a more re-
fined way to weight the contribution of the new data during 
the unsupervised adaptation process. 

Types of confidence measures 
Although there is no generally agreed classification of con-

fidence measures, we can distinguish a few categories. Since 
we intend to design the dialog so as to elicit isolated words or 
short sequences of words adhering to a strict grammar, we 
will focus this discussion on measures that can be applied to 
isolated words or expressions. These measures can be based 
on straightforward N-best lists. For continuous speech confi-
dence measures are probably best estimated from word lat-
tices. In what follows a distinction is made between CMs 
designed for rejection of implausible recogniser output on the 
one hand and measures to decide on the best continuation of 
the dialog on the other. In addition, we need CMs in the end 
point detector.  

Rejection 

 Several different approaches have been developed to decide 
whether the best match between a lexicon entry and a speech 
signal is good enough. A popular technique for isolated word 
recognition is the comparison of the score of the best in-
vocabulary/grammar solution with the garbage model score. 
The difference between the HMM-score of the first best and 
second best answers is also frequently used. 

A related approach (developed in the context of speaker and 
utterance verification [4]) is based on hypothesis testing, 
which leads to computing a likelihood ratio: 



 

( ) ( )
( )

( )
( )WXP

WXP

XWP

XWP
XWLR ∝=  

where W  denotes the hypothesis that another word than W  

is realized. The computation of ( )WXP  requires a so-called 

anti-model associated to word W. 
Anti-models - Anti-models can be defined and trained in 

many different ways. In [5] they were trained on phonetically 
similar sounds, whereas [6] used frames that were actually 
confused for the positive models in a real recognition task. 
For small vocabularies whole word based  anti-models can be 
trained.  However, for large vocabularies one has to use sub-
word-based anti-models, usually associated to phonemes. 
When applied at the segmental level, context-dependent 
models and anti-models lead to better performance than con-
text-independent models and anti-models; however, an ade-
quate smoothing is necessary (some context-dependent mod-
els are not seen on training data or not well enough esti-
mated) [7].  

Weighted contributions - If several sets of anti-models are 
used (for example sets of anti-models trained on various data 
subsets), they can be combined in various ways: weighted 
contributions, best score per phoneme, best score per utter-
ance, etc. Formalisms have been developed to weight the 
contributions of the phoneme segments assuming that they do 
not all convey the same discriminative information. The 

weights are applied on the phone segment likelihood ratios, 
and they can be set dependent on the phoneme error rates [7] 
or from statistics on confidence measures estimated on a 
development set [9]. A weighting of the acoustical axis and 
an exploitation of the dispersion of the phonetic scores were 
also investigated [10].  

Combination of recognisers - Comparing the HMM score 
of various solutions provides a way of computing a confi-
dence measure for rejecting incorrect utterances. Cselt uses 
an ASR system based on Neural Nets to generate a set of 
likely word candidates, which are then re-scored by an HHM 
recogniser [17]. In a spelling recognition task France TÈlÈ-
com used a comparison of a lexicon-constrained decoding 
with a free-grammar letter decoding for rejecting non-valid 
utterances [3]. 

Non-spectral Features - Various types of phonetic and pro-
sodic parameters such as phone-segment duration, energy and 
voicing [8] as well as phonetic features estimated by means 
of neural fuzzy networks [7] to acoustic frame-based parame-
ters [6,9] have been investigated as predictors of the correct-
ness of the recogniserís output. A summary of the results is 
given below. 

Distance in N-best lists ñ CMs based on the comparison of 
competing solutions (e.g., the first and second best decoding) 
behave differently depending on the vocabulary. If the vo-
cabulary contains similar words, they will obviously lead to 
similar acoustic scores, and this will lead to high false rejec-
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Figure 1: Comparison of confidence measures on a field vocal directory database. "Flexible" denotes laboratory trained models as 
opposed to "field adapted" models. "Garbage model only" means that no confidence measure is further used, otherwise the feature 
used for computing the confidence measure is indicated. 



tion on the corresponding words. Such similarity should thus 
be integrated in the confidence measure computation. 

Automatic Model updates 

CMs also play a crucial role in the use of application data to 
update models (both acoustic and language models). Two 
approaches must be distinguished, one in which the utter-
ances recorded in the application are only used to update 
models if their CMs exceed a (probably relatively high) 
threshold. Alternatively, a much larger proportion of the 
newly acquired data can be used, weighting the contribution 
of each item according to its associated CM. We will return 
to this issue in section 4. 

Dialog Management 

An ASR can only use acoustic models, a lexicon and lan-
guage models to effect the decoding. It may well be that 
additional information is available on the application level 
that is not easily formulated in terms of e.g. language model 
probabilities. For instance, there are indications that ñat least 
in Europe, where DA services are nation wide- the prior 
probability of city names in a query depends on the location 
of the caller. Although this knowledge could perhaps be ac-
counted for in language models, it may be preferable to use it 
as an independent knowledge source on the level of the dia-
log management, where the prior knowledge could be used to 
adapt the rejection threshold, or to re-evaluate the relative 
position in the N-best list of acoustically close hypotheses.  

CMs are also needed to determine the next move in a dia-
log. If the CM is below a certain threshold, it is probably 
wise to ask explicitly for confirmation. With very high CM 
values it may very well be profitable to skip confirmation 
altogether, or to use some form of implicit confirmation if 
additional information items must be elicited.  

Comparing some confidence measures 
Experiments were conducted on a database collected with 

the France TÈlÈcom R&D DA system that is in operation 
since 1995. Four graphs are considered in Figure 1, each one 
corresponding to a subset of the speech data. The first graph 
corresponds to in-directory data, i.e., a last name or a first 
name followed by a last name that is in the directory. The 
second one (out-of-directory data) corresponds also to a last 
name or a first name followed by a surname, but either the 
surname, or the first name, or the sequence do not match a 
directory entry. The third is for out-of-vocabulary data, i.e., 
speech which does not correspond to a name. The last graph 
(noise tokens) refers to noise signals which have triggered the 
endpoint detector. 

Logarithmic scales are used on both axes of the graphs. The 
horizontal axis always refers to false rejection rate measured 
on correct data (in-directory data). The vertical axis in the 
first graph reports the substitution rate for in-directory data, 
and false alarm rates for the other graphs. Curves are ob-
tained by varying the probability of the garbage model (when 
used alone) or the decision threshold when applying the con-
fidence measures. 

First, these graphs show the impact of field adaptation on 
recognition performance [11]. They also show the combined 

usage of garbage models for rejecting part of the incorrect 
data, and confidence measure for refining the decision on non 
rejected data. Field adaptation leads to a noticeable error rate 
reduction on in-directory data and a large false alarm reduc-
tion on out-of-vocabulary data and noise tokens. However, no 
improvement is observed for out-of-directory data. For such 
data, part of the speech signal matches well with a part of the 
recognised hypothesis; thus the (average) confidence measure 
is not able to correctly reject such data. Around 8 to 10% 
false rejection rate almost all approaches are equivalent on 
these out-of-directory data. 

For what concerns in-directory data the delta-score based 
confidence measure clearly provides the best results, and 
improves over the garbage model. On out-of-vocabulary data 
phonetic segmental features (consonant/vowel feature) lead 
to the best false alarm reduction. Finally, on noise tokens, the 
frame-based confidence measure and the phoneme-energy 
based confidence measure lead to significant error reduction. 

As various confidence measures behave differently on vari-
ous subsets of data, there is a hope that a proper combination 
will lead to a global improvement on all types of data. 

When optimisation procedures are used to determine opti-
mal parameters (for example in [9, 10]) a global measure is 
computed from all the types of errors. The cost function to be 
optimised will very likely depend on the specific purpose for 
which the CMs are to be used.  

4. BUILDING MODELS FROM APPLICATION 
DATA 

DA poses many application specific problems, like alternate 
pronunciations, especially for foreign names, and the use of 
different words to indicate the same entity. In this section we 
review the most important problems, and present approaches 
towards solutions. 

Dealing with foreign words 
Speech recognition systems are quite sensitive to foreign 

accents. Recognition of English company names (which are 
quite frequent) in a French DA service has been investigated. 

Foreign accent is determined by the native language, which 
acts as a filter when pronouncing foreign words. Phones of 
the target language can be substituted by acoustically or ar-
ticulatory close phones in the filtering (native) language. One 
way to express the degree of accent is as the percentage of 
phones which are substituted. Phone substitutions vary be-
tween speakers; therefore training "standard" pronunciation 
models on accented speech will lead to non discriminative 
phone models. Thus, a new approach was developed, which 
specifies pronunciation variants of the foreign words on the 
basis of the two sets of phonemes (from the native and the 
foreign language) [12]. These variants were determined from 
the standard pronunciation and a set of rules mapping the 
sounds of the two languages. 

An extension of this approach was recently developed. Pro-
nunciation variants are added to the standard pronunciation 
by aligning the spelling form with the standard pronuncia-
tion, after which rules are applied that address specific prob-



lems. For example full vowels suggested by the spelling are 
substituted for heavily reduced unstressed vowels in English.  

Automatic derivation of pronunciation variants and new 
acoustic models 

Experience shows that business listings can be referred to in 
many different ways. Data from the field are used to infer the 
most frequent expressions with which users formulate their 
requests. The problem is to find the best mapping between 
the representation of a given entry in the directory and the 
most common way of expressing it. Supervised and unsuper-
vised learning of linguistic expressions are considered. Unsu-
pervised learning appears to be preferable, because of the 
large amount of data collected in operational services (like 
the DA service of Telecom Italia). It is impossible to verify 
and transcribe all these data by hand.  

In addition to the lexical and language models one might 
also want to update the acoustic models with field data. Pre-
liminary experiments by Telecom Italia and KPN Research 
have shown that it is possible to improve recognition per-
formance by adding a limited number of models trained with 
field data to the baseline set of subword units. In particular, 
improvements are obtained by 

• transcribing the vocabulary with the baseline models.  
• adding the transcriptions of the most frequent words in 

terms of the units trained from the field data,  
• adding whole word models for the most frequent appli-

cation words. 

Knowledge for decoding without explicit lexical knowl-
edge 

As directories are continuously updated, it is almost impos-
sible to have an adequate, precompiled phonetic representa-
tion for all entries. Therefore, it may be advantageous to 
consider a set of decoders working in parallel, rather than just 
one based on word models. Each decoder will use models of 
different units attempting to capture types of regularities in 
phoneme strings, phonotactics, environment knowledge, etc.. 
Different acoustic parameters and recognition paradigms can 
be considered, as well as different acoustic features with, for 
example, variable time-frequency resolutions. A suitable 
strategy dynamically generates entry candidates with their 
phonetic representation to be used in a further rescoring 
phase. 

A first experiment has shown that proper names can be 
automatically grouped into classes with different phone bi-
gram statistical distributions. Different bigram phoneme 
models (BPM) are trained on phonetically transcribed cor-
pora in order to learn the transition probabilities between 
phonemes in a given language. Studies made in the field of 
Grapheme-to-Phoneme transcription have shown that knowl-
edge of the linguistic origin of proper names leads to a sig-
nificant improvement in the quality of the phonetic strings 
produced [13, 14]. This suggests building BPM by segment-
ing a training corpus into several sub-corpora according to 
their phonetic similarities. These sub-corpora are automati-
cally obtained and a n-gram model is trained on each of them. 
Each model provides a better estimation of the phone transi-
tion probabilities of the names present in the sub-corpus. 

A particular kind of classification tree, called Semantic 
Classification Tree (SCT) [15] is used for this purpose. Each 
node of an SCT is associated with a regular expression in-
volving phonetic units, gaps (sequences of at least one pho-
neme) and the two symbols < and >, indicating the beginning 
and the end of a name.  

To build a decision-tree, one needs a sample corpus, a set of 
questions, a split criteria and a stop-condition. The set of 
questions is automatically generated during the tree growing 
process. This is one of the original aspects of SCT. These 
questions ask whether a sequence of phonemes matches a 
certain regular expression involving phonemes and gaps. 
During the growing process of the SCT, each node of the tree 
is associated with a regular expression called the Known 
Structure (KS). KS is initialised with the value <+> at the root 
level of the tree. The questions, for a given node, are com-
puted from the value of its KS and the phonetic units. Each 
gap symbol (+) of the KS is replaced by each phonetic sym-
bol pi in four different ways: pi ,   pi +  ,  + pi   ,  + pi + . For 
example, if a node contains the following KS: <+ t +>, the 
phoneme a will produce the following eight questions: 
<a t+> <+a t+> <a+t+> <+a+t+> 
<+t a> <+t+a> <+ta+> <+t+a+> 
Each question splits the training corpus into two sets of 

samples: those which match the regular expression repre-
sented by the question and those which do not. 

 
To select a question we use the perplexity reduction be-

tween the corpus attached to the node and the sub-corpus 
produced by the question. For a given node N and a given 
question Q we make two sub-corpora: 

- Qyes : names belonging to the corpus of node N which 
match the regular expression of question Q 

- Qno : names which do not match question Q 
Then we calculate three bigram BPMs: Myes, Mno, Myes+no on 
the corpus Qyes , Qno and Qyes + Qno. Using the perplexity 
function PP, we estimate P(Qyes)=PP(Myes , Qyes ) ,  
P(Qno)=PP(Mno , Qno ) and PN=PP(Myes+no , Qyes + Qno). 
 
A question is selected if  
 

Qbest=argmin 2*PN ñ (P(Qyes)+ P(Qno))  
                               Q 
and 

P(Qyes)< PN  and P(Qno)< PN 
 

The stop condition used to halt the growing process is 
based on the size of the sub-corpora produced at each node: if 
all sub-corpora generated by the questions contain less exam-
ples than a given threshold SC, we stop the process. By 
changing the threshold SC, we can control the number of 
BPMs which will be produced.  

Experiments were carried out on a 39K French town-name 
corpus. A 31K word training corpus was extracted from the 
general corpus. The 8K remaining words were used for test. 
Phonetic transcriptions were generated by means of the tool 
developed by LIA [16]. The perplexity of the test corpus was 
evaluated with the general BPM: BPMref. Then, several SCTs 
were trained in order to obtain different segmentations of the 



corpus: from 2 to 40 sub-corpora were produced according to 
the value given to the threshold SC. 

If a segmentation produced N sub-corpora Ci on the training 
corpus, a sub-BPM BPMi was obtained for each Ci. Each 
entry of the test corpus is parsed by the tree. In this manner 
we obtain N test sub-corpora corresponding to the leaves of 
the tree. Two measures were computed: 

 
PP(BPMmin(n),Tn)=argmin(PP(BPMi,Tn), 0<i<=N 
and 
gain(n)=[PP(BPMref , Tn )-PP(BPMi,Tn))]/ PP(BPMref , Tn) 
 
It was verified that for every segmentation and every sub-

corpus n, PP(BPMmin(n),Tn)=PP(BPMn,Tn). This means that, 
for a given test corpus Tn, the best perplexity is obtained with 
a BPM trained on the corpus Cn, corresponding to the same 
leaf of the SCT. Figure 2 shows the gain in perplexity ob-
tained by using a sub-BPM instead of the general BPM. This 
curve is given according to the number of sub-BPMs pro-
duced. An average gain of 20% is obtained by using 7 sub-
BPMs instead of a global one. The gain increases to 33% 
with 40 sub-BPMs. Similar results have been obtained for 
Italian and Dutch city names. 
 

Figure 2: Gain in perplexity obtained with sub-BPMs. 
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