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Abstract

In this paper, we demonstrate a statistical approach
for creating a 3D face from photographs by exploiting
the face information gained from faces scanned into a
large 3D face database. We also estimate facial expres-
sions using this database, creating speech-related defor-
mations used for talking head animation for auditory-
visual speech research.

The database has 9 different face postures from over
two hundred people and is analyzed by principal com-
ponent analysis (PCA). A small set of feature points
from the face and the profile silhouette line extracted
from front and side view photographs are used to create
a novel 3D face from PCA results by linear estimation.
Any new neutral 3D face can be easily represented by
fifty eigen vectors obtained by this PCA, and its de-
formation characteristics can be estimated from faces
in the database that are close to the input face in the
eigen vector space. The estimated facial expressions are
quite natural. This same method can also be applied
to human-like faces such as those found in statues or
dolls. Additional PCA of the estimated face postures
can then be used to create 3D talking head animation.

1 Introduction

Realistic facial animation remains one of the major
challenges in computer graphics. Even in state of the
art depictions of virtual people in films such as ‘Fi-
nal Fantasy’ (Square Pictures) or ’The Polar Express’
(Sony Pictures Imageworks), viewers’ reaction are de-
cidedly lukewarm. However, as ably demonstrated in
other recent computer graphics movies, obvious depar-
tures from reality using cartoon-style human like char-
acters in films such as ’The Incredibles’ or ’Toy Story’
(Pixar) are readily accepted by viewers. Munhall et al.
showed that even relatively low-quality “realistic” talk-
ing head animation, in other words “non-state of the
art” animation, can enhance the speech perceptibility
in noisy environments[17, 16]. This demonstrates that
people can perceive visual speech information from talk-
ing head animation if the information is there, which
leads to the question: Will more accurate talking heads
- those that tangibly aid speech perception in noisy en-
vironments - positively affect the acceptability of virtual
characters? This question, in turn, draws attention to
the fact that the computer animation community has
yet to fully exploit relevant findings from research by
the auditory-visual speech community. To find the an-
swer of this question, realistic talking head animation
which can carry correct visual speech information will
be required.

To create more accurate talking heads, both realis-
tic face models and face motion will be required. Ex-
pensive scanning devices such as laser range finders are
convenient for capturing realistic face models. Multi-
view photographs can also be used to create realistic
face models [1, 10, 18], but these techniques are not
so practical for obtaining the many face postures from
multiple subjects necessary for creating various stimuli
for auditory-vidual studies. Thus range finders continue
to be important for model acqisition. As presented by
Blanz et al.[4, 5, 6], a 3D face database built from the
data obtained by such a device is quite useful for cre-
ating models from existing face characteristics in the
database. Once a database is established, almost any
face can be created from features extracted from pho-
tographs.

With the face model in hand, it seems easy to cre-
ate movement for a talking head. However, accurate
movement poses another major challenge: if the cre-
ated face motion is not accurate – for example, if it does
not correspond to speech – perception may be altered.
In certain cases movement can induce incorrect speech
perception, as with the well known McGurk effect[14],
which has been demonstrated on computer generated
face models[13]. Additionally, incorrect movement of-
ten garners harsh reactions from people viewing the an-
imation: after animations reach a certain point of real-
ism, expectations are raised and people begin to object
to even small deviations from true human behavior.

Every person has unique face deformation character-
istics corresponding to their speech production that are
determined by geometrical configurations of the skull
and jaw, facial muscle structures, and skin thickness
and stiffness properties. For this reason using a muscle-
based model is a good solution for creating face motion
for speech [21, 19, 11, 12, 15]. However these models
require muscle structure initialization for each new face
model and extensive computation to simulate muscle
motion. The resulting animation looks quite natural,
but still there is no proof that the resulting deforma-
tion is accurate.

An algorithm that transfers face deformation from
one subject to another using a neutral face database was
proposed by Blanz et al. [3]. However, this algorithm
can only reference static face aspects of the neutral faces
comprising the database, and there is no guarantee that
the transferred face deformation is reasonable for the
target subjects. On the other hand, we proposed a Fa-
cial Motion Mapping technique[8] which enables us to
transfer face motion from one person to others quite
easily, taking into account the capabilities of the new
face during mapping. However, even though the trans-
ferred motion looks natural for the target faces, it re-
quires both subjective and objective evaluations with
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various face models and conditions, such as: using dif-
ferent numbers of eigen vectors; using face motion both
with and without head motion; and varying the level of
reality for face models, including using some non-human
faces.

In this paper we propose a new method for creat-
ing textured 3D face postures from two photographs
using a 3D face database containing over 200 subjects,
each with the same set of face postures. First we de-
scribe how our 3D face database is created and analyzed
by principal component analysis (PCA). Then we show
how we estimate a 3D face from feature points extracted
from two photographs of an unknown subject. Staring
with the estimated 3D model, face postures are esti-
mated from similar faces in the database, and these es-
timated postures are compared with the measured data.
The same algorithm for creating face postures can be
applied to any 3D model which has same mesh structure
as the database. Finally, using a similarity measure for
deformation characteristics of individual faces obtained
by another PCA, we show that face motion from motion
capture data can be easily transferred to the estimated
faces or to other faces in the database to create anima-
tion using our facial motion mapping technique.

2 Creating and analyzing a 3D
face database

To create our database, we scanned various subjects
with Cyberware’s 3D color digitizers (4020RGB/PS and
3030RGB/PS). A single 360 degree scan takes 17 sec-
onds and results in 3D range data and a surface texture
image of the subject’s head. Nine postures per subject
are scanned: neutral, mouth open, clenched, lip protru-
sion, the vowels /i/, /o/, and /u/, smile with mouth
open and smile with mouth closed. This set of pos-
tures has been selected from our previous research into
face deformation sets for representing speech postures,
with the additional provision that the scanning time,
and thus number of postures, is kept reasonable for the
subjects’ comfort. Previously, we scanned up to 30 pos-
tures per subject, which took more than an hour and
required extensive processing time. Using fewer pos-
tures, it takes less than 20 minutes to scan one subject,
and animation results are actually better than before
(for discussion, see [20]. To date, more than 500 sub-
jects have been scanned with this protocol and over 200
subjects have been processed as described in section 2.1.

2.1 Making a 3D face database

To simplify processing, we adapt a pre-defined generic
mesh to each scanned face, storing the adapted mesh
as an entry in the face database. Figure 2 shows the
current generic mesh model. To guide adaptation, basic
feature lines are defined on the face by hand. They
include eye boundaries, eyebrow boundaries, nose lines,
lip contours, a jaw line and a hair boundary. Then
field morphing [2] is used to smoothly transfer all nodes
from the generic mesh onto the target range data. After
adaptation of the scanned postures, all faces have the
same mesh topology and can be more easily analyzed.

Figure 1: The nine basic face postures scanned for the
3D face database: in the top row are neutral, 3 vowels
(/i/, /o/, /u/), and open mouth; in the bottom row are
clenched, lip protrusion, and smiles with mouth closed
and open.

Specific face regions can also be extracted for further
analysis. Currently 200 subjects are represented by the
generic mesh topology.

Figure 2: An example of the generic mesh (N = 762
nodes, 1434 polygons): Bold feature lines are used for
mesh adaptation.

2.2 Facial PCA

By ensuring a uniform mesh topology for faces, the prin-
cipal components analysis can be applied to all vertices
of face data. Figure 3 shows the cumulative propor-
tion of total variance (darker thick line, scale on the
right) by the number of principal components, where
the eigen values are larger than 1.0, and the average
distance error per node between the original face and
reconstructed face averaged over all faces (gray thick
line), and two examples: a Caucasian male (thin dashed
line) and an Asian male (thin solid line). The database
used for this particular analysis consists of s = 200
subjects, K = 1800 faces including 88 Caucasians (48
males, 40 females), 108 Asians (69 males, 39 females)
and 4 Africans (2 males, 2 female).

As you can see from this figure, the total variance
is close to 85% at the first 20 PCs and becomes 90%
to 95% at 30 to 60 PCs. Then it increases slowly to
99.7% at 401 PCs. The average error decreases as a
smooth exponential curve: quickly for the first 10 to 20
PCs for all faces, and then descends more slowly, which
corresponds to the results of total variance. In fact,
preliminary objective evaluation suggests that 30 to 60
PCs are enough to uniquely identify the subject and
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Figure 3: Cumulative proportion of total variance
(darker thick line, scale on the right) and average dis-
tance errors between the original and reconstructed face
for all faces in the database (gray thick line) are com-
pared with errors for the single face posture of a Cau-
casian male (thin dashed line) and an Asian male (thin
solid line).

the face posture. Although the average errors show rela-
tively large displacements from the original faces for be-
tween 30 to 60 PCs (average error 2.30mm ∼ 1.56mm),
most errors are distributed around the hair, ear and jaw
boundaries, while critical face features (eyes, nose, and
lips) are relatively closer to the original nodes. In other
words, one mean face and 30 to 60 control parameters or
dimensions is sufficient to differentiate 1800 faces from
the database. This is a significant data reduction. In
this paper, we used 50 PCs (average error 1.75mm) for
analysis and estimation.

3 3D face estimation from par-
tial face feature information

In this section, we describe a general approach to 3D
face estimation using the 3D face database, and in sub-
section 3.2, we address the specific case of estimation
from photographs. If partial information of a face is ob-
tained, it can be used to estimate the entire face struc-
ture using a known relation between a subset of data
points in the entire face. This problem is technically
similar to recovering an entire face from motion cap-
ture data as we presented in previous work. We there-
fore applied our technique [9, 7] to this face estimation
problem.

3.1 Linear estimator for 3D faces

Suppose there is a subset of n points of the 3D face
mesh used in this database. Then 3D coordinates of
these n points can be represented by a single column
vector p,

p = [x1 x2 ... xn y1 y2 ... yn z1 z2... zn]T (1)

If we apply PCA to this subset of points for all faces
or for a subgroup of faces in the database (only for
neutral faces, for example), principal components Up

and a linear combination coefficients matrix β can be
obtained from µp and pm, the mean shape of p and
the difference of p from µp respectively, and yielding
the following relation:

β = UT
p pm. (2)

Therefore, combining all linear combination matrices
for the faces used for this PCA results can be expressed
by a single matrix

B = [β1, β2, ...βK ]. (3)

Since B is a subset of the full set of face points given
by A, a linear combination matrix of the principal com-
ponent U of all face points of this subgroup, the linear
estimator E can be defined by the following relation:

A ∼ EB. (4)

Both A and B are known values for a certain face
group, thus the linear estimator E can be obtained by

E ∼ ABT (BBT )−1. (5)

Using this linear estimator E makes it possible to es-
timate α, the linear combination values of the principal
components for an entire face, from β, the other linear
combination values of the principal components for the
subset points:

α ∼ Eβ. (6)

Therefore, if we extract feature points pnew for an
unknown face corresponding to p, the following equa-
tion will estimate the entire face fnew:

fnew = µf + Uαnew (7)
∼ µf + U(Eβnew) (8)

∼ µf + U(EUT
p (pnew − µp)). (9)

For this paper, we used the neutral face subgroup of the
database for this estimation.

3.2 Obtaining feature points from pho-
tographs

The linear estimation described above requires defini-
tion of a small number of 3D feature points in the
generic mesh structure. Here we use a profile silhou-
ette line and six additional feature points (outside eye
corners, lip corners and jaw line end points at both ears)
which can be easily and efficiently extracted from a side
view or a front view photograph noting that:

• a profile silhouette line is easily extracted from a
side view photograph, and requires no special 2D
to 3D translation

• the six feature points are relatively easy to extract
from a front view photograph
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• corresponding points for the silhouette and three
of the additional features easily map to the other
photograph

• both views enable us to obtain 3D feature coordi-
nates using a simple parallel projection.

Photographs are adjusted to the same scale and ap-
proximate horizontal angle as needed. Figure 4(a)
shows an example of a pair of photographs used to ac-
quire feature points, and Figure 4(b) shows manually
extracted feature points. The silhouette line is repre-
sented with the same number of nodes as in the generic
mesh side view; only the end points of the midsagittal
line are defined in the front view. 3D coordinates in
pixel scale can now be found for all feature points.

(a)

(b)

Figure 4: (a) An example of input photographs to ob-
tain feature points and (b) extracted feature points.

Figure 5: A neutral 3D face estimated from two pho-
tographs.

After scaling these 3D pixel coordinates to real-life
measurements by rough estimation of a subject’s face
size, we can apply linear estimation. Figure 5 shows
some results of 3D face estimation. After the 3D model
is estimated, texture coordinates for each vertex can
be obtained by inverse projection of the model to the
individual photograph.

Input neutral
face of unknown
subject

Figure 6: Conceptual figure showing the distribution
of individual face postures in the principal component
space.

4 Estimation of face postures

Once a 3D face model and surface texture are acquired,
we can employ the database to estimate other face ex-
pressions. In the principal component space obtained
from analyzing all faces in the database, individual face
postures form a cluster around the neutral face as shown
in Figure 6. By describing the unknown input face in
this space, similar faces in the database can be found
by simply measuring the distance between the input
neutral face and any neutral face in the database.

Once all distances are examined, one or more faces
can be selected as ’similar face(s)’ in this space. Then
the face posture distribution of these candidate(s) can
be used to estimate the deformations of the input face
for postures in the database. In the following exam-
ples we choose the top five candidates and create an
expression vector from the neutral face with 50%, 25%,
10%, 10% and 5% weightings respectively to obtain the
new expression deformations for the target face. Ac-
tually, the same procedure can be done in the original
3D face space. However using a fifty dimensional prin-
cipal component space is much easier and faster than a
3N = 2286 dimensional space for the N points in the
mesh.

The faces estimated from photographs were given the
same topology as faces in the database, deliberately
simplifying the estimation scheme. In addition to pho-
tographs, posture estimation is effective for estimating
expressions for inanimate models, as illustrated in the
next section.

4.1 Expression estimation results

Figure 7(a) shows estimation results for eight expres-
sion postures starting from the neutral face in Figure
5. Figure 7(b) shows the original 3D data measured
from the same subject for these postures. With these
two sets of faces, quantitative evaluation was performed
in the original Cyberware range data coordinate sys-
tem. By adjusting the head orientation of each esti-
mated face to the corresponding Cyberware range data
measured from the subject for each posture, the error
between the range data and the estimated face posture
polygons was obtained in the higher resolution range
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(a)

(b)

(c)

Figure 7: (a) Eight postures (/i/,/o/,/u/, open, clench, lip protrusion, open mouth smile and closed mouth smile)
estimated from the neutral face shown in the left column, (b) 3D scan results of the same subject, and (c) error
map between (a) and (b) in the cylindrical coordinates (warmer colors correspond to increasing error).

data coordinates via re-sampling of the polygonal sur-
face. Figure 7(c) shows this evaluation results. In this
figure, cooler colors correspond to smaller estimation
errors, and warmer colors correspond to higher estima-
tion errors. Areas which have more than 20mm of error
are shown in red. Geometrical errors in the estimated
faces in most cases are spread around the cheek and
nose region. Despite these errors including the differ-
ence in mouth opening for /o/, estimated face postures
are quite natural.

We also applied this method to inanimate models,
including a statue of Venus, which was scanned with
the Cyberware scanner (Figure 8(a)), like the human
subjects. Of course only one posture was available, and
a generic mesh was adapted to the data, resulting in
the 3D model shown in the left column of Figure 8(b).
Eight estimated postures are shown to the right of the
neutral face.

As the results show, reasonable face expressions are
obtained from the database estimation scheme. How-
ever, model estimation from a small number of feature
points in two photographs is, not surprisingly, less ac-
curate than using scanned data, causing estimation er-
rors especially around the eye and lip boundaries of the
faces.

5 Application to talking head

The posture set in this paper was primarily formulated
to synthesize and analyze talking heads. Now that we
have a 3D model with the full posture set, we can eas-
ily create animations for inanimate 3D faces like stat-
ues, and for new subjects created only from two pho-
tographs.

Using the estimated face postures, we extract in-
dividual deformation characteristics by further PCA
on the nine faces. The major two principal compo-
nents are very consistent across the set, even though

the individual faces deform in slightly different ways.
For some subjects, the order of the first two compo-
nents may switch, but mostly the first component re-
lates jaw elevation information, and the second corre-
sponds to lip rounding (plus protrusion) and horizontal
lip spreading[7]. Using this similarity, we can transfer
face motion from one person to others quite easily by
Facial Motion Mapping[8].

Figure 9 shows selected frames of sample animation.
The top row shows video images of the original speaker’s
face during a motion capture session using the OPTO-
TRAK (Northern Digital Inc., Canada) system. First
this motion capture data drives the original speaker’s
face model shown in the second row by a PCA-based
technique[9]. Then the linear combination values of this
model are mapped to the face model generated from
photographs (third row), and the Venus model (bot-
tom row) by Facial Motion Mapping in each frame. The
resulting animation is quite natural with the speech de-
formations being estimated from a real person’s data,
and then mapped to a new face.

6 Summary

In this paper we demonstrated a new method for cre-
ating 3D face expression postures from front and side
photographs using PCA results of a 3D face database
containing 200 subjects, each with the same set of face
postures. The estimated face postures have deforma-
tion characteristics similar to subjects in the database
which are implicitly embedded in the estimated face
postures when predicting face deformation from similar
faces. This similarity allows us to apply a PCA-based
facial motion mapping technique to create a talking
head animation driven by another speaker’s face mo-
tion. In this way we move closer to realizing realistic
and perceptibly valid animations of talking heads, still
a difficult challenge for the animation community. This
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(a) (b)

Figure 8: (a) A 3D model of a Venus statue and (b) estimated 8 postures (/i/,/o/,/u/, open, clench, lip protrusion,
open mouth smile and closed mouth smile) from the neutral face model in the left column.

Figure 9: Selected frames from an animation sequence
mapped from motion capture data (top) to the original
speaker’s face model (second row), mapped to the face
model from photographs (third row), and mapped to
the Venus model (bottom).

method is important for applications in auditory-visual
speech studies, as well as natural user interface design,
entertainment, and education.
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