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Abstract 

The aim of this work is to investigate a selection of audio and 
visual speech features with the aim of finding pairs that 
maximise audio-visual correlation. Two audio speech features 
have been used in the analysis - filterbank vectors and the first 
four formant frequencies. Similarly, three visual features have 
also been considered - active appearance model (AAM), 2-D 
DCT and cross-DCT. From a database of 200 sentences, audio 
and visual speech features have been extracted and multiple 
linear regression used to measure the audio-visual correlation. 
Results reveal filterbank features to exhibit multiple 
correlation of around R=0.8 to visual features, while formant 
frequencies show substantially less correlation to visual 
features – R=0.6 for formants 1 and 2 and less than R=0.4 for 
formants 3 and 4. The three visual features show almost 
identical correlation to the audio features, varying in multiple 
correlation by less than 0.1, even though the methods of 
visual feature extraction are very different. Measuring the 
audio-visual correlation within each phoneme and then 
averaging the correlation across all phonemes showed an 
increase in correlation to R=0.9. 

1. Introduction 
The aim of the work is to examine a range of audio and visual 
speech features to identify combinations that exhibit high 
levels of audio-visual correlation. Knowledge of high 
correlation audio-visual feature sets has several important 
applications. In audio-visual speech enhancement, knowledge 
of visual speech information can provide useful clean audio 
speech estimates, given sufficient audio-visual correlation [1]. 
Similarly, in audio-visual speech synthesis, knowing the 
audio features can allow the visual features to be estimated 
[2]. Audio-visual speech recognition may also benefit from 
knowledge of audio-visual correlation in determining the 
choice of audio and visual feature sets [3].  

The assumption of correlation existing between audio and 
visual speech features is supported by the generation process 
of speech. This is related to movements of articulators 
(tongue, lips, etc) and gives rise to correlation between the 
resulting audio and visual shape of the mouth. The correlation 
is limited to spectral envelope based features, as clearly 
source information is not present in visual features extracted 
from a speaker’s mouth. Several studies [4,5] have measured 
the correlation between acoustic (audio), face movement 
(visual) and articulatory features. Rather than using visual 
features directly, these investigations have used markers 
positioned around the face. The experiments have revealed 
that correlation exists between face movement and acoustic 
features, although less than that which exists between 
articulatory features and audio features.  

In this work visual features are extracted directly from the 
speaker’s mouth. Three different visual features are 
considered along with two different audio features and these 
are described in section 2. Multiple linear regression is used to 
measure the multiple correlation between the visual and audio 
features and its application is discussed in section 3. Analysis 
of the audio-visual correlation is presented in section 4. This 
begins by measuring the multiple correlation of the three 
visual features to the two audio features for different ranges of 
feature vector dimensionality. An investigation is then made 
into whether audio-visual correlation can be increased by 
measuring correlation within individual phoneme sounds 
rather than globally across all speech. 

Before formally analysing audio-visual correlation it is 
interesting to examine the relationship between the mouth 
region of a speaker and the resulting audio. Figure 1 shows a 
time-domain waveform and spectrogram of the word 
“proportion”. Also shown are the corresponding mouth 
shapes, sampled regularly over the duration of the audio 
signal, and the time aligned phoneme locations. 

The figure confirms that a relation does exist between mouth 
shape and the resulting speech. An obvious relation can be 
observed during the mouth closure part of the phoneme /p/ 
where very little speech energy is emitted prior to the plosive 
release of energy.  The first /p/ in the word proportion shows 
more speech energy than the second /p/. An examination of 
the mouth during the first /p/ shows a slight opening that 
allows more speech energy to be emitted and is attributed to 
co-articulation effects from the preceding word. The phoneme 
/ao/ is generated with a rounded lip shape that remains 
constant for the majority of the duration of the phoneme and 
gives the stable spectral shape seen in the spectrogram. A 
different mouth shape, with teeth clearly visible, generates the 
noise-like /sh/ phoneme.  

2. Audio-visual speech features 
This section describes the audio and visual features that have 
been investigated with the aim of finding those that exhibit 
high levels of audio-visual correlation. 

2.1 Audio feature extraction 

Many different audio features have been developed for speech 
processing applications. In this work two audio features are 
considered; one that relates to speech production, namely 
formant frequencies, and the other a filterbank feature. 

2.1.1 Filterbank features 

The filterbank feature used in this work has a perceptual 
spacing of channels that provides a coarse spectral 
representation. Implementation of the filterbank is derived 
from the design specified in the ETSI Aurora distributed  
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Figure 1: Audio spectrogram and corresponding mouth shapes for the word “proportion”. 

 
speech recognition (DSR) standard [6]. The audio is 
segmented into 25ms frames at a rate of 100 frames per 
second. Following a Hamming window and Fourier 
transform, a 128-bin power spectrum is calculated and an I-
dimensional mel-scale filterbank applied followed by a log 
operation. This results in a filterbank vector, 
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x t
FB = xt 0( ),K, xt i( ),K, xt I "1( )[ ] , at time frame t, where 

! 

xt i( )  is the amplitude of the ith channel of the filterbank. 
Although the ETSI Aurora standard specifies an I=23 channel 
filterbank, different sizes of filterbank are considered in this 
analysis. 

2.1.2 Formant features 

Formant frequencies relate closely to speech production and 
correspond to resonant frequencies in the vocal tract. The 
formant feature vector used in this work contains the first four 
formant frequencies, F(1) to F(4). These are estimated from 
25ms frames of speech using a combined linear predictive 
analysis-Kalman filter [7] at a rate of 100 frames per second 
to create a stream of I=4 dimensional formant feature vectors, 
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x t
Formant = F 1( ), F 2( ), F 3( ), F 4( )[ ] . 

2.2 Visual feature extraction 

Methods for visual feature extraction fall into two main 
categories; model-based (shape) and pixel-based 
(appearance). Many variations on these feature extraction 
methods have been developed and used successfully in audio-
visual speech recognition [8,9]. This analysis considers two 
pixel-based features, namely 2-D discrete cosine transform 
(DCT) and cross-DCT. A third feature is also examined that is 
derived from an active appearance model (AAM) and is a 
combination of shape and appearance.  

2.2.1 Active appearance model (AAM) 

The AAM is a frequently used method of visual feature 
extraction and statistically models shape and appearance 
information [8]. From a set of training images, labelled with 
landmark points, the AAM uses image warping to deform 
each image to a mean shape and then builds a statistical model 
combining shape and appearance across the object. Given a 

test image the AAM minimizes the difference between its 
synthesized image and the actual image by varying the model 
parameters as well as incurring some displacements in 
position, scale, and orientation. Features of the final 
synthesized image are extracted at the end of the search 
process to generate a J-dimensional AAM vector, 

! 

v t
AAM . 

Further details are given in [8].  

2.2.2 Two-dimensional DCT 

The 2-D DCT is a common method of extracting pixel-based 
visual features from an image of a speaker’s mouth [9]. From 
an UxV matrix of pixel intensities, P, centred around the 
speaker’s mouth, a 2-D DCT is applied, 
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pu,v refers to the intensity of the pixel in the uth row and vth 
column of matrix P. The resulting 2-D DCT coefficients are 
given by cn,m. After the 2-D DCT, the energy from the image 
is concentrated into the lower coefficients of the resulting 
matrix. A visual vector, 

! 

v t
2DDCT , is obtained by extracting 

the 2-D DCT coefficients in a zigzag order located in the 
lower coefficient region of the matrix to give a J-dimensional 
visual vector, 

  

! 

v t
2DDCT = c0,0,c0,1,c1,0,c2,0,c1,1,c0,2,c0,3,c1,2[ ,LL]  (2) 

Initial experiments found that suitable values of U and V were 
100 which forms a square region of interest. 

2.2.3 Cross DCT 

A simple alternative to the 2-D DCT is to compute a cross-
DCT visual feature. First, a horizontal row, 
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p
vert = p0, " V ,L, pu, " V ,L, pU#1, " V [ ] , of pixels are extracted 

from the centre of matrix P, where U’ and V’ represent the 
indices of the central row and column respectively. The 
vertical column of pixels captures the height of the mouth 
opening while the horizontal row of pixels captures the width 
of the mouth. Changes in pixel intensity, due for example to 
teeth being exposed, are also captured. A DCT is applied to 
both phoriz and pvert to given DCT transformed vectors, choriz 
and cvert, as, 
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where 
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pr
horiz  and 
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pr
vert  are the rth elements of vectors phoriz 

and pvert and Wn is as defined in equation 1. Finally, the two 
vectors are truncated and concatenated to produce a J-
dimensional visual vector, 
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3. Measuring audio-visual correlation 
From the set of audio and visual features, those exhibiting 
highest audio-visual correlation must now be identified. 
Multiple linear regression is used to measure the multiple 
correlation of each component of the audio vector to the entire 
visual vector [10]. A linear model is developed which 
describes the relationship between the visual feature vector 
(the independent variables) and the audio vector component 
(the dependent variable). This enables each component of the 
audio vector, 
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xt i( ), to be represented in terms of the elements 

in the visual vector, 
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v t = vt 0( ),L,vt j( ),L,vt J "1( )[ ] , using a 

set of J+1 regression coefficients, 
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bi,0 ,L,bi, j ,Lbi,J{ } , 
which are specific to the ith component of the audio vector, 
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xt i( ) = bi,0 + bi,1 vt 0( ) +K+ bi,J vt J "1( ) +# t        (6) 

where εt is an error term. Using a set of training data, least 
squares estimation is used to determine the regression 
coefficients. The multiple correlation, R, between the ith 
channel of the filterbank vector and the visual vector, v, is 
determined from the R-squared term which is defined as, 

! 

R i( )
2

= 1"

xt i( )" ˆ x t i( )( )
2

t= 0

T

#

xt i( )" x i( )( )
2

t= 0

T

#

   (7) 
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x i( )  is the mean of the ith component of the audio vector and 

! 

ˆ x t i( )  is the predicted value of the ith component of the tth 
audio vector, computed from the tth visual vector, vt, using the 
set of regression coefficients as 

  

! 

ˆ x t i( ) = bi,0 + bi,1 vt 0( ) +L+ bi,J vt J "1( )            
(8) 

T is the number of vectors over which the regression is 
computed. The next section first analyses the correlation of 
the three visual features to the two audio features and then 

considers the effect of global and phoneme-specific 
correlation. 

4. Analysis of audio- visual correlation 
Using the regression analysis this section first examines the 
correlation between the two audio features and the three 
visual features. Secondly, the audio-visual correlation is 
analysed within individual phoneme sounds, rather than 
globally across all speech. 

The regression analysis uses 200 sentences of continuous 
speech spoken by a single male UK English speaker [11]. The 
audio was sampled at a rate of 8kHz and subsequently 
processed at a frame rate of 100 audio vectors per second. The 
video was originally recorded at 25 frames per second and 
then upsampled to 100 frames per second to give a visual 
frame rate equal to the audio frame rate. Thirty-six phonemes 
occur in the database and hand annotation was used to obtain 
time-aligned phoneme labels for each utterance. 

4.1 Visual features to filterbank correlation 

Filterbank sizes from 1 to 30 channels are used, and for each 
size of filterbank the multiple correlation is measured for each 
channel using equation 7 and then an average taken across all 
I channels. The dimensionality of the visual features is varied 
from 1 to 30. Figures 2a, 2b and 2c show the multiple 
correlation averaged across all channels of the filterbank to 
AAM, 2-D DCT and cross-DCT visual features respectively. 

The results show that including more components in the 
visual vector increases the multiple correlation to filterbank 
features. With only a few visual components, the visual to 
audio correlation is in the range 0.5 to 0.6, but rapidly 
increases as more visual components are included. At between 
10 and 24 visual components (depending on the visual feature 
under consideration) the correlation stabilises and the addition 
of more visual components provides only a minor increase in 
correlation. The AAM visual feature exhibits highest 
correlation to filterbank features, attaining a peak correlation 
of 0.83 with 30 visual components and a 3 channel filterbank. 
Even with only 10 visual components the correlation remains 
over 0.80. As more channels are incorporated into the 
filterbank, correlation reduces slightly – with a 30 channel 
filterbank correlation has reduced to 0.79 with 30 visual 
components. The 2-D DCT visual feature exhibits similar 
levels of visual to audio correlation to the AAM feature, 
peaking at 0.80 with 30 visual components and 3 filterbank 
channels. For the largest filterbank size of 30 channels, 
correlation reduces to 0.78 using 30 visual components which 
is a reduction of 0.02 from the AAM feature. Visual to audio 
correlation converges to its maximum level with 24 visual 
components. The cross-DCT feature shows a similar visual to 
audio correlation profile but is slightly lower than both the 
AAM and 2-D DCT features. 

Even though the AAM feature exhibits slightly higher audio-
visual correlation, the increase over the 2-D DCT feature is 
small. This, combined with the relative ease of computing 2-D 
DCT features as opposed to AAM features, leads to the 
conclusion that 2-D DCT features are a good choice of visual 
feature to maximise visual to filterbank correlation. Figure 2b 
shows that 2-D DCT feature correlation to filterbank features 
converges to its peak value with a visual vector size of J=24 
and as such this has been selected as the optimal visual vector 
dimensionality. Maximum audio-visual correlation is attained 
with a 3 channel filterbank, but this provides very little 
spectral detail. Therefore, a decision on the number of 



channels in the filterbank must also consider the required 
spectral detail which suggests that the number of channel be 
significantly higher than 3. 

 

 

 

 

Figure 2: Average filterbank correlation to a) AAM, b) 2-D 
DCT and c) cross-DCT, visual features. Filterbank sizes range 
from 1 to 30 channels and visual features range from 1 to 30 

dimensions. 

 

4.2 Visual features to formant correlation 

Considering now visual to formant correlation, figure 3 shows 
the multiple correlation of each of the four formant 

frequencies to the three visual features (AAM, 2-D DCT and 
cross-DCT), measured using equation 7. 
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Figure 3: Formant frequency (F1, F2, F3 and F4) correlation 
to three visual features – AMM, 2-D DCT and Cross-DCT. 

 
F1 is seen to have highest correlation to the visual features, 
followed very closely by F2 (equal when considering AAM 
features). The two higher frequency formants, F3 and F4, 
exhibit much lower correlation to the visual features. In 
speech production, the position of F1 and F2 are determined 
largely by the size of the oral and pharynx cavities which are 
principally governed by the position of the tongue in the 
mouth. In English, sounds produced when the tongue is at the 
front of the mouth are normally produced with rounded lips 
and conversely when the tongue is at the back of the mouth 
the lips are flattened. This implicit correlation between lip 
shape and tongue position is a possible explanation for the 
higher formant to lip shape correlation observed for F1 and 
F2. Another factor may be the difficulty in measuring F3 and 
F4 for some speech sounds. It is also interesting to observe 
how similar formant frequency correlation is to all three of the 
visual features, given their very different methods of 
computation. 

4.3 Global and phoneme-specific correlation 

In the analysis made in the previous section, audio-visual 
correlation was averaged across all components in the audio 
features. In this section the correlation of visual features to 
individual components of the audio features will be examined. 
Secondly, the effect of measuring correlation within particular 
speech sound will be examined, rather than measuring 
correlation globally across all speech. 

Based on the audio-visual correlation analysis in sections 4.1 
and 4.2, a 23-D filterbank vector is used as the audio feature 
for the remainder of this work and a 24-dimensional 2-D DCT 
used as the visual feature. For each of the 23 channels of the 
filterbank vector, the multiple correlation to the 2-D DCT 
visual vector is computed using equation 7. Figure 4 shows 
these channel-specific multiple correlations as the solid line. 

For the majority of channels the multiple correlation is close 
to 0.8, although slightly lower correlation is observed for low 
frequency channels. This may be attributed to the low 
bandwidth of the low frequency channels which is as low as 
64Hz for channel 1. These low frequency channels with 
narrow bandwidths are likely to be affected by the harmonic 
structure of the speech arising from its source signal which 
will not be captured by the visual features. 
 



 
Figure 4: Multiple correlation of 23-D filterbank to 24-

dimensional 2-D DCT visual features, measured globally 
across all speech sounds and within individual phoneme 

classes. 

The analysis made so far has measured correlation globally 
across all speech sounds. An alternative is to measure audio-
visual correlation within individual speech sounds to see if the 
audio-visual correlation increases. The dotted line in figure 4 
shows the multiple correlation of the same 23 filterbank 
channels to the 2-D DCT visual feature but measured within, 
and then averaged across, each of the 36 phonemes in the 
database This phoneme-specific analysis gives significantly 
higher audio-visual correlation with several channels having a 
multiple correlation of 0.9 which is significantly higher than 
measured globally across all speech. This suggests that it is 
desirable to consider the phoneme being spoken when 
estimating audio features from visual features rather than 
considering the speech globally.  

5. Conclusion 
This work has shown that significant amounts of correlation 
exist between audio and visual speech features. Of the two 
audio features tested, filterbank features exhibit higher 
correlation to visual features than formant features. The 
correlation of the three different visual features to audio 
features is surprisingly similar. Even comparing AAM 
features to cross-DCT features, where the extraction process 
is very different, the resulting correlation measures are 
similar. This suggests that all visual feature types investigated 
are able to extract similar levels of visual information. The 
number of components in the visual features extracted has a 
large effect on correlation, although beyond about 10 
components only minor gains in correlation are achieved.  

Measuring the correlation of visual features to individual 
filterbank channels shows a reasonably constant level of 
correlation. Higher correlation is observed when measuring 
audio-visual correlation within individual phoneme sounds 
rather than across all speech sounds. This suggests that better 
estimation of audio or visual parameters could be achieved by 
knowledge of the speech sound being produced.  

6. References 
[1] B.P. Milner and I. Almajai, “Noisy audio speech 

enhancement using Wiener filters derived from visual 
speech”, Proc. AVSP, 2007 

[2] R. Gutierrez-Osuna, P. Kakumanu, A. Esposito, O. 
Garcia, A. Bojorquez, I. Rudomin. Speech-driven facial 
animation with realistic dynamics. IEEE Transactions on 
Multimedia, vol. 7, no. 1, pp. 33-42. Feb. 2005. 

[3] I.A. Matthews, T. Cootes, J.A. Bangham, S.J. Cox and 
R.W. Harvey, "Extraction of Visual Features for 
Lipreading", IEEE Transactions on Pattern Analysis and 
Machine Intelligence, vol. 24, no. 2, pp. 198-213, 2002 

[4] H. Yehia, P. Rubin and E. Vatikiotis-Bateson, 
“Quantitative association of vocal-tract and facial 
behaviour”, Speech Communication, vol. 26, no. 1, pp. 
23-43, 1998 

[5] J. Jiang, A. Alwan, P.A. Keating, E.T. Auer and L.E. 
Bernstein, “On the relationship between face 
movements, tongue movements and speech acoustics”, 
EURASIP Journal on Applied Signal Processing, vol. 11, 
pp. 1174-1188, 2002 

[6] A. Sorin and T. Ramabadran, “Extended advanced front 
end algorithm description, Version 1.1”, ETSI STQ 
Aurora DSR Working Group, Tech. Rep. ES 202 212, 
2003 

[7] Q. Yan, E. Zavarehei, S. Vaseghi and D. Rentzos, “A 
formant tracking LP model for speech processing in 
car/train noise”, Proc. ICSLP, 2004 

[8] T.F. Cootes, G.J. Edwards and C.J. Taylor, “Active 
appearance models”, IEEE Transactions Pattern Analysis 
and Machine Intelligence, vol. 23, no. 6, pp. 681-685, 
2001 

[9] G. Meyer, J. Mulligan and S. Wuerger, “Continuous 
audio-visual digit recognition using N-best decision 
fusion”, Information Fusion, 5:91-101, 2003 

[10] S. Chatterjee, A.S. Hadi, and B. Price, “Regression 
analysis by example”, John Wiley and Sons, Canada, 
2000 

[11] B. Theobald, “Visual speech synthesis using shape and 
appearance models”, PhD Thesis, University of East 
Anglia, UK, 2003 

 

 

 

 

 
 


