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Abstract 
Audio-visual speech recognition is used to make speech 
recognition more robust in case when the acoustic speech 
signal is affected by increased environmental noise. Since 
visual speech expression is not affected by the acoustic noise, 
it is used as supplemental information for the recognition. 
Usually, the shape of lips of a speaker is described by either 
pixel-based or shape-based features. Many works were 
published on these two basic approaches. 

After experiments with various parameterizations we 
decided to use expert knowledge about human lip-reading for 
development of a new parameterization. We used information 
provided by human lip-reading experts and speech therapists. 
Based on this information we designed a combined 
parameterization for description of visual speech part. 
Experiments with this parameterization were performed on 
two different databases: English audio-visual database 
XM2VTS and Czech audio-visual database UWB-05-
HSCAVC.  

The designed parameterization combines both basic 
approaches and uses shape-based description for outer lip 
contour and pixel-based description for description of inner 
part of a mouth. Results obtained in experiments with this 
parameterization showed that it outperforms the traditionally 
used parameterizations. 
Index Terms: audio-visual speech recognition, 
lip-reading, multimodal speech processing, visual speech 
parameterization 

1. Introduction 
The choice of visual parameterization is very important for 
the overall performance of the whole audio-visual speech 
recognition system. There are two basic groups of visual 
parameterizations: pixel-based and shape-based 
parameterizations. Image-based parameterizations are easier 
to calculate, they need only finding of the region of interest 
(ROI)—part of the face which contain lips. This part is then 
usually described by some frequency transform (such as Fast 
Fourier Transform, FFT or Discrete Cosine Transform, DCT) 
and/or some reduction of feature vector size (such as 
Principal Component Analysis, PCA or Linear Discriminant 
Analysis, LDA). On the other hand, shape-based 
parameterizations need further segmentation, lip-tracking for 
finding the shape of the outer contour of the lips. The shape is 
then described by some shape description technique (such as 
Snakes, Active Shape Model, or Active Appearance Model). 

More frequently used parameterization type is the pixel-
based one, because of the simple calculation of features and 
because better results are usually reported than for the shape-
based one. There are several reasons why image-based 
parameterizations outperform the shape-based ones. One of 
the reasons is that the extraction of shape based features is 

more difficult and that imprecise lip-tracking causes 
imprecise lip shape description. Another reason is that shape-
based parameterization usually describes the outer lip contour 
only  and does not take into account information about the 
inner lip contour or the inner part of the mouth (a tongue, 
teeth).  

Our aim was to develop the parameterization that uses 
advantages of both approaches with the use of the knowledge 
of human lip-reading experts. The parameterization has to 
describe both the shape of lips and the objects inside the 
mouth (upper teeth, lower teeth, a tongue, their visibility, 
position and the mutual relationships between them). To 
assess the assets of newly designed parameterization we 
performed comparative test of the new hybrid 
parameterization versus one of the mostly used image-based 
methods, the DCT parameterization, which is regarded as 
baseline in this work. 

2. Databases 
Several audio-visual databases were collected throughout the 
world. Unfortunately, most of them were collected for limited 
experiments only. Usually they contain small number of 
speakers, they are limited to specific pronunciations such as 
isolated words or even only CVC contexts (C = consonant, 
V = vowel). Mostly, the available databases are in English. 
One of them is XM2VTS database [1], which contains only 
small number of isolated words. We have at disposal our own 
audio-visual database UWB-05-HSCAVC [2], collected in 
Czech, which contains also continuous speech. We decided to 
perform experiments on these two databases. The former 
database is public and experiments of audio-visual speech 
recognition were carried on it that are published. The latter 
database was collected in our laboratory for the purpose of 
testing visual speech parameterizations. 

2.1. The data 

The XM2VTS database contains continuous pronunciations 
of 10 English digits (0-9) from 295 speakers. The visual part 
of data was recorded from frontal view with uniform 
background and lighting. The size of a speaker’s head is 
approximately 30% of the frame area. Sample frame is 
depicted in Figure 1.  

The UWB-05-HSCAVC database is collected to obtain 
data in the highest possible spatial and temporal resolution. 
Since the height of a head is higher than its width, we used 
rotated camera by 90 degrees to use bigger part of a video 
frame. This setup has also another advantage. Since the 
camera operates in the interlaced mode, odd and even lines 
are sampled in different times. We can use this property as a 
feature and double the frame rate. At the same time we lose 
resolution in the vertical direction. Since the head is rotated, 
we lose resolution in the direction in which lips have bigger 
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size. Thus we do not lose important information about the lip 
shape. The deinterlacing is depicted in Figure 2. 

2.2. Database pre-processing 

Pre-processing provides both static and dynamic data. Static 
data are based on a reference frame selected from visual data 
for each speaker. Selection is done with an aim of obtaining 
template data in best conditions (open eyes, position and 
orientation of a nose that is retained in most of the visual 
data). The static data are used by the lip-tracking algorithm 
[3]. First part of the static data is a template of the 
background. Mean value of the background colour in the 
Cr/Cb colour space is computed. Next part of the static data is 
template for eyes. These templates are extracted from the 
reference frame and stored in separate image files. Eye 
templates are used later for head tracking using the template 
matching method. 

The dynamic pre-processing data are obtained by 
sequential processing of all video frames. First, a head is 
found by converting the image into the Cr/Cb colour space 
and then thresholding using stored mean colour value of the 
background. A face region is detected as a convex hull of the 
thresholding result. The process is depicted in Figure 1. After 
this process, the position and orientation of the head is 
known. The region of eyes is detected using the template 
matching algorithm. If the eyes are not detected in some 
frame (possibly when they are closed), their position from the 
previous frame is used to avoid wrong detection of the 
position of the eyes. A lip region (region of interest, ROI) is 
detected by the algorithm similar to that used in [2]. The size 
of the region of interest is set according to the distance 
between the centres of the eyes, as shown in Figure 1 (right-
bottom). The ROI obtained this way is independent of slight 
head movements forward and backward and slight head 
rotations. 

3. Parameterizations 

3.1. Pixel-based parameterization 

First, the pixel-based parameterization was calculated from 
the ROI. We know the position and the size of the ROI from 
pre-processing of the database. For data reduction we selected 
only part of DCT space obtained by transformation. We used 
two thousands of ROI for determination of subset of 10 DCT 
features. The subset of features then remains fixed throughout 
the processing. We calculated 64 DCT parameters for all the 
training images. The subset features were selected as 10 DCT 

parameters with the highest energy. Then we calculated the 
DCT features for all the data and use it as a parameterization. 

3.2. Shape-based parameterization 

The geometric parameterization is based on a description of a 
lip shape. Therefore we have to detect the outer and inner lip 
contours for each frame. We decided to use the simple and 
fast thresholding method to get a binary image of lips. We 
work with the ROI only in each frame obtained during pre-
processing of the corpus. The ROI is represented in chromatic 
colours. For thresholding we use the green channel only. We 
use chromatic colours to avoid the influence of illumination. 

The threshold is estimated by an automatic clustering 
algorithm. In the ROI there are two main objects (a mouth 
and a skin). The clustering algorithm divides the pixels of the 
ROI into two clusters and gives us mean values and the 
variances of these objects. We can then calculate the 
threshold as a weighted average of the mean values of the two 
clusters. 

The clustering algorithm is relatively time consuming. 
Since we assume static illumination conditions, we can 
calculate the threshold for the first frame only and use it for 
the whole sentence. By applying this threshold we get the 
binary image of lips as depicted in Figure 3a). The image 
corresponds with the outer lip contour well, but sometimes 
does not correspond with the inner lip contour well. The 
biggest problem is with thresholding of a tongue and dark 
places inside the lips. We process the inner part of lips once 
more. We focused on the inner area of lips during second 
processing. This area is bounded by the outer lip contour. We 
know the vertical centre of lips. The algorithm deals with the 
line which connects upper and lower centre of outer lip 
contour. We look for local minima which represents inner lip 
contour on this line. Once we have the value of intensity of 
this inner contour we can determine the threshold for the 
inner part of the mouth. This threshold is used to get the 
binary image of the inner part of the mouth. The final shape 
of the inner part of the mouth is repaired by this binary image 
as depicted in Figure 3d. As a result we have a connected 
region that represents the lips. 

For the description of the lip shape we use an active shape 
model [4] of lips which consists of 32 points. The inner and 
outer lip contours are described by 16 points each.. The 
model is normalized on the width of outer lips. The active 
shape model is controlled by 10 parameters obtained by 
principal component analysis (PCA) 

3.3. Hybrid parameterization 

From human lip-reading experts we know that visibility and 
relations among upper teeth, lower teeth and a tongue are 
very important for human lip-reading. When designing a new 

Figure 1: Left-top: original image from XM2VTSBD, 
right-top: thresholded image and template matching 
of eyes, left-bottom: determination of lip threshold 
from histogram, right-bottom: localized ROI and eyes 

Figure 2: Example detail from the UWB-05-HSCAVC 
database, left: detail from original frame, right two 
deinterlaced half-frames, the difference between odd 
and even half-frames is shown 



Figure 3: Localization of the lips contour. a) thresholded image, b) biggest binary object, c) repairing of the binary object,  
d) inner mouth, f) localization of the model points, e) repaired shape of lips  

Figure 4: Top: Hand marked examples of lips 
contour. Bottom: Localization of tongue (dotted line), 
upper teeth (white line), lower teeth (dashed line) and 
gap (black line) 

parameterization, we took this information into account. We 
decided to combine the information about inner parts of the 
mouth with previously defined shape-based parameterization. 
Four objects detected are the upper teeth, the lower teeth, the 
tongue, and the gap between teeth. Detection of these four 
objects is depicted in Figure 4.  

In first version of combined parameterization we tried  to 
detect these four objects by image segmentation techniques. 
As the output of this approach was information about the 
visibility of the upper or lower teeth, the tongue or the gap 
between teeth. However, localization of these parts was 
difficult because of the resolution of the ROI. Therefore we 
decided to use the DCT parameterization for the description 
of objects in the inner part of a mouth. We chose 4 most 
informative DCT coefficients for description of the four 
objects inside the mouth. Thus, the final hybrid 
parameterization consists of 18 visual parameters: 4 basic lip 
properties, 10 PCA parameters of the lip shape, and 4 DCT 
coefficients of the inner part of the mouth. Our expert-based 
approach leads to similar parameterization as described by 
Chan [6]. 

3.4. Acoustic parameterization 

Design of the parameterization for acoustic part is out of the 
scope of this paper. Let us mention that acoustic signal was 
digitized at 32 kHz with 16-bit resolution and parameterized 
by 16-dimensional PLP cepstral features and their delta and 
acceleration coefficients. Feature vector mean subtraction was 
applied per utterance. Features were computed at a rate of 
100 frames per second. 

4. Experiments 
In our experiments we used the English audio-visual speech 
database XM2VTS and the Czech audio-visual speech 
database UWB-05-HSCAVC. We made several types of 
speech recognition experiments with audio only, video only, 
audio-video data. We also tried to add white noise into the 
audio signal.  In following text the DCT parameterization is 
marked as Video1 and newly designed hybrid 
parameterization marked as Video2.  

We used the feature-based combination of audio and 
visual stream. Simple concatenation of the visual and acoustic 
parameterization was used. Delta and acceleration 
coefficients computation were calculated in both video signal 
parameterizations. Finally, feature vector mean and variance 
subtraction was applied per utterance. We used the HMM 
based multi-modal speech recognition system with zero-gram 
language model, i.e. the constant probability of a word, and 
synchronous monophone based acoustic models. 

Table 1 shows the results of the experiments on the 
XM2VTS database.  

Table 1. Results of audio-visual experiments on the 
XM2VTS database. 

Parameterization Recognition 
rate 

Audio clean 99,26 % 
Audio noised 92,39 % 
Video1 only 52,21 % 
Video 2 only 70,51 % 

Audio noised + Video2 96,36 % 
 
Similar experiments were performed on the UWB-05-

HSCAVC database. Results are shown in Table 2. The results 
show that visual information used for recognition 
significantly increases recognition accuracy in noisy 
conditions. They also show that hybrid (Video2) 
parameterization outperforms the pixel-based (Video1) one. 

Table 2. Results of audio-visual experiments on the 
UWB-05-HSCAVC database. 

Parameterization Recognition 
rate 

Audio clean 81,47 % 
Audio noised 60,79 % 

Audio noised + Video1 80,15 % 
Audio noised + Video2 84,20 % 

 



5. Conclusions 
We introduced a new hybrid parameterization based on the 
information provided by human lip-reading experts. The main 
advantage is the description of both the lip shape and the 
inner parts of a mouth (upper and lower teeth, a tongue and a 
gap between teeth). The algorithm of pre-processing of the 
video data and used methods for both pixel-based and shape-
based parameterizations were described. Designed hybrid 
visual speech parameterization uses description of both inner 
and outer lip contour in combination with DCT-based 
parameterization of the inner part of a mouth. We performed 
audio-visual experiments on two databases: the English 
XM2VTS database and our own Czech UWB-05-HSCAVC 
database collected for the purpose of testing 
parameterizations. The latter database [2] was collected with 
rotated camera by 90 degrees to obtain higher spatial and 
temporal resolution of the data. We observed that results 
obtained for our parameterization are better than those 
obtained for DCT visual parameterization. Good results with 
hybrid parameterization show that the knowledge of the 
human lip-reading experts can help to develop better 
parameterization for automatic lip-reading. 
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