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ABSTRACT

Quality of information in the McGurk effect was
manipulated by using auditory stimuli that spanned
a wide range of intelligibility, and by adding
auditory and/or visual noise. Questions were
whether responses are affected by subjects'
awareness of the variation in stimulus quality, and
whether quality of information affects type as well
as number of McGurk responses. Expt 1 established
the auditory intelligibility of 8 tokens of /DJD/ from
4 speakers. In Expt 2 each /DJD/ was presented
simultaneously with a videod face saying /DED/ with
and without visual and/or auditory noise. There
were fewer McGurk responses with more visual
noise; and more McGurk responses with more
auditory noise, including more responses of /E/
alone rather than e.g. /EJ/. Less intelligible auditory
stimuli increased the number of McGurk responses
when the second syllable was stressed. The data
suggest that what the subject perceives depends on
both the physical and relative quality of the stimuli,
and the perceiver’s judgement of their quality.

1. INTRODUCTION

It is well known that visual information can
influence the perceived identity of speech sounds.
The McGurk effect [1] is perhaps the best
demonstration of the profound effect that watching
a speaker’s face can have on what we hear.

To test the hypothesis that relative stimulus quality
affects the number and type of McGurk responses,
we manipulated stimulus quality in a McGurk
design. Extrinsic variation, which subjects were
fully aware of, was introduced by adding visual
and/or auditory noise. Intrinsic variation in
particular utterances, which would be much less
obvious to subjects, was introduced by using
auditory stimuli that varied in intelligibility.

Expt. 1 established the intelligibility of 8 utterances
of /DJD/ spoken by 4 different people. In Expt. 2,

each of the 8 spoken /DJD/s from Expt. 1 was
presented simultaneously with a video of a face
saying /DED/, under all possible combinations of 3
levels of visual noise and 3 levels of auditory noise
(none, moderate, and severe).

Fewer McGurk responses were predicted with more
visual noise, and more McGurk responses with
more auditory noise. Furthermore, more auditory
noise should produce relatively more simple /DED/
responses and relatively fewer complex responses
like /DJED/ or /DEJD/ as the influence of the auditory
modality declined. Within each of the nine
conditions of extrinsic noise, intrinsically less
intelligible spoken syllables were predicted to
produce more McGurk responses.

2. EXPERIMENT 1: INTELLIGIBILITY
OF AUDITORY STIMULI

2.1 Method

Experimental stimuli for Experiments 1 and 2

Because Experiment 1 used only the auditory
components of the audiovisual CVCs used for
Experiment 2, the preparation of the experimental
stimuli for both experiments is described here.

The experimental stimuli were 8 cross-spliced
audiovisual recordings of /DEa/ and /DJD/, 4 spoken
‘clearly’, and 4 ‘fast’. The visual part of each
stimulus was a face articulating /DED/ while the
auditory part was a recording of the same speaker
saying /DJD/ in the same style. Four native speakers
of Canadian English, 3 women and 1 man, each
contributed one 'clear' and one 'fast' stimulus. The
auditory and visual recordings were combined onto
a videodisc. The auditory stimuli were digitised
with 12 bits at 22 kHz SR.

The auditory and visual components were
synchronised by time-aligning the transient at the
release of the /J/ on the video soundtrack with the
transient at the release of /E/ in the audio signal.
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This timing relation between the transients of the
two stops was reliable to approximately 1 ms.

Auditory stimuli for Experiment 1

The stimuli were the auditory components of the 8
experimental stimuli, as described above, and 20
appropriate fillers. White noise was added to each
waveform at 4 dB s/n ratio relative to the peak
amplitude of each individual stimulus.

Procedure

The 20 + 8 stimuli and fillers were randomised in
10 blocks and recorded onto DAT tape, with an ISI
of 2 s, and a 10 s pause after every 10th item. Seven
practice items were appended to the beginning of
the tape, spanning the range of stimuli and noise
conditions. The ISI was filled with white noise to
minimise the effect of abrupt changes in amplitude.
Subjects were tested individually in a sound-
attenuated room. They were told they would hear
utterances of the form /D_D/ (this was written out
and pointed to); the underscore would be a
consonant or sequence of consonants. Stimuli were
presented through headphones from a DAT player
at a comfortable listening level. No feedback was
given. Subjects wrote down the whole utterance.

Subjects

Subjects were 13 Cambridge university students,
aged 19 - 24. About half had phonetic training, and
of these, about half had served in intelligibility tests
before. None reported a history of hearing problems
and all were naive as to the purpose of the
experiment. They were paid for participating.

2.2 Results and Discussion

Figure 1 shows that the percentage of errors ranged
from 2% to 69% (one-way repeated-measures
ANOVA: F(7,77) = 20.57, p < 0.001).

0

20

40

60

80

100

1 2 3 4 5 6 7 8

Stimulus

%
 E

rr
or

s

Figure 1. Percent identification errors for the 8 auditory stimuli
used in Experiment 2 (4 dB s/n ratio).

The stimuli thus spanned a sufficiently wide range
of intelligibility to use in Experiment 2. Ideally, the
errors would have increased in approximately equal
steps from 0% to say 60 - 70%, but  the cost of
finding such an ideal set was not worthwhile, given
that our interest was simply to establish whether
intrinsic stimulus intelligibility affects the McGurk
response even amongst stops.

3. EXPERIMENT 2: MCGURK
RESPONSES IN VARIOUS LEVELS OF

NOISE

3.1 Method

Stimuli

The experimental stimuli were the 8 cross-spliced
audio-visual stimuli described above. To these were
added 8 fillers provided by the same 4 speakers: 4
visual /DJD/ with auditory /DED/, and 4 of visual and
auditory /DJD/.

Each stimulus was combined with 3 levels of
auditory noise: no noise, moderate noise, and severe
noise. In the no-noise condition, the 16 stimuli were
left unaltered. The moderate and severe noise
conditions had white noise added at 7 dB and 4 dB
s/n ratios respectively, following the method
described in Expt. 1.

Three levels of visual noise were used: none,
moderate and severe. For moderate visual noise, a
0.3 mm-thick sheet of drafting film was fixed over
the computer monitor screen. For severe visual
noise, a sheet of domestic grease-proof paper was
fixed over the drafting film. Pilot work showed that
these materials obscured the visual signal to the
desired amount and minimised reflections.

There were thus a total of 16 stimuli and 9
conditions: all possible combinations of 3 auditory
and 3 visual noise conditions, each with 8
experimental and 8 filler stimuli.

Procedure

Subjects were tested individually in a sound-
attenuated room. The stimuli were played out via
standard Silicon Graphics equipment. The auditory
components of the stimuli were presented through
headphones at a comfortable listening level. The
visual components were shown in a 640 x 480 pixel



window, using 1024 x 800 screen resolution on the
20" computer screen. The resulting facial images
were life-size.

As in Expt. 1, subjects were told that they would
hear utterances of the form /D_D/; the underscore
would be a consonant or sequence of consonants.
They would simultaneously see a face saying an
utterance. They were asked to watch the screen as
they listened, and to write down what they thought
was said. The session started with 9 training items
of 3 items from each of 3 conditions: no noise in
either modality, moderate noise in both, and severe
noise in both. ISI was 6 s, with approximately 1-
minute breaks between conditions while the visual
noise was changed. No feedback was given.

Then the test proper started. Within each condition,
stimuli were randomised in 5 blocks of 16, for a
total of 80 trials per condition and a grand total of 9
x 80 = 720 trials. Order of presentation was
randomised separately for each of the first 10
subjects, and the next 10 followed the reverse order.

Subjects

Subjects were 21 university students, aged 19 - 28.
All had normal or corrected-to-normal vision and no
history of hearing problems. About half had some
phonetic training, and of these about half were
experienced subjects in perceptual experiments. 5
had served in Expt. 1, but none had served in a
McGurk experiment and all were naive as to the
purpose of the experiment. They were paid for their
participation. One man’s data were excluded from
the analysis because he did not follow instructions.

3.2 Results

McGurk responses, defined as any response that is
not a simple /J/, were subjected to a 3 x 3 x 8 x 5
ANOVA with repeated measures on all factors
(visual noise, auditory noise, stimuli, repetitions).

McGurk responses in visual and auditory noise
Figure 2(a) shows that, as predicted, more visual
noise produced fewer McGurk responses (F(2,38) =
59.15, p < 0.001). As the visual information
becomes less clear, subjects rely more heavily on
the relatively higher-quality auditory information.
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Figure 2. McGurk responses as the percentage of total
responses (a) per visual noise condition and (b) per auditory
noise condition.

Conversely, as Figure 2(b) shows, the percentage of
McGurk responses increased as the severity of
auditory noise increased F(2,38) = 49.23, p <
0.001). As the auditory information becomes less
clear, subjects rely more heavily on the relatively
higher-quality visual information. There were no
significant interactions involving the auditory and
visual noise conditions, indicating their effects were
independent of one another.
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Figure 3. Simple /b/ and complex /b/ responses as percentages
of total responses per auditory noise condition. A ‘simple /b/’
response is of /b/ alone; a ‘complex /b/’ response has /b/ and at
least one other consonant either before or after the /b/ (eg. /bg/).

As predicted, the relative number of 'simple /b/'
responses rose when auditory noise was present
(Fig. 3). The ratios of 'complex /b/' to 'simple /b/'
responses across auditory conditions are 18.84,
2.89, 2.75 for no noise, moderate and severe noise

(b)

(a)



respectively. In contrast, 'complex /b/' : 'simple /b/'
ratios are much more similar across visual noise
conditions (3.39, 3.73, 4.13). Thus, in the absence
of auditory noise, there are almost no 'simple /b/'
responses. Subjects seem to pay attention to slight
inconsistencies between the auditory and visual
signal, so that, even though they give a McGurk
response, the auditory information exerts a
measurable influence as well. Presumably, in the
presence of auditory noise, subjects are less able to
hear nuances, or pay less attention to nuances
because they know that they might be unreliable.
This further supports the claim that the relative
quality of the visual and auditory stimuli affects the
details of what we perceive.

Acoustic intelligibility and McGurk responses
The third prediction was that less intelligible
auditory stimuli should produce more McGurk
responses. Overall, this hypothesis seems poorly
supported, despite a significant rank correlation (rs

= 0.81, n = 8, p < 0.05). However, as Figure 4
shows, 3 stimuli were stressed on syllable 1 only,
whereas the other 5 were stressed on both syllables
or only syllable 2. There was no relationship
between auditory intelligibility and McGurk
responses with stress only on syllable 1, but when
syllable 2 was stressed, less intelligible stimuli did
produce more McGurk responses (rs = 0.90, n = 5, p
= 0.05). The 2 stress groups differ significantly in
pattern of McGurk responses (main ANOVA,
planned contrast, F(1,133) = 6.33, p < 0.02).
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Figure 4. Relationship between McGurk responses (as
percentage of total responses) and identification errors for
stimuli with stress on only the 1st syllable (stress 1), and stress
on the 2nd syllable or both syllables (stress 2).

Speech style and McGurk responses
Each subject said half of the tokens ‘clearly’ and
half ‘fast’. Figure 5 shows that stimuli spoken in the
clear style produced more McGurk responses
(planned contrast, F(1,133) = 30.11, p < 0.001).
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Figure 5.  McGurk responses, as a percentage of total number
of responses, to intended fast and clear utterances.

3.3 Discussion

This study confirms previous findings that
extraneous noise changes the reliance subjects place
on auditory versus visual sensation ([2], [3]). The
proportion of McGurk responses decreases when
the extraneous noise is visual, whereas it increases
when the noise is auditory. These strong and
reliable relationships are predictable on common-
sense grounds alone. However, they do not tell us
whether the changes in McGurk responses arise
directly from changes in the quality of the physical
stimuli themselves, or through some decision
process that is mediated by conscious awareness of
the extraneous noise. We come closer to being able
to distinguish between these two possibilities by
showing that McGurk responses are influenced by
the intrinsic intelligibility of the auditory stimuli, at
least in some circumstances (in this experiment,
when the second syllables of the VCV stimuli were
stressed). Because subjects were presumably
unaware of the differences in intelligibility of the
spoken syllables, it seems reasonable to suggest
that, in this case, the quality of the physical stimuli
affects the final sensory percepts rather than
conscious judgements about their quality. In
contrast, subjects are presumably fully aware of the
extrinsic auditory or visual noise introduced in this
and other experiments. Consequently, degrading the
visual or auditory information by introducing
extraneous noise could affect the number of
McGurk responses by inducing subjects to change a
decision criterion about the relative reliability of the
two modalities rather than by affecting the sensory
percept itself. Reaction time studies might provide
one way to address this issue in future work.



It is not clear why the influence of intrinsic stimulus
intelligibility should be limited to stimuli with stress
on the second syllable. Acoustic analyses showed
no obvious differences between the two groups of
stimuli that might account for this finding.
However, the difference between the two sets of
stimuli may be more complicated than we have
suggested above. Recall that there is no relationship
between the number of McGurk responses and
auditory intelligibility for stimuli with stress on the
first syllable only (Fig. 4). In contrast, the most
intelligible stimuli with stress on the second syllable
produced the fewest McGurk responses in the entire
dataset, whereas the least intelligible of these
second-syllable-stressed stimuli produced the most
McGurk responses. It may be, then, that stress on
the second syllable discourages McGurk responses
when the auditory stimulus is very intelligible, but
encourages them when the auditory stimulus is
particularly unintelligible.

The prediction that auditory intelligibility affects
McGurk responses in a straightforward way
therefore needs modifying to take account of the
internal structure of the syllable, possibly in
interaction with listeners' expectations. We offer the
following tentative explanation. The medial stop
can be regarded as ambisyllabic in a VCV syllable,
but it may nevertheless cohere more strongly with a
heavily stressed syllable. In that case, the stop
would function more as a coda when the first
syllable is stressed, and more as an onset when the
second syllable is stressed. There are conflicting
views in the literature as to whether syllable onsets
or syllable codas are more tightly bound to their
vocalic nuclei, and it goes beyond the scope of this
paper to discuss them. However, it seems worth
exploring whether a stop dominates the auditory
response more in a clearly-spoken CV syllable than
in a clearly-spoken VC syllable.

We might then explain the present findings as
follows. The stops in our second-syllable-stressed
stimuli cohere more with the stressed syllable and
function more as syllable onsets than codas. When
these stimuli are clearly spoken, the auditory
response is thus relatively dominant, so the visual
influence is commensurately less dominant and
McGurk responses are comparatively rare. The
effect of saying these second-syllable-stressed
stimuli unclearly is that the identity of the stop is

particularly at issue: although the stop should
produce a clear auditory response because it is the
onset of a stressed syllable, the low intelligibility of
the utterance reduces the perceived reliability of the
auditory response to, or below, that of a clearly-
spoken syllable in which the stop is a coda. One
might speculate still further that this excessive loss
in auditory dominance could result from the
combined effects of a poorer physical stimulus and
of unsupported expectations that the stressed
syllable will be intelligible. More work is needed to
evaluate this explanation.

These speculations are arguably grander than
merited by the rather weak relationship they aim to
explain. Furthermore, superficially they are not
supported by the fact that there were more McGurk
responses for so-called clear than so-called fast
utterances. But in fact there is no contradiction,
because each stress type includes 2 'fast' utterances,
and speakers' intended 'clear' tokens were not all
more intelligible than their 'fast' ones. Moreoever,
the speech style data could reflect more than one
type of process, at least some of which are
compatible with the above explanations. For
example, subjects may have shifted more attention
to the auditory modality when the speech was fast
because the visual information was relatively less
useful, or because the processing load increased
enough to make it hard to monitor two modalities
closely. More work is needed in this area too.

Finally, although the present data show only a weak
relationship between intrinsic intelligibility and
McGurk responses, we have only examined
differences within a single phoneme, /J/. We would
expect intrinsic differences to play a greater role
when the stimulus set included a wider range of
sounds. However, a wide set of phonemes would
not allow us to compare the effects of knowledge
versus physical stimulus quality, since listeners are
presumably aware of differences in the inherent
intelligibility of different consonants (cf. [4]).

These data support models of speech perception that
involve activation and decay in excitation of
perceptual units. In particular, they support the
position that perceivers use all available sources of
information to identify sounds, proportional to the
informational load of each source. Informational
load of sensory stimuli depends on both their
intrinsic physical quality, and on what the perceiver



believes about their quality. Other knowledge-based
sources of information also contribute to the final
percept. These ideas are not novel, and indeed there
are computational models that test how various
sources of information might be combined in word
recognition (cf. [5], [6], [7], [8], [9]). The novelty of
our contribution in this and other work in our
laboratory is to demonstrate that the perceptual
system operates at a fine level of sensory detail. In
this sense, our findings are also consistent with
those on the role of episodic memory in word
recognition (cf. [10], [11]). Our model (cf. [4], [12],
[13]) allows for the perceptual system to track
auditory and visual streams as time functions, and
hence to track vocal-tract dynamics. Sensory
information that is relatively weak provides an
unambiguous percept, as long as it is consistent over
time; disruption of this consistency forces changes
in perceptual outcomes. The initial contact lexicon
is represented as relatively unanalysed streams
developed from distributional properties of the
input. Linguistic units such as phonemes and
morphemes are built up at a higher level of analysis
(see especially [13]). Our focus on the role of fine
acoustic-phonetic detail demonstrates that systems
whose basic perceptual unit is essentially the
phoneme or allophone are likely to founder because
they do not account for the cumulative influence of
fine phonetic detail.

This study is consistent with the view that subjects'
perception is influenced by the quality of the
stimuli, their relative quality, and judgements about
their quality. Further work is needed to distinguish
more clearly between the effects of these three
factors.
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