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ABSTRACT

In this paper we present a method for generating
lip-synched synthetic faces using phonetically
clustered data. This method allows us to train lip
movement from a database of facial trajectories that
have been recorded synchronously with speech data.
The whole process is automatic and involves no
hand processing of the data once the database has
been collected.

The main discussion will focus on the analysis of
real-life data and the generation of a set of
regression trees that will allow us to synthesize
speech-related facial movements that can drive a
three dimensional model of a face.

1. OVERALL DESCRIPTION

The complete system generates a three-dimensional
speaking head from a time-synchronized phone
string. This work has been done in collaboration
with Autometric, Inc., which provided the three-
dimensional wire mesh and textures, while we
provided the lip movement model.

We will describe the procedure to generate a set of
facial trajectories that will act as a driving function
for the wire model.

The system needs to be trained to learn the
important (relevant) gestures involved in speaking
for a particular speaker. For this purpose, we will
train not only lip-related data, but a model that
accounts for a movement in the whole face
(including jaw, lips, cheeks, etc.) using regression
trees.

In order to reduce the modeling problem, we use
data reduction techniques to compact the facial
information by almost an order of magnitude (this is
described in section 3).

Using the regression trees (described in detail in
section 4), we generate a target vector for each
phone. This target vector contains information
about when in the phone the event occurs, and
which event takes place. An event is a vector
representing a compact version of several points in
the face. Once we have the targets for a sentence,
we can generate a continuous track by interpolating

between targets. These tracks are converted back to
the facial domain and are in effect, the driving
function that will be applied to the wire mesh.

2. DATA COLLECTION

We recorded data from one speaker consisting of
read and improvised material. This material was
selected to provide a good coverage of the phonetic
variability of English, in order to generate a
versatile model that we could use to generate any
new utterance.

For this speaker, we recorded simultaneously video
and audio data. The audio data consist of two
channels: audio and egg (electro-glottograph),
sampled at 44100Hz.

After the recording session, we discarded the egg
track (which was recorded so that we could use the
audio data to train a speech synthesizer that required
very accurate glottal closure information, and is not
described in this paper) and downsampled the
speech channel to 16 Hkz.

The visual data consisted of a set of three
dimensional channels, each one representing a point
on the face (e.g. there are points for the tip of the
nose, several for the contour of the jaw, a few for
the eyebrows, a higher density of points around the
mouth, etc.) These channels contain movement
information in space for every point. Currently we
are using 58 points non-uniformly distributed
around the face. The visual tracks are smoothed
during the data acquisition stage using splines.

The first stage in the analysis process is to obtain
phonetic alignments for the recorded data, so that
we can identify a segment of either speech of visual
data with a certain phone occurrence. We use a
HMM-based system to autoalign the text with the
speech, and of course, with the facial tracks. This
system is speaker dependent, and needs to be
trained on the same speaker that we intend to align,
but a less sophisticated speaker independent system
can be used as well. Our choice was influenced by
the intuition that we would need very accurate
phone boundaries, not in the strict phonetic sense,
but in a homogeneous sense (if there is a bias in one
phone, we want this bias in all the examples of that
phone).
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Figure 1: Front and side view of a typical frame of facial data as
it is captured in the database. The data consists of 58 three-
dimensional points that evolve as a function of time.

Figure 2:  Tracks of movement in the vertical direction of two
points attached to the upper and lower lips, right in the sagital
axis. When the tracks are closer, the lips are closed, and the
aperture is greater when the distance between these tracks is
bigger.

3. DATA REDUCTION

The amount of facial data that we are dealing with
is more than an hour of 58 three-dimensional
channels, sampled at 59.94 Hz. In order to reduce
the amount of storage and to facilitate the modeling
stage by limiting the dimensionality of the problem,
the 58 three-dimensional channels (174 dimensions)
are reduced using Principal Component Analysis to
20 dimensions, and it is in this domain that
modeling will be carried out. We trained a KLT
(Karhunen-Loeve transformation) matrix using
approximately a fourth of the available data, and
used this matrix to process the whole database [1].

4. TRAINING PROCEDURE

The objective of this stage is to obtain a regression
tree [2] associated with each phone that will capture
the variations of facial gestures with phonetic
context (a /t/ will present lip rounding when
followed by a rounded vowel, etc.)

We need to obtain a suitable data set on which to
train. By observation of the data on hand, we
determined that if we could predict the extreme
positions of the lips, i.e. the points where the lips
are completely closed, open, rounded, etc, we could
interpolate the trajectories between these “targets”.

Therefore, the first step in the tree training
procedure is extreme lip position identification.
This stage looks at two points in the visual data that
correspond to the center of the upper lip and the
center of the lower lip. By looking at all the local
maxima and minima of these tracks we identify
representative events.

The next step is to associate a target vector with
every phone in our database. For each phone, we
keep the reduced vector of the representative event
and the relative time at which this event occurred
within the phone, which together form a vector of
dimension 21. In the case that no representative
event is found for a phone, we take the vector in the
center of the phone as the representative.

With all this data, we are ready to train our
regression trees.

For each phone label, we collect all the vectors
associated with it, also keeping the phonetic context
in which this observation was found. This set will
form the initial cluster, where each entry looks
something like the following:

Phone: /ae/ , left context: /t/, right context: /n/
Relative Time: 0.34
Visual target: (…20 dimension vector…)

This initial cluster is divided into two sub-clusters.
The criterion is to find the two subsets that
represent a better split, when classified using
phonetic-context questions. The set of questions
used is critical, and has to account for every
possible context. We used the same question set that
our HMM recognizer uses [3]. This set has some
very general questions (is the right context voiced?)
and very specific ones (is the left context /ae/?), and
all the possible combinations in between.

For each question in the question set, we generate
the subsets of the original cluster, and compute a
measure of how homogeneous the new sub-clusters
are. We will choose the division that provides the
most homegenous (or pure) sub-clusters.

This division procedure is applied again to the new
sub-clusters, and we keep dividing the cluster until
the stop condition is reached (usually a minimum
number of elements in the cluster). In general, it
might be a good idea to eliminate the questions in
the path of the cluster, to prevent its use in a branch
down the tree. Should this happen, it would be a



clear indication that something has gone wrong in
the classification procedure.

The cluster impurity measure is the average
distance of all the vectors in the cluster to the
centroid of the cluster (thus, the impurity is
proportional to the standard deviation of the
cluster). The distance used in our case is the
euclidean distance in the 21 dimensional space.

One condition that must be met is that the sum of
the impurities of the new clusters be smaller than
the impurity of the original cluster. This condition
effectively prevents the split of a very cohesive
cluster into two smaller clusters with no real
classification gain (i.e. where  the vectors in the two
subsets overlap greatly).

Figure 3: Two first layers of questions for the tree associated
with the phone /aa/. Traversing the tree we end up with a
terminal node which will output a target vector.

Figure 4: Two first layers of the tree for the phone /ae/. As
shown in this example, a tree doesn’t have to be balanced. There
is a target in the first layer for the context *-ae-Velar.

Another necessary condition is that a cluster must
not contain less than a preset minimum number of
frames (or examples). This minimum number can
be changed, and the generated tree will be slightly
different, especially in the lower layers. In our case
we use a minimum of 5. This condition (which is
also the stop condition), combined with a pruning
mechanism, prevents over-training the tree. In our
case we didn’t use pruning, since the size of the
trees was reasonable.

We end up with one regression tree per phone that
captures all of the contexts in which that phone was

found and is able to generate targets for unseen
contexts. At each terminal node, we associate a
target for this cluster computed as the centroid of all
the vectors that fell into this cluster.

5. TRAJECTORY SYNTHESIS

At synthesis time, we start with the target phone
sequence. This is the phonetic transcription of the
target text along with duration information for each
phone. This data can be obtained by analysis of new
speech data or by using a TTS engine.

For each phone in this phone sequence, we obtain
both left and right context and we use the
corresponding tree and both the left and right
context to search for the target vector. Traversing
the tree leads us to a terminal node that will output
the desired target vector. We use the relative time
component of the vector to align the visual target
within the phone. This procedure will give us a
stream of 20 dimensional target vectors sparsely
distributed in time.

In order to generate a continuous stream of data, we
interpolate between the target vectors using splines
[4], sampling at the desired frequency (in our case,
59.94 Hz). The use of Catmull-Rom splines
produces very smooth curves, similar to those found
in the real data from a very sparse set of control
points.

6. PUTTING ALL TOGETHER

The synthesized face point data is transformed back
to the 58x3 space, using the inverse Karhunen-
Loeve transform (which is of course represented by
the same matrix as the direct transformation). Every
one of these 58 points is attached to one point in the
wire mesh, so the model will move as specified by
our synthetic data.

All that remains is applying the face texture on top
of the mesh. Turn on the lights, and action!

7. CONCLUSIONS AND FUTURE
WORK

The results of this study are very encouraging, in
several aspects, although the work is clearly not
complete:

a) 20 dimensions seem more than sufficient to
capture all speech-related movement.

b) The stream of data can be limited to about a
vector per phone, still allowing us to recover
very natural movements when using splines as
the interpolation function.

c) The phone dependent targets are easily
detectable, since they are mainly aligned with
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extreme positions of the lips. In fact, even when
only detecting movement in the vertical
position for two points centered in the upper
and lower lips, we can retain a high trajectory
quality.

d) This method is sensitive to facial expressions.
In our first trials we used all the available data,
which contained unrestricted speech. This data
contained smiles, grins, etc. which did affect the
quality of the synthetic data. Once we removed
the “offending” data, the results were highly
improved.

e) The resulting face presents natural articulation
of the different phones. If anything, it tends to
under-articulate, no doubt due to the averaging
process of selecting a target. Some more work
remains to be done here.

f) Silence is not well modeled with a one-target
approach. For a long silence, this produces a
very slow moving, unnatural lip closure and
opening.

g) Intelligibility of the resulting lip motion has not
been assessed, though it is obvious that it would
be improved once the under-articulation
problem has been solved.

8. REFERENCES

1. Keinosuke Fukunaga. Introduction to Statistical
Pattern Recognition, Academic Press, San Diego,
1990.

2. Breiman, L. et al. Classification and Regression
Trees, Wadsworth Int. Group, Belmont, California,
1984.

3. Steve Young et al. The HTK book. Cambridge
University, 1997.

4. Robert E. Kauffman. "Implementing Uniform
Trigonometric Spline Curves". Dr. Dobb’s Journal,
No 265, May 1997: 105-107.


