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Abstract

In this paper we present an alternative to hidden Markov mod-
els for the recognition of image sequences. The approach is
based on a stochastic version of recurrent neural networks,
which we call diffusion networks. Contrary to hidden Markov
models, diffusion networks operate with continuous state dy-
namics, and generate continuous paths. This aspect that may
be beneficial in computer vision tasks in which continuity is
a useful constraint. In this paper we review results required
for the implementation of diffusion networks, and then apply
them to a visual speech recognition task. Diffusion networks
outperformed the results obtained with the best hidden Markov
models.

Introduction
We present a novel way to recognize visual speech se-
quences using an extension of recurrent neural networks
in which the dynamics are probabilistic [11, 10]. In-
stead of a set of ordinary differential equations (ODEs),
diffusion networks are described by a set of stochastic
differential equations (SDEs). SDEs provide a rich lan-
guage for expressing stochastic temporal dynamics and
have proven useful in formulating continuous–time sta-
tistical inference problems, resulting in such solutions
as the continuous Kalman filter and generalizations of
it like the condensation algorithm [3]. The paper re-
lies on aspects of measure theory and probability theory
of continuous time processes that may be unfamiliar to
some readers. For a concise review of these concepts
the reader is referred to [5, Ch. 2].

Review of diffusion networks
A diffusion network is a set of coupled nodes whose
dynamics are given the Itô SDE

dX(t) = �(t;X (t); �)dt + �dB(t); (1)

X(0) � �;

where� is a function which controls the average change
in X, � is a real constant which controls the variance of

1 To whom correspondence should be addressed.

the change inX, and� is a probability measure which
sets the initial distribution ofX. Note the solutionX to
equation (1) is a random process. Intuition into equa-
tion (1) can be obtained by considering one possible
temporal discretization via a forward–Euler numerical
approximation, which as�t! 0 becomes increasingly
accurate [9]

X(ti+1) = X(ti) + �(t;X (ti); �)�ti + �N(ti)
p
�ti;

(2)

where�ti = ti+1 � ti andN(ti) is a Gaussian random
variable with identity covariance matrix. From this ex-
pression it is easy to see that the conditional distribution
of X(ti+1) givenX(ti) is a Gaussian distribution with
mean given byX(ti) + �(ti; X(ti); �)�ti and with co-
variance matrix(�2�ti)I. Note that although the dis-
tribution of increments ofX is approximately Gaus-
sian for short time intervals, with nonlinear� and long
time intervals the distribution of increments ofX can
be highly non-Gaussian, and in particular can be multi-
modal.

It is typically the case thatn dimensional diffusion
networks will be used to modeld dimensional observa-
tions withn > d, e.g., for inference about unobservable
continuous quantities, or for modeling non-Markovian
temporal dependencies. In this case we divideX into
hidden and observable components, denotedH andO
respectively, so thatX = (H;O ).

Density of observable state paths

As in other probabilistic approaches we use diffusion
networks first by training a bank of networks to max-
imize the likelihood of a database of sequences. This
process is known as learning in the neural network lit-
erature, system identification in the engineering litera-
ture and parameter estimation in the statistical litera-
ture. Trained networks can then be used for a variety
of tasks including: 1) stochastic filtering, 2) prediction,
3) smoothing, 4) decoding, and 5) sequence recognition.
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In this paper we focus on sequence recognition applica-
tions.

Our approach to sequence recognition works as fol-
lows. First several diffusion networks are independently
trained with samples of sequences from each of the cat-
egories at hand. For example if we want to discrimi-
nate betweenc categories of image sequences we would
first train c different diffusion networks. The first net-
work would be trained with examples of category 1, the
second network with examples of category 2, and the
last network with examples of categoryc. This training
process results inc values of the parameter�, each of
which has been optimized to represent a different cat-
egory. Once the networks are trained we can classify a
new observed sequence by computing the log-likelihood
of such sequence given each of the previously trained
networks. A crucial aspect of this process is finding an
expression for the density of a sequence given a diffu-
sion network parameterized by�. Using Girsanov’s the-
orem [4, p. 303] it can be shown that the desired likeli-
hood is given by

L�(X) = exp

�
1

�2

Z T

0
�(t;X(t); �) � dX(t)

�
1

2�2

Z T

0
j�(t;X(t); �)j2dt

�
;

(3)

where the first integral is an Itô stochastic integral.L�

is in fact the probability density ofX with respect to
a reference network with no drift (i.e., in the reference
network� = 0). In practice when working with tempo-
rally discrete data equation (3) must be discretized, e.g.,
using forward–Euler approximation

L�(X) � exp

(
1

�2

X
i

�(ti;X(ti); �) ��X(ti)

�
1

2�2

X
i

j�(t;X(ti); �)j
2 �
�
ti � ti�1

�)
;

(4)

whereftig is the set of sample times and�X(ti) =

X(ti+1) � X(ti). Note a uniform sampling rate is not
required; the ability to deal with irregularly sampled (or
missing) data is one of the advantages of a continuous-
time model. However, as the interval between sample
times increases, equation (4) becomes increasingly in-
accurate and more sophisticated numerical techniques
are required [9].

The quantityL� describes the probability density as-
signed to a temporal sequence, where at each timepoint
the activations of every node in the network are speci-
fied. If there are no hidden units,L� is the quantity of
interest for optimization. In the case of hidden units,
however, the training data will only specify the activa-
tions of the observable subset of nodes, and the possible
activations of the hidden nodes must be appropriately
marginalized. Assuming the initial hidden and observ-
able states are independent under�, we have

L�
o (O) =

Z
Rn�d

Z

h

L�(h;O)Rh0(dh) �h(dh0); (5)

where the innermost integral is taken over the hidden
path space
h according to the probability measureRh

induced by the reference network with no drift starting
at stateh0 ; the distribution�h of initial hidden condi-
tions then contribute through the outermost integral.

Monte Carlo Sampling

Equation (5) suggests a (not very good) Monte Carlo
method for estimatingL�

o (O): first obtainn sample hid-
den trajectoriesfhig by simulating the diffusion neural
network in equation (1) with� = 0, then compute the
estimate of the density of an observable patho as

L̂�
o (o) =

1

n

nX
i=1

L�(hi; o): (6)

This technique is inefficient because as training pro-
gresses, most hidden trajectories generated with� = 0

are not likely to be generated with the actual�, and thus
make small contributions to the sum, whereas a few tra-
jectories will actually correspond to those likely to be
generated with the actual�, and thus make large contri-
butions to the sum. It seems clear that we want to choose
our sample hidden trajectories so that they tend to be in
areas of high joint density with the observable trajectory.
In order to avoid biases we multiply each sample by a
correction factor known in the Monte Carlo literature as
the “importance function”. Our Monte Carlo scheme is
as follows: given a particular observable temporal se-
quenceo, compute a set ofn sample hidden trajectories
fhig by simulating the following diffusion neural net-
work

dH(t) = �h(t;H(t); o(t); �)dt + �dBh(t); (7)

H(0) � �h;



where�h the hidden component of the drift and�h is
the hidden component of the initial probability distri-
bution. This is basically a network with the observable
units forced to follow the patho. The unbiased Monte
Carlo estimate of the density of an observable patho is
then given by

L̂�
o (o) =

1

n

NX
i=1

L�
ojh(hi; o); (8)

L�
ojh(H;O) = exp

�
1

�2

Z T

0
�o(t;H(t); O(t); �) � O(t)

�
1

2�2

Z T

0
j�o(t;H(t); O(t); �)j2dt

�
:

(9)

Equation (8) is an unbiased estimator ofLo(o) which
we have empirically noted is much more efficient than
the estimator given by (6).

Gradient of the density of an observable path

Learning rules can be obtained to maximize the likeli-
hood of observed sequences. In the case of no hidden
units, the quantity of interest isL�(X) whose gradient,
using equation (3), is given by

r� logL
�(H;O) = (10)

1

�2

Z T

0
J(t;H(t); O(t); �) � dI(t;H(t); O(t)); (11)

Jjk(t;H(t); O(t); �) =
@�k(t;H(t); O(t); �)

@�j
; (12)

I(t;H(t); O(t)) =(H(t); O(t)) � (H(0); O(0))

�

Z t

0
�(s;H(s); O(s); �) ds:

(13)

If there are hidden units, the quantity of interest is
L�
o (O) whose gradient, using equation (5), is given by

r� logL
�
o (O) =Z

Rn�d

Z

h

L�(h;O)

L�
o (O)

r� logL
�(H;O)Rh0(dh)�h(dh0);

(14)

We obtain an efficient estimate of the gradient by sim-
ulating the diffusion neural network in (7) to obtainn
hidden sample paths. An unbiased Monte-Carlo esti-

mate of the gradient is obtained as follows

r̂� logL
�
o (O) =

Pn
i=1 L

�
ojh(hi; O)r� logL

�(hi; O)Pn
i=1 L

�
ojh(hi; O)

:

(15)

Application to visual speech recognition

In this section we demonstrate the use of diffusion net-
works to a visual speech recognition task.

Training database We used Tulips1 [12], a database
consisting of 96 movies of 9 male and 3 female under-
graduate students from the Cognitive Science Depart-
ment at the University of California, San Diego. For
each student two sample utterances were taken for each
of the digits “one” through “four”. The database is avail-
able at http://cogsci.ucsd.edu/˜movellan.

Visual processing A wide variety of visual processing
approaches have been tried on this database, e.g., [12,
13, 2]; in this experiment we use lip contours extracted
from the database [7, 8, 6].

Luettin et al. [8] employ point density models, where
each lip contour is represented by a set of points; in this
case both the inner and outer lip contour are represented.
The dimensionality of the representation is then reduced
using principal components analysis. For the work pre-
sented here projections onto the first 10 shape eigenvec-
tors were used to approximate the contour, along with a
scale parameter2 which measured the pixel distance be-
tween the mouth corners; associated with each of these
11 parameters was a corresponding “delta feature”, the
left-hand temporal difference of the feature (defined to
be zero for the first frame). In this manner a total of 22
parameters were used to represent shape information for
each still frame.

For intensity information, Luettin et al. [7] sample
grey level values along directions perpendicular to the
lip contour. These local grey level values are then con-
catenated to form a single global intensity vector whose
dimensionality is then reduced using principal compo-
nents analysis. For the work presented here projections
onto the first 20 intensity eigenvectors were used to ap-
proximate the intensity profile, along with 20 associated

2The contour tracking system used by Luettin et al. [7, 8] per-
formed scale and rotation normalization, and they empirically note
as we do that scale information is important for good recognition
performance.



“delta features” constructing using the left-hand tempo-
ral difference of the feature (defined to be zero for the
first frame), for a total of 40 parameters of intensity in-
formation per still frame.

Recognition engine The distributions of lip-contour
trajectories were modeled using a bank of 4 diffusion
networks, one per word to be recognized. Each network
had the same number of nodes, and the drift of each
model was given by

�(t;X(t); �) = � +W � g(X(t)); (16)

gj(x) =
1

1 + e�xj
; (17)

wheren is the total number of nodes in the network,
� 2 Rn andW is an�n real-valued connection matrix.
In this case� = ( (�i); (Wij) : i; j = 1; : : : ; n). The
initial distribution for the hidden units in the model,�h,
was aÆ-function centered at(1; 1; : : : ), and� was set
to 1 for all networks. The diffusion network dynamics
were numerically integrated using forward–Euler tech-
nique, equation (2), withti = i�t. In our simulations
we set�t = 1=30 secs, the time between video frame
samples.

Performance evaluation Networks were evaluated in
terms of generalization to new speakers. Since the
database is small, generalization performance was esti-
mated using a jackknife procedure [1]. The four models
(one for each digit) were trained with labelled data from
11 subjects, leaving a subject out for generalization test-
ing. Each model specialized in one digit, i.e., was shown
only positive training examples of one particular digit,
and was trained using the cost function

C(�) =
X
i

logL�
o (y

(i))�
�

2
j�j2; (18)

wherefy(i)g is the training data and� is the strength of
a Gaussian prior on the network parameters. The log-
likelihood and gradient of the log-likelihood were es-
timated using equations (8) and (15) respectively with
n = 20, i.e., we generated 20 hidden sample paths per
observable path. Percent correct generalization was then
tested using the decision rule

D(Y ) = argmax
i2f1;2;3;4g

log L̂
��i
o (Y ); (19)

Approach Percent Correct
HMM (shape info) 82.3%
Diffusion (shape info) 85.4%
Untrained humans 89.9%
HMM (shape and intensity) 90.6%
Diffusion (shape and intensity) 91.7%
Trained human subjects 95.5%

Table 1: Generalization performance on the Tulips1
database. Shown in order are the performance of the
best performing HMM from (Luettin et al., 1996),
which uses only shape information, the best obtained
diffusion network using only shape information, the
performance of untrained human subjects (Movellan,
1995), the HMM from Luettin’s thesis (Luettin 1997)
which uses both shape and intensity information, the
best obtained diffusion network using both shape and in-
tensity information, and the performance of trained hu-
man lipreaders (Movellan, 1995).

where log L̂
��i
o is the estimate of the log-likelihood of

the test sequence evaluated at the optimal parameters
��i found by training on examples of digiti. The en-
tire procedure was repeated 12 times, each time leaving
a different subject out for testing, for a total of 96 gener-
alization trials (4 digits� 12 subjects� 2 observations
per subject). This procedure mimics that used by Luet-
tin et al. [7, 8, 6] to test HMM architectures.

Training the diffusion networks took in the order of
1 hour, which is about 10 times slower than the time
it took to train the HMMs. During testing, the com-
putation of the log-Likelihood estimates takes approxi-
mately the same time as with HMMs. The performance
results are shown in Table 1. In all cases the diffusion
networks outperformed the best HMMs using equivalent
visual preprocessing. The results are very promising but
should be interpreted with care since they are based on
a relatively small database.

Discussion

As a hybrid of neural networks and hidden Markov
models, diffusion networks combine continuous–time
continuous–state representation with the robustness of
a probabilistic approach. In this paper we apply diffu-
sion networks to a challenging problem in visual speech
recognition. The results are encouraging, and reinforce
our belief that diffusion networks can become a power-
ful tool for continuous signal processing tasks. How-



ever, significant work remains to be done. In particular,
the various restrictions we have imposed on the dynam-
ics in equation (1) need to relaxed. We have not treated
the problems of optimizing the initial distribution,�, or
the dispersion,�, of the network. In addition the restric-
tion that the hidden and observable nodes have indepen-
dent initial distributions needs to be relaxed.

Future work will focus on applying diffusion net-
works to visual tracking, a domain which involves in-
ference about an unobserved continuous quantity un-
dergoing continuous transitions (object position) and in
which the ability to represent multimodal distributions
is known to be important for robust performance [3].
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