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ABSTRACT

This paper examines the degree of correlation between lip
and jaw con�guration and speech acoustics. The lip and
jaw positions are characterised by a system of measure-
ments taken from video images of the speaker's face and
pro�le, and the acoustics are represented using line spectral
pair parameters and a measure of RMS energy. A corre-
lation is found between the measured acoustic parameters
and a linear estimate of the acoustics recovered from the
visual data. This correlation exists despite the simplicity
of the mapping and is in rough agreement with correla-
tions measured in earlier work by Yehia et al. The linear
estimates are also compared to estimates made using non-
linear models. In particular it is shown that although per-
formance of the two models is remarkably similar for static
visual features, non-linear models are better able to handle
dynamic features.

1. INTRODUCTION

A recent study by Yehia, Rubin and Vatikiotis-
Bateson [10] has examined linear associations between
vocal-tract con�guration, facial behaviour and speech
acoustics. Their results indicate that around 80% of
the variance observed in the vocal-tract con�guration
can be estimated from the 3D position of a set of �xed
points on the surface of the face. Furthermore, sim-
ple linear estimates derived from the face are suÆcient
to determine between 72 and 85% of the variance ob-
served in an RMS and line-spectral pair representation
of the acoustics. These surprising results seem to sug-
gest that knowledge on the formantic structure of the
speech may be heavily constrained by visual informa-
tion. The existence of such constraints would o�er a
mechanism for models of primitive audio-visual inte-
gration as proposed in [2]. This paper examines the
association between facial behaviour and spectral en-
velope shape focusing on the implications for audio-
visual speech perception and recognition.

The current study closely follows that of Yehia et al.
but di�ers in a number of important details. First,
whereas the earlier study was based on the analysis of
a single pair of sentences, the present work examines
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a corpus of isolated nonsense words having a VCVCV
vowel-consonant structure. The systematic structure
of the corpus allows the audio-visual correlations to
be separately analysed for both consonants and vow-
els. Second, there is an important di�erence in the
visual parameterisation. Yehia et al. employ OPTO-
TRAK parameters which measure the 3D coordinates
of 12 markers �xed to the lower part of the speaker's
face. In contrast the present study employs 15 param-
eters which are extracted from video images through
the application of `Chroma-Key' processing. These pa-
rameters are exclusively concerned with lip and jaw
con�guration.

The present study also extends aspects of Yehia et al.'s
by: i) considering visual representations incorporating
dynamic features and ii) comparing the performance
achieved by linear estimates with that achieved using
non-linear techniques. Whereas the audio-visual asso-
ciations have previously been reported in terms of the
correlation between the measured acoustics and the
linear estimates, the present work looks more closely
at the estimation errors themselves. By so doing the
strengths and the limitations of the linear model are
more directly assessed.

2. THE AV CORPUS

An existing audio visual speech corpus was employed
[3]. This corpus consists of V1CV2CV1 sequences ut-
tered by a native French speaker. V1 and V2 are taken
from a set of 3 French vowels, [a; i; u] and C is one of
the following 6 consonants, [b; j; l; r; v; z]. Each of the
54 possible nonsense words (3x3x6) of this form are
spoken 10 times each.

2.1. Lip and Jaw Con�guration

The visual parameters were extracted automatically
from the video images with the aid of make-up applied
to the speaker's lips and reference points attached to
the chin and the bridge of the nose. `Chroma-Key'
video processing was then employed to separate the
lips and reference points from the rest of the image.
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The database was recorded using two cameras - one
giving an image of the full face and the other giving
an image of the pro�le. From the two processed images
a set of 15 measurements was made as illustrated in
�gure 1. This parameterisation proceeds at the video
frame rate, that is, 50 frames per second. The corpus
consists of a total of almost 13,000 frames.
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Figure 1: The parameterisation of the lip images.

The data are unnatural in two respects. First, the fea-
ture extraction relies on the use of lip makeup. By us-
ing the `Chroma-Key' technique we are able to greatly
simplify the technical problem of reliable visual fea-
ture extraction. We are assuming that, in principle at
least, the same features can be extracted from a nat-
ural image. A second issue is the use of simultaneous
front and pro�le views. Such views are obviously not
typically available to human speech readers in natu-
ral conditions. However, as will be shown later, the
lip protrusion parameters measured in the pro�le view
may be estimated with a very high degree of accuracy
from the parameters extracted from the full face view,
so in this respect the pro�le view is largely redundant.

2.2. Speech Acoustics

The speech signal was sampled at 8 kHz. For the
acoustic analysis the frame length was 24 ms and the
frame shift was set to 20 ms to match the 50 Hz sam-
pling rate of the visual data. Each frame was mul-
tiplied by a Hamming window and 10th order linear
prediction (LP) coeÆcients were calculated. Following
[10] the LP coeÆcients were converted into line spec-
trum pairs (LSP) [7]. The 10 LSP coeÆcients were
supplemented by the log scaled root mean squared
(RMS) amplitude of the signal to form an 11 dimen-
sional feature vector representing the acoustics of each
speech frame.

It is believed that LSP parameters are preferable to LP
based representations (such as employed in other stud-
ies of audio-visual association, such as [6, 5]) because
they have better temporal interpolation and are more
closely related to the formant frequencies and hence
the vocal tract geometry. The LSP parameters should
therefore highlight the relation between the acoustics
and the visual parameters which are themselves re-
lated to the con�guration of the vocal-tract.

3. LINEAR ACOUSTIC ESTIMATES

3.1. Method

Linear estimators were employed to evaluate to what
extent the acoustic features may be recovered from the
visual features (and vice versa). An aÆne transforma-
tion was calculated that provides a minimum-variance
unbiased estimate of one feature set given an obser-
vation of the other. This analysis closely follows that
of Yehia et al. and the reader is referred to [10] for
details.

To get the most out of the limited amount of data
available a `Jacknife' training procedure was employed
. The data were randomly divided into three sets each
containing an equal number of utterances. Two of
these were selected to form a `training set', that is
to say, two thirds of the data were used to de�ne the
linear transformation. This transformation was then
applied to the remaining one third of the data (i.e.
the `test set') to produce the linear estimates. The
Pearson product-moment correlation between the lin-
ear estimate and the observed data was calculated.
The three data partitions were rotated between the
training and test sets to give three separate estimates
of the product-moment correlation. The mean and
variance of these estimates was calculated.

As a further re�nement, the data were separated into
frames corresponding to vowels (64% of the data) and
frames corresponding to consonants (36%). This was
achieved by performing a forced alignment of each ut-
terance and its phonetic transcription using Hidden
Markov Models trained on the full corpus. Correlation
coeÆcients were then calculated training and testing
on either exclusively vocalic or exclusively consonantal
frames.

3.2. Results

Table 1 shows the correlations between the estimates
and the measured data for various transformations.
The estimates of the visual data are correlated with
the true data with a coeÆcient of 0.75, which agrees
well with the �gure of 0.72 reported by Yehia et al. us-
ing a di�erent visual representation. Note also that the
visual parameters can be more reliably reconstructed
during vowels than during consonants. As expected,
stronger correlations are achieved using the LSP pa-
rameterisation than the LP parameterisation.

When attempting the inverse mapping, that is, the re-
construction of the acoustics from the visual lip data,
the correlation is only 0.55. Correlations are stronger
between the measured and reconstructed LSP param-
eters than for the LP parameters, and again correla-
tion is highest for vocalic intervals. The correlations
are somewhat weaker than those measured by Yehia et
al. of around 0.73 for the LSP parameters and 0.83 for
the RMS energy. Yehia et al. represented the facial



Correlation coeÆcient
Measure Estimate All Data Vowels Consonants

LSP&Energy Face 0.75 0.79 0.68
LP&Energy Face 0.68 0.78 0.56

Face LSP 0.55 0.58 0.55
Face LP 0.52 0.55 0.50
Face Energy 0.58 0.63 0.50

Front Pro�le 0.97 0.97 0.97
Pro�le Front 0.88 0.90 0.85

Table 1: Estimation performance. Figures show the mean cor-

relation between the estimates and the measured data for vari-

ous transformations. e.g. `LSP/Face' is the correlation between

the measured and estimated LSP data where the LSP data has

been estimated from the measured lip motion data. (Standard

deviations for all these �gures are around 0.01).

behaviour through the trajectories in 3D space of 12
markers attached to the face. A dimensional analysis
of this data showed that 8 eigenvectors were required
to account for 99% of the total variance of the data. In
contrast, a similar analysis of the 15 dimensional visual
feature representation employed in the present study
revealed that 99% of the variance could be accounted
for using just 3 eigenvectors. One reason for the lower
dimensionality of our data is that the representation
concentrates solely on capturing the behaviour of the
lips and jaw while ignoring the rest of the face. How-
ever, there are doubtless subtle acoustic cues available
in facial details which exist independently of lip and
jaw con�guration. For example, Vatikiotis-Bateson
and Yehia report a strong correlation between small
movements of the cheeks and the horizontal position
of the tongue [8]. The `outer-face' may also contribute
to the estimation of RMS amplitude [9].

The last two rows of Table 1 illustrate the redundancy
in the visual parameterisation. The visual parameters
have been split into those that can be measured in the
x-y plane of the front view and those measured in the
z direction of the pro�le view. The front view parame-
ters have been used to estimate the pro�le parameters
and vice versa. The correlation between measured and
recovered pro�le parameters (C, P1 and P2) is 0.97.
Remarkably, if the pro�le is estimated from the front
view A and B parameters alone (see Figure 1) the cor-
relation remains high, 0.82. The ability to estimate lip
protrusion accurately from a full face camera has po-
tential practical application for automatic audio-visual
speech recognition systems. However, it is uncertain
to what extent this result will generalise across speak-
ers and will extend to utterances of greater phonetic
diversity.

Variance of estimation errors
Estimate All Data Vowels Consonants
LSP 0.69 0.66 0.70
LP 0.73 0.70 0.75

Energy 0.66 0.60 0.76

Table 2: The variance of the residuals expressed as a fraction of

the variance of the signal being estimated. (Standard deviations

are around 0.02).

Table 2 summarises the estimation errors. The �gures
show the variance of the estimation error expressed
as a fraction of the variance of the data being esti-
mated. Although the estimates and the measured data
are fairly well correlated, the variance of the LSP es-
timation errors remains at 69% of the variance of the
LSP data. Hence, the estimated spectra only weakly
constrain the true spectra. Examination of the error
distributions for the LSP parameters reveals them to
be mostly multimodal, i.e. clearly non-Gaussian. This
is evidence that the linear estimates are essentially an
inadequate model of the true mapping. To the de-
gree to which the vocal tract can be controlled inde-
pendently of the lips and jaw several acoustic modes
may exist with the same identical facial con�gurations.
Accepting this, the distribution of LSP values given
the facial con�guration will be multimodal and can-
not therefore be meaningfully represented by a single
valued estimate.

Est. Energy 95% CI
2.00 1.03 { 3.58
2.50 1.32 { 4.42
3.00 1.38 { 4.95
{ 0.97 - 4.59

Est. LP (Hz) 95% CI (Hz)
400 275 { 632
500 294 { 734
600 460 { 810
{ 275 { 747

Table 3: Left: 95% con�dence interval (CI) for the true RMS

energy (arbitrary units) given various estimates of RMS energy

(using the vocalic regions only). The �nal row shows the 95%

CI for the unconditioned data. Right: The same analysis for

the frequency of the 2nd LSP parameter.

As a rough assessment of the practical value of the lin-
ear estimates, Table 3 gives an indication of the prob-
abilistic constraint that the linear mapping places on
the acoustics. The �gures show the spread of the true
values given a value for the linear estimate (or more
precisely, given a value within a small window centred
at the value shown in the table). The interval is that
within which the true value will lie 95% of the time.
The �nal row in each table shows this 95% con�dence
interval as measured over all the data i.e. the interval
that can be estimated prior to forming the acoustic
estimate. Table 3 (right) shows results of this analysis
for the 2nd LSP parameter. Of the 10 estimated LSP
parameters the 2nd was found to be the most highly
correlated with the true value (correlation coeÆcient
of 0.70). Nevertheless, it can be seen that the interval
of uncertainty is not greatly reduced by conditioning
on the acoustic estimate (compare the �rst three rows
with the �nal row). The left hand side of the table
shows results of the same analysis applied to the RMS
energy estimates.

4. NON-LINEAR ACOUSTIC ESTIMATES

The various physiological and acoustic aspects of the
speech production system are clearly not related in a
strictly linear fashion - if things were so simple the
challenge of realistic speech synthesis would have long
since been solved. However, what we have shown - in



con�rmation of the results of Yehia et al. - is that de-
spite the inherent non-linearities in these systems, lin-
ear mappings may serve as a good �rst approximation.
In this section we are interested in how we may im-
prove on this lower bound by introducing non-linearity
to our model - the linear mapping is expanded to a two
layer neural network incorporating a non-linear tanh
layer. A comparison between the linear and non-linear
models will highlight the strength and the limitations
of the simple linear transformation.

4.1. Methods

Neural networks were trained to produce non-linear es-
timates of the acoustics given the same 15 dimensional
representation of the facial con�guration as employed
for the linear models. Figure 2 illustrates the architec-
ture of the neural networks. Separate networks were
trained for estimating the RMS energy and the LSP
parameters. The input layer of each network has a
node for each feature of the visual representation. The
RMS energy network has a single output node, and the
LSP network has 10 output nodes i.e. one for each LSP
parameter. The networks employed either 5, 10 or 15
hidden units. Dimensionality analysis shows that the
true dimensionality of the 15 feature visual data is only
around 3 or 4, therefore even 5 hidden nodes should
be suÆcient for the network to eÆciently represent the
data [1].
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Figure 2: The architecture of the neural networks used to es-

timate the acoustics from the visual parameters.

A tanh(x) transfer function was employed for the hid-
den units, and the output units were linear i.e. they
performed a simple sum of their inputs. Both the
training and target data were normalised to have zero
mean and unit variance. The network was trained us-
ing the BFGS quasi-Newton method [4] to minimise
the mean squared error between the network output
and the targets.

A Jacknife procedure was employed For training and
testing. This was similar to the procedure employed
to train and test the linear estimators. The data were
�rst randomly divided into three partitions of equal
size. These partitions were used to de�ne three train-

ing sets each containing two thirds of the data, and
three test sets each containing the third of the data
not employed in the corresponding training set. This
allows three separate neural networks to be trained
and tested. For each of the three networks, a Pearson
product-moment correlation was calculated between
the network output (i.e. the estimated acoustic data)
and the target data (i.e. the observed acoustic data).
The mean and variance of these correlation coeÆcients
was calculated.

As with the linear estimates, networks were trained on
either just the vocalic data, just the consonantal data,
or using the full data set. Each network was tested
with data of a condition matching that on which it
was trained.

4.2. Results

Table 4 compares the correlations between the esti-
mates and the true data for the linear and the non-
linear models. In nearly all cases the non-linear mod-
els perform signi�cantly better than the simple linear
models. The non-linear performance increases as the
number of hidden nodes is increased from 5 to 10. A
further increase in the number of parameters does not
improve the correlation - this is probably due to the
limited amount of data. Although most of the neu-
ral networks employ more parameters than the linear
transformation this is not the sole reason for increased
performance. The 5 unit LSP network actually has
fewer parameters than the corresponding linear trans-
formation - 140 (i.e. 5 � 15 + 5 + 10 � 5 + 10) for
the neural network against 150 (i.e 5� 15) for the lin-
ear transformation - and yet is a signi�cantly better
model. However, considering the increased complexity
of the models the increases in performance are modest.

Correlation coef: mean (std)
Estimate All Data Vowels Consonants
Energy-Lin 0.58 (0.01) 0.63 (0.01) 0.50 (0.02)
Energy-NN5 0.61 (0.02) 0.67 (0.02) 0.48 (0.03)
Energy-NN10 0.64 (0.04) 0.69 (0.01) 0.48 (0.01)
Energy-NN15 0.64 (0.03) 0.68 (0.01) 0.46 (0.01)

LSP-Lin 0.55 (0.01) 0.58 (0.01) 0.55 (0.01)
LSP-NN5 0.59 (0.02) 0.64 (0.01) 0.53 (0.03)
LSP-NN10 0.62 (0.02) 0.67 (0.01) 0.56 (0.02)
LSP-NN15 0.64 (0.02) 0.67 (0.02) 0.58 (0.02)

Table 4: Correlation coeÆcients (and their standard devia-

tions) measured between various estimates of the acoustics and

the actual data. The estimates are made either using the linear

model (Lin) or the non-linear neural network model with either

5, 10 or 15 hidden units. Figures are shown for both the energy

values (RMS) and the LSP parameters.

The strength of the non-linear models is best seen by
looking at the distribution of the estimation errors.
Figure 3 compares this distribution for the errors in
the linear and non-linear estimates of one of the LSP
parameters - the 2nd. Note that the non-linear dis-
tribution is sharper and has a more regular distribu-



tion. For the linear case the distribution of the errors
is wider and multimodal. The data has non been well
�t by the linear model.

Figure 4 compares the original data and the recon-
structions for a short segment of the LSP data. Note
that although the non-linear estimate is slightly closer
to the true values it is still remarkably similar to the
estimate achieved through the simpler linear mapping.
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Figure 3: The distribution of the estimation errors for both the

linear estimates and the non-linear neural network estimates of

the second LSP coeÆcient.
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Figure 4: The original LSP data (black line) along with the

linear estimates (light grey) and the 15 hidden unit neural net-

work estimates (dark grey). The 100 frames (2 seconds) of data

correspond to a sequence of 4 VCVCV utterances. For clarity

only the lowest of each line frequency spectral pair is plotted.

The beginnings of each of the VCVCVs occur at frames 5, 35,

50 and 80, approximately.

5. DYNAMIC FEATURES

Note that the acoustic estimates discussed so far have
all been recovered from the static facial con�guration

and have made no use of dynamic visual features. Dy-
namic visual features have proved to be extremely sig-
ni�cant in automatic audio-visual speech recognition
studies, it might therefore be expected that their use
could lead to improved linear and non-linear estimates
of speech acoustics. The �nal experiment tests this
idea.

5.1. Method

Three visual representations were compared. The �rst
was composed only of static features. This is a reduced
version of that employed in the previous sections com-
posed of the 6 features found to be the most useful in
previous automatic speech recognition studies, namely,
A, B, S, A', B' and S' . The second was the dynamic
representation composed of the temporal derivatives
of the same six features. And �nally, a combined rep-
resentation composed of both the six static and the six
dynamic features.

The same procedures were employed as in the previous
experiments for training the linear estimators and the
neural networks. In this case only neural networks
with 5 hidden units have been studied.

5.2. Results

Results are summarised in tables 5 and 6. There are
two points that are consistent across all the results.
First, when using the purely dynamic representation
the non-linear estimates are much better than the lin-
ear estimates. Second, for the non-linear estimates the
performance of the static representation is enhanced
by the addition of dynamic features. This improve-
ment is not seen in the linear case.

Estimation of LSPs from Visual features
Linear - Correlation coef: mean (std)

Measure All Data Vowels Consonants

Static 0.36 (0.01) 0.42 (0.02) 0.36 (0.02)
Dynamic 0.15 (0.01) 0.18 (0.01) 0.09 (0.01)
Combined 0.37 (0.01) 0.48 (0.02) 0.38 (0.02)

Neural Net - Correlation coef: mean (std)
Measure All Data Vowels Consonants

Static 0.49 (0.01) 0.54 (0.03) 0.41 (0.05)
Dynamic 0.42 (0.03) 0.43 (0.03) 0.43(0.03)
Combined 0.54 (0.01) 0.61 (0.01) 0.48 (0.02)

Table 5: Comparison of linear and non-linear estimates of LSP

data where the LSPs are estimated from either static, dynamic

or combined static and dynamic visual data representations.

Figures show correlation coeÆcients (and their standard devia-

tions) measured between the estimates and the true data.

The relationship between the dynamics of the lips and
the acoustics is somewhat obscure. No one dynamic
feature by itself is of much value. For instance, the lip
separation may be unchanging, but this indicates very
di�erent situation depending on whether the mouth
is open or closed. However, the dynamic information



Estimation of Energy from Visual features
Linear - Correlation coef: mean (std)

Measure All Data Vowels Consonants

Static 0.55 (0.01) 0.57 (0.02) 0.49 (0.01)
Dynamic 0.33 (0.02) 0.28 (0.01) 0.26 (0.01)
Combined 0.55 (0.01) 0.57 (0.02) 0.51 (0.01)

Neural Net - Correlation coef: mean (std)
Measure All Data Vowels Consonants

Static 0.58 (0.02) 0.60 (0.02) 0.50 (0.02)
Dynamic 0.51 (0.02) 0.49 (0.02) 0.45 (0.03)
Combined 0.62 (0.01) 0.67 (0.02) 0.53 (0.01)

Table 6: Comparison of linear and non-linear estimates of the

RMS energy data where the energy values are estimated from

either static, dynamic or combined static and dynamic visual

data representations. Figures show the correlation coeÆcients

(and their standard deviations) measured between the estimates

and the true data.

may clearly add to the static information to disam-
biguate very di�erent situations which would other-
wise be indistinguishable e.g. lips half open and open-
ing and lips half opening and closing. This is not a
linear relationship - what is being represented by the
static and the dynamic information can not be com-
bined through simple addition. It is rather as though
the dynamic information must operate on the static
information and change the way in which it is em-
ployed. This is the type of relationship that may only
be portrayed in a non-linear model.

6. DISCUSSION AND CONCLUSIONS

This paper has demonstrated both the strengths and
the limitations of a linear model of the relation be-
tween speech acoustics and visual speech features. On
one hand, the model appears to o�er a good �rst ap-
proximation when static visual features are considered.
On the other hand, the linear mapping does not well
model the relationship between dynamic features of
the lip and jaw and the speech acoustics. This rela-
tionship can however be expressed with a non-linear
model with a similar number of free parameters.

This study was primarily motivated by a hypothesis
regarding the integration of the auditory and visual
perception of speech. It is possible that through the
use of a mapping from a visual representation to an
estimate of the speech acoustics, the visual and au-
ditory processing could be integrated at a very early
stage. This is the tenet of models of audio-visual scene
analysis (such as that suggested by Barker, Berthom-
mier and Schwartz [2]), in which visual information
is employed alongside primitive acoustic cues to aid
sound source segregation. However, the success of
such a scheme would depend heavily on the reliabil-
ity of the visual-acoustic mapping. As shown here,
for the case of a simple linear mapping, despite the
correlation that exists between the observed and esti-
mated acoustics, the estimation errors are such that
the acoustics are only weakly constrained. Whether

or not such weak constraints can be of any practical
value is an open question. Future work will address
this question through the construction of audio-visual
recognition models making direct use of the �ndings
reported here.

The true mapping between the visual speech features
and the acoustics is clearly non-linear - the audio-
visual whole is more than the simple sum of its parts.
However, the brain is well equipped to learn non-linear
relationships, and it is highly possible that even the
earliest auditory-visual integration of speech could oc-
cur through such a mapping. Although, linear mod-
els are attractive in that they are mathematically
tractable, and may sometimes o�er good approxima-
tions to non-linear systems, it is important to be aware
of their limitations.

Acknowledgements

The authors are grateful to Gordon Ramsay for his ad-
vice concerning LSP parameterisation and his helpful
comments on the data analysis.

7. REFERENCES

[1] J.P. Barker and F. Berthommier. Evidence of corre-
lation between acoustic and visual features of speech.
In Proc. ICPhS '99, San Francisco, August 1999.

[2] J.P. Barker, F. Berthommier, and J.L. Schwartz. Is
primitive av coherence an aid to segment the scene? In
Proc. AVSP '98, Sydney, Australia, November 1998.

[3] C. Benoit, T. Lallouache, T Mohamadi, and C. Abry.
A set of French visemes for visual speech synthesis. In
G. Bailly and C. Benoit, editors, Talking machines:
Theories, models and designs, pages 485{504. Else-
vier, Amsterdam, 1992.

[4] P.E. Gill, W. Murray, and M.H. Wright. Practical
Optimization. Academic Press, Inc., New York, 1981.

[5] L. Girin, G. Feng, and J.-L. Schwartz. Noisy speech
enhancement by fusion of auditory and visual informa-
tion: a study of vowel transitions. In Proc. Eurospeech
'97, pages 2555{2558, Rhodes, Greece, September
1997.

[6] K.W. Grant and P.F. Seitz. The use of visible speech
cues (speechreading) for directing auditory attention.
In 135th Meeting of the Acoustical Society of America,
Seattle, WA, June 1998.

[7] N. Sugamura and F. Itakura. Speech analysis and syn-
thesis methods developed at ECL in NTT { from LPC
to LSP. Speech Communication, 5:199{215, 1986.

[8] E. Vatikiotis-Bateson, K.G. Munhall, Y. Kasahara,
F. Garcia, and H. Yehia. Characterising audiovi-
sual information during speech. In Proc. ICSLP '96,
Philadelphia, PA, October 1996.

[9] E. Vatikiotis-Bateson and H. Yehia. Physiological
modeling of facial motion during speech. volume 65,
1996.

[10] H. Yehia, P. Rubin, and E. Vatikiotis-Bateson. Quan-
titative association of vocal-tract and facial behavior.
Speech Communication, 26(1):23{43, 1998.


