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Abstract
We conduct a comparative study of five representative incre-
mental HMM adaptation algorithms developed in the past few
years. We report the experimental results of using these algo-
rithms for on-line speaker adaptation in a continuous Mandarin
Chinese speech recognition system. We identify the strength
and weakness of individual algorithms and offer recommenda-
tions for practitioners to make intelligent use of these adaptation
algorithms for different purposes in different applications.

1. Introduction
It is now well-known that the performance of an automatic
speech recognition (ASR) system often degrades drastically
when there exist some acoustic mismatches between the train-
ing and testing conditions. For a Gaussian mixture continu-
ous density hidden Markov model (CDHMM) based ASR sys-
tem, adaptive learning of CDHMM parameters from adapta-
tion/testing data provides a good way to reduce the possible
acoustic mismatches between the training and testing condi-
tions and thus to enhance the system performance robustness.
For many applications, incremental (or on-line) adaptation is
more desirable. This adaptation scheme adapts HMM param-
eters by only using directly the latest adaptation data, thus no
need of storing a large set of previously used training/adaptation
data. In addition to computational efficiency and reduced stor-
age requirement, incremental adaptation algorithms can also
be made adaptive so as to continuously track the variations of
the model parameters corresponding to the varying observation
data. In the past few years, there are many research efforts in
constructing on-line adaptation algorithms for CDHMM param-
eters. We’ve conducted a comparative study by choosing selec-
tively several representative algorithms originally developed in
[1, 2, 3, 4, 5, 6, 7] to investigate 1) the learning behavior in
terms of improving the recognition accuracy as a function of
the amount of available adaptation data, 2) the memory require-
ment, and 3) the computational complexity of these algorithms.
All of the experiments are performed by using the above adap-
tation algorithms for speaker adaptation application in a con-
tinuous Putonghua (Mandarin Chinese) recognition system. In
this paper, we report the experimental results of this compara-
tive study and identify the strength and weakness of individual
algorithms. It is our hope that these information can facilitate
the practitioners to make intelligent use of these adaptation al-
gorithms for different purposes in different applications.

Experiments were done while Bin MA was a Ph.D. candidate at
The University of Hong Kong. This work was supported by grants from
the RGC of the Hong Kong SAR (Project No. HKU7022/00E) and the
ATR-SLT Labs of Japan.

2. Adaptation Algorithms Being Studied
2.1. Some Notations

Suppose there are � speech units in a speech recognizer, each
being modeled by a Gaussian mixture CDHMM. Consider a
collection of such � CDHMM’s � � ��� � � � �� � � � ���,
where �� � ������ ����� ����� denotes the set of parameters
of the �-th � -state CDHMM used to characterize the �-th
speech unit. In this compact notation, ���� is the parameter vec-
tor composed of mixture parameters ����� � �	����� �
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for each state � with the state observation probability density
function (pdf) being a mixture of multivariate Gaussian pdf’s:
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-dimensional mean vector and �
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ance matrix with its �-th diagonal element being ������� ���. The
above selected incremental adaptation algorithms can be clas-
sified into two broad categories, namely, direct adaptation of
the HMM parameters � (e.g.,[1, 2, 3]); and indirect adapta-
tion of a small set of transformation parameters � which in-
duces the adapted HMM parameters 	� through a transformation
	� � ����� (e.g.,[4, 5, 6, 7]). To put later discussions in per-
spective, in the following, we describe briefly these algorithms.

2.2. Direct HMM Adaptation based on Single-Stream Prior
Evolution [1, 2]

For this approach, the HMM parameters � are treated as if
they were random. The prior knowledge about � is assumed
to be summarized in a known joint a priori pdf ��������� with
parameters ���� (sometimes referred to as hyperparameters).
Such prior information may come from subject matter consid-
erations. It can also be derived from previous experiences, e.g.,
training data � . Let ��

� � ������� � � � ���� be � indepen-
dent sets of observation samples which are incrementally ob-
tained and used to update the knowledge about �. Depend-
ing on different assumptions to make, constraints to apply, and
knowledge sources to use, there are many ways to evolve ����.
One way is to adopt the recursive Bayesian learning framework:
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Because of the missing-data problem of CDHMM, there are
some serious computational difficulties to directly implement
this learning procedure [1]. Consequently, some approxima-
tions are needed in practice. One such approach called quasi-
Bayes (QB) learning was developed in [1, 2] based on the con-
cept of density approximation. Essentially, by this approach,
one will obtain a posterior distribution ������������

� � which is
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different from the true posterior distribution ��	
������
� �, but

includes the appropriate information one want to learn from the
observation data ��

� .
In [1], ��’s are assumed to be independent, i.e.,

��������� �
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��� ������
���
� �, where ������

���
� � is the prior

pdf of �� with the hyperparameters �
���
� . Under the above

independence assumption, each model can only be adapted if
the corresponding speech unit has been observed in the cur-
rent adaptation data. Consequently, only after all units have
been observed enough times can all of the HMM parameters
be effectively adapted. To enhance the efficiency and the ef-
fectiveness of the Bayes adaptive learning, in [2], the covari-
ance matrices of HMMs, �����

�� �, are assumed to be known.

The initial prior pdf of � (excluding �����
�� �) is assumed to be
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��, where ������ is the prior pdf

of ��� � ��
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�� �, and ���� � � ������� has a

joint normal pdf with a mean vector � � ���������� � and a co-

variance matrix �. Here, � � ����
���
�� � is defined to be

the collection of the mean vectors of all the Gaussian mixture
components of CDHMM’s and denoted simply by an operator
“���”. In this way, one can adapt not only the CDHMM param-
eters of the observed speech units, but also the mean vectors of
unseen speech units by exploiting correlations between differ-
ent mean vectors.

The difference between the above two algorithms lies
mainly in the facts of that different constraints on HMM param-
eters are applied, different forms for the prior pdf ���������
are assumed, thus different prior evolution algorithms are de-
rived. The central idea of the above approach is that the evolv-
ing prior pdf ������������

� � summarizes, in a way specified by
each specific prior evolution scheme, the information inherited
from the prior knowledge and learned from the observation data
��
� . From the evolving prior distribution, the intended infer-

ence and/or decision can be made. For example, one can derive
a point estimate 
� from �����������

�
� � (e.g., MAP (maximum

a posteriori) estimate) and then use the conventional plug-in
MAP decision rule for recognition. This type of updating and
use of 
� is known as on-line Bayesian adaptation in speech
recognition community.

2.3. Direct HMM Adaptation based on Multiple-Stream
Prior Evolution and Posterior Pooling [3]

In addition to the above method of prior evolution, one can also,
for example, assume � to evolve in a more constrained way
as ���� � ����

���� where �� represents a mapping from
���� to ���� and can be incrementally learned from the obser-
vation data ��

� . Then from ���������, one can derive a new
posterior distribution �����������

�
� � � ������� as the result

of prior evolution. Of course, there are other ways to evolve
����. Each leads to a different on-line adaptive learning al-
gorithm. Moreover, the prior evolution can start from either a
single prior pdf, or more generally, different prior pdf’s for dif-
ferent schemes. Depending on the specific meaning of the prior
pdf and the way of prior evolution, different schemes might re-
flect different aspects of the learning. A natural way of obtain-
ing an enhanced learning algorithm is to simultaneously main-
tain multiple streams of prior evolution. During the process of
the prior evolution, one can design a posterior pooling scheme
which combines different streams of evolved pdf’s to derive an
intended pdf for further inference or decision-making. Such a
framework called multiple-stream prior evolution and posterior

pooling has been recently developed in [3] to which readers are
referred for details.

2.4. Indirect HMM Adaptation based on Incremental
MLLR [4, 5, 6]

As for indirect adaptation, the most popular technique assumes
that the adapted HMM parameters (i.e., means and/or variances)
are obtained through a linear transformation of the original
HMM parameters. The transformation parameters can be esti-
mated incrementally from adaptation data under an approximate
ML (maximum likelihood) criterion by using an incremental
EM algorithm. This technique is now known as the incremen-
tal MLLR (maximum likelihood linear regression). Readers are
referred to, e.g., [4, 5, 6] for details of this technique.

2.5. Indirect HMM Adaptation based on Prior Evolution
for Transformation Parameters [7]

In the indirect adaptation, one can also treat the linear trans-
formation parameters as if they were random while treat the
original HMM parameters as known and fixed. Then the prior
evolution framework can also be used for incremental estima-
tion of the transformation parameters which in turn can be used
to transform the original HMM parameters to update the HMM
parameters themselves. Recently, by adopting a simple trans-
formation (i.e., bias for mean vector and scaling for variance of
CDHMM) and assuming a specific prior pdf for these transfor-
mation parameters, such a simple “transformation-based” QB
adaptation algorithm has been developed in [7] by using the
general QB framework in [1].

3. Speaker Adaptation Experiments

The comparative experiments for the aforementioned adapta-
tion algorithms are performed for speaker adaptation applica-
tion in a continuous Putonghua recognition system. In this sec-
tion, we report the details of this experimental study.

3.1. Speech Corpora

The first speech corpus we used is the HKU96 Putonghua Cor-
pus [8]. It consists of a total of 20 native Putonghua speakers,
10 females and 10 males, each speaking hundreds of sentences
with verbalized punctuation from newspaper text. The speech
recordings were made in a quite room with a single National
Cardioid Dynamic Microphone. Speech was digitized using a
Sound Blaster card at 16-bit accuracy and with a sampling rate
of 16KHz. We used 18224 sentences (about 15.5 hours of raw
speech) from 18 speakers (9 females and 9 males) to train a
baseline speaker-independent (SI) ASR system.

The second database we used is the 863 Putongha Corpus
[9] acquired from mainland China. We randomly choose 12
speakers (6 females and 6 males) from this corpus to serve as the
SI testing speakers. All speech recordings were made in quite
office environments with several close-talking microphones of
the same type by asking the speaker to read a pre-prepared script
of sentences from newspaper text. Speech was also digitized us-
ing Sound Blaster cards at 16-bit accuracy and with a sampling
rate of 16KHz. For each speaker, there are in total 519 sen-
tences. Among them, 100 sentences are reserved for testing,
and the remaining ones for adaptation.
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Figure 1: Performance (syllable accuracy in %) comparison av-
eraged over 12 testing speakers as a function of amount (in min-
utes) of available adaptation data per speaker for 5 on-line adap-
tation methods. SD recognition accuracy is 78.2%

3.2. Baseline System

For each speech frame, we extract a 39-dimensional feature vec-
tor which consists of 12 MFCCs and log-scaled energy normal-
ized by the peak of the individual sentence, plus their first and
second order derivatives. Sentence-based cepstral mean sub-
traction is applied for acoustic normalization both in the train-
ing and adaptation/testing. The baseline system is a speaker-
independent decision-tree based mixture Gaussian tied-state
HMM system trained from the speech data in HKU96 corpus
as described above. The basic speech units are the triphones
considering both the within-syllable and cross-syllable contex-
tual dependencies. Each triphone is modeled by a left-to-right
three-emitting-state CDHMM without state skipping. There are
3000 tied-states, each having 4 Gaussian mixture components
with diagonal covariance matrices. The recognition task is the
recognition of 410 Putonghua base syllables disregarding tones.
As for syllable language model, a uniform grammar with a syl-
lable perplexity of 411 (i.e., each syllable can be followed by
any of the 410 syllables and silence) is used. All the recognition
experiments are performed with the search engine of HTK2.1
toolkit [10]. For this baseline system, an averaged syllable ac-
curacy of 60.7% is achieved over 12 testing speakers on 863
corpus.

3.3. Experimental Setup

Starting from the baseline system, we performed supervised in-
cremental speaker adaptation experiments on 12 testing speak-
ers by using five different methods, namely, Method 1: the
incremental QB adaptation method without correlation in [1];
Method 2: the incremental QB adaptation method with correla-
tion in [2]; Method 3: the two-stream prior evolution and poste-
rior pooling method in [3] which includes a stream based on QB
prior evolution without correlation [1] and another stream based
on a linear transformation constrained prior evolution; Method
4: the incremental MLLR adaptation method in [4, 5, 6]; and
Method 5: the indirect incremental HMM adaptation method
based on prior evolution for transformation parameters in [7].
In all experiments, only Gaussian means and/or variances are
adapted. For the above Methods 3 to 5, the required regres-
sion tree is built and then fixed for all of the Gaussian mix-
ture components of the CDHMMs in the baseline recognition
system by using the tree construction method described in [3].

60

61

62

63

64

65

66

67

68

69

0 1 2 3 4 5 6 7

re
co

gn
iti

on
 a

cc
ur

ac
y 

(%
)

number of adaptation sentences

Performance comparison averaged over 12 speakers

2-Stream
MLLR-m

MLLR-mv
QB-BiasScaling

QB-Cor
QB-Ncor-mv

Figure 2: A similar performance comparison as in Fig. 1 to
demonstrate the short-term adaptation effect as a function of
the number of available adaptation sentences up to 7 sentences
(about 30 seconds speech) per speaker by running the adapta-
tion algorithms in batch mode.

During the adaptation process, different number (utmost 256)
of linear transformations are adaptively chosen based on the
amount of available adaptation data by using different thresh-
olds fine-tuned for different methods in different experiments.
Block-diagonal transformations are used for mean adaptation
in Methods 3 and 4, while diagonal transformations are used
for variance adaptation in Method 4 when both means and vari-
ances are adapted (labeled as “MLLR-mv” in Fig. 1 and Fig.
2) [5]. In Methods 1, 2, 5, the prior is evolved sentence by
sentence. However, in MLLR estimation of the linear transfor-
mations, an updating interval of 30 seconds of speech is used.
This means that in Method 3, for each given block of adaptation
data, although the QB stream evolves sentence by sentence, the
posterior pooling occurs every 30 seconds. As for Method 2,
the correlation neighborhood size is chosen to be � (see expla-
nation in [2]). In all of the above five adaptation algorithms, one
EM iteration is performed.

3.4. Comparison of Learning Behavior

Fig. 1 shows the performance (syllable accuracy in %) compar-
ison averaged over 12 testing speakers as a function of amount
of available adaptation data (in terms of minutes of raw speech)
among the above five adaptation methods. We also list the av-
eraged performance for speaker-dependent (SD) testing with
the mean vectors of CDHMMs trained from 20 minutes of raw
speech for each speaker while other CDHMM parameters kept
the same as the SI-trained ones in our baseline system. The ex-
perimental results show that the two-stream algorithm achieves
a similar short-term adaptation performance as that of the incre-
mental MLLR in the case of small amount of adaptation data,
while maintains the good asymptotic convergence property as
that of the QB algorithms (Methods 1 and 2). The simple “bias-
scaling” transformation used in Method 5 is apparently not flex-
ible enough to compensate for the mismatch we are facing, thus
the performance improvement becomes saturated very quickly.

In order to examine more carefully the short-term adap-
tation effects, Fig. 2 shows the performance comparison as a
function of the number of available adaptation sentences up to
7 sentences (about 30 seconds speech) per speaker by running
the above adaptation algorithms in batch mode with 3 EM it-
erations. When less than three adaptation sentences are avail-



Table 1: Comparison of user CPU time (in seconds) by running on-line adaptation algorithms for a block of 30 seconds speech on a
Sun UltraSPARC-II Workstation with a 248 MHz clock.

Algorithm 2-stream QB-Cor MLLR-m MLLR-mv QB-Ncor-mv QB-BiasScaling
User CPU Time 25.52 67.35 21.85 31.81 13.82 16.83

able, the variance adaptation (“MLLR-mv”) in MLLR is not
reliable thus hurts the performance in comparison with that of
mean adaptation only (“MLLR-m” and “2-stream”). Since only
a very small percentage of speech units are observed in this
amount of adaptation data, QB algorithm without correlation
is not efficient for such a short-term adaptation. QB algorithm
with correlation is more efficient but is still inferior to other
algorithms. The result here is not so conclusive because the
correlation coefficients estimated from 18 training speakers on
HKU96 corpus might not be reliable enough to generalize well
for the acoustically mismatched 863 corpus. Using a more rich
set of training data to serve for SI training might clarify this
issue. Interestingly, the simple “bias-scaling” transformation
used in Method 5 seems too restrictive to make it surpass the
MLLR or 2-stream algorithm even for single adaptation sen-
tence case.

3.5. Comparison of Memory Requirement

In addition to the learning behavior, another two aspects,
namely memory requirement and computational complexity are
also important for comparing different adaptation algorithms.
For the above 5 adaptation algorithms we compared, the addi-
tional memory requirement is roughly as follows: (a) For QB
adaptation algorithm without correlation, it is similar to that of
storing the CDHMM parameters; (b) For QB adaptation algo-
rithm with correlation, in addition to what is required as in the
above QB without correlation algorithm, storing the correlation
coefficients accounts for a big memory overhead which is the
main drawback of this algorithm; (c) For MLLR, the memory
overhead comes from storing the linear transformations and the
relevant statistics needed to derive these transformations. It de-
pends on the number of transformations used; (d) For the 2-
stream algorithm, the memory required is roughly the sum of
those in (a) and (c); (e) For “QB-BiasScaling” method, the
memory overhead comes from storing the linear transforma-
tions, the associated hyperparameters, and the relevant statistics
needed to derive these transformations. It also depends on the
number of transformations used. For a detailed analysis of the
memory requirement of the relevant algorithms, readers are re-
ferred to [4, 5] for the MLLR algorithm, and to [1, 2, 3, 7] for
the QB algorithms.

3.6. Comparison of Computational Complexity

As for the comparison of the computational complexity of the
above adaptation algorithms, we tabulate in Table 1 the user
CPU time required for running a single on-line adaptation step
with a block of 30 seconds speech. The timing results are ob-
tained on a Sun UltraSPARC-II with a 248 MHz clock. For all
the algorithms, Forward-Backward algorithm is used to calcu-
late the statistics. In MLLR and 2-stream algorithms, 115 trans-
formations are used to transform the mean vectors and 4 trans-
formations are used for the adaptation of variances in MLLR.
Except for “QB-Cor” and “MLLR-mv”, all of the other algo-
rithms can complete the on-line adaptation step in real time (i.e.,
within 30 seconds) on this machine. Apparently, the better per-
formance of the 2-stream algorithm is achieved with the cost of

a moderate increase of memory requirement and a slight com-
putational overhead in comparison with either “MLLR-m” or
QB without correlation (“QB-Ncor-mv”).

4. Discussion and Conclusion
From the above results, we recommend the user to use the 2-
stream algorithm for general adaptation purpose because it of-
fers a good performance overall. If short-term adaptation is the
only concern of the application, then MLLR can be used. If
long-term adaptation is the only concern, then the QB algo-
rithm in [1] should be used because not only means and vari-
ances, other HMM parameters can also be adapted. The user
should be cautious to use the “BiasScaling” method, because
the “Bias-Scaling model” might be too restrictive to compensate
for some complicated mismatches as illustrated in this study. It
is believed that the key to the success of this kind of approaches
depends on whether the imposed constraints really exist in the
entities under investigation, therefore the best setup will depend
on the purpose of modeling and learning as well as the nature
of specific applications.

5. References
[1] Q. Huo and C.-H. Lee, “On-line adaptive learning of

the continuous density hidden Markov model based on
approximate recursive Bayes estimate,” IEEE Trans. on
SAP, Vol. 5, No. 2, pp.161-172, 1997.

[2] Q. Huo and C.-H. Lee, “On-line adaptive learning of the
correlated continuous density hidden Markov models for
speech recognition,” IEEE Trans. on SAP, Vol. 6, No. 4,
pp.386-397, 1998.

[3] Q. Huo and B. Ma, “On-line adaptive learning of contin-
uous density hidden Markov models based on multiple-
stream prior evolution and posterior pooling,” IEEE Trans.
on SAP, Vol. 9, No. 4, pp.388-398, 2001.

[4] C. J. Leggetter and P. C. Woodland, “Flexible speaker
adaptation for large vocabulary speech recognition,”
Eurospeech-95 (Madrid, Spain), 1995, pp.1155-1158.

[5] M. J. F. Gales and P. C. Woodland, “Mean and vari-
ance adaptation within the MLLR framework,” Computer
Speech and Language, Vol. 10, pp.249-264, 1996.

[6] V. V. Digalakis, “Online adaptation of hidden Markov
models using incremental estimation algorithms,” IEEE
Trans. on SAP, Vol. 7, No. 3, pp.253-261, 1999.

[7] J.-T. Chien, “On-line hierarchical transformation of hid-
den Markov models for speech recognition,” IEEE Trans.
on SAP, Vol. 7, No. 6, pp. 656-667, 1999.

[8] Y.-Q. Zu, W.-X. Li, M.-C. Ho, and C. Chan, “HKU96
– a Putonghua corpus (CD-ROM version)”, Speech Lab.,
Dept. of Computer Science, Univ. of Hong Kong, 1996.

[9] Y.-Q. Zu, “Sentence design for speech synthesis and
speech recognition database by phonetic rules,” Proc.
Eurospeech-97, 1997, pp.743-746.

[10] S. Young et al., The HTK Book (for HTK V2.1), 1997.


