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ABSTRACT
This paper presents a design methodology for optimizing Viterbi 
beam search in HMM (hidden Markov model) decoding for 
isolated-word speech recognition. The proposed data-driven 
method can effectively identify a near-optimal beam-search 
ranking curve (BSRC) that can reduce the computation time to 
an acceptable amount while minimizing the reduction in 
recognition rate based on a set of sample data. Experimental 
results based on the most famous 300 poems in Tang Dynasty of 
China demonstrate the feasibility of the proposed approach.

1. INTRODUCTION

HMM (hidden Markov models) has been used for speech 
recognition with satisfactory results for the past few decades 
(Rabiner L. and Juang B.-W. 1993, Huang X., Acero A., and 
Hon H.-W. 2001). However, the intensive computation 
associated with Viterbi search in HMM decoding has posed a 
computation barrier for large-vocabulary ASR (automatic speech 
recognition) applications, or medium-vocabulary ASR 
applications on platforms with limited computing power, such as 
PDA or microprocessor based embedded applications. 
Conventionally, a full Viterbi search is replaced with a 
straightforward Viterbi beam search (Huang X., Acero A., and 
Hon H.-W. 2001) such that a balance between speed and 
accuracy is achieved. This paper goes one step further and 
presents an innovative data-driven approach to the optimization 
of beam search in HMM decoding. The proposed method 
identifies an appropriate beam search ranking curve that can 
effectively reduce Viterbi beam search time while keep the 
reduction in recognition rate to a minimum. We have applied the 
proposed approach to the recognition of 3211 sentences from the 
most famous 300 poems of Tang Dynasty in China. The 
experimental results demonstrate that our approach can 
effectively reduce the search time with no or little reduction in 
recognition rate, which compares favorably with the 
conventional simple-minded approach in beam search.

The rest of this paper is organized as follows. The next section 
introduces the conventional Viterbi beam search used for HMM 
decoding. Section 3 explains the proposed approach that allows a 

better tradeoff between speed and accuracy. Section 4 
demonstrates the experimental results based on poems in Tang 
Dynasty of China. Conclusions and future work are given in 
Section 5.

2. VITERBI BEAM SEARCH IN HMM DECODING

It is well known that a complete Viterbi search is computation 
intensive and most large-vocabulary ASR systems would rely on 
beam search (Lowerre 1976, Huang X., Acero A., and Hon H.-W. 
2001) to cut down the computation cost. In other words, we do 
not need to search the entire Viterbi trellis to find the optimal 
path. Instead, we limit the number of branch-out candidates 
(which is proportional to the computation cost) according to a 
certain heuristics. Common heuristics in beam search can be 
divided into the following categories:
1. Rank based: At each time frame, only candidates with 

probabilities in top-  ( 1000=n , for instance) ranking 
are kept for branching out in the next time frame.

2. Probability based: At each time frame, only candidates with 
probabilities no less than a threshold   ( 300=d in log 
probability, for instance) from the maximal probability of 
this frame are kept for branching out in the next time frame. 

3. Combination of the above two: Only candidates that satisfy 
the above two conditions simultaneously are kept for 
branching out in the next time frame.

Some other pruning strategies can be applied in addition to the 
above rules. For instance, we can make the parameters n or d
a function of time frame indices. The use of frame-index-based 
pruning parameters can further increase the ratio between 
recognition rate and computation time, which have been 
supported in HTK, or Hidden Markov Model Toolkit (HTK 
2002). However, the determination of these time-dependent 
parameters becomes another issue that calls for further 
investigation.

The goal of this paper is to propose a systematic approach that 
can determine the rank-based beam search parameter n as a 
function of the frame index. For easy of discussion, we shall refer 
to the curve n with respect to the time index as BSRC (beam 
search ranking curve). The BSRC is first expressed as a 
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parameterized curve of the sum of two exponential functions, and 
then is optimized by the use of a sample data set according to an 
appropriately selected object function. Details of the proposed 
method are covered in the following section.

3. PROPOSED APPROACH TO BSRC 
OPTIMIZATION

Given a set of sample data (a set of recordings with 
corresponding correct answers), our goal is to identify the best 
BSRC that can achieve an optimal ratio between recognition rate 
and computation time. Since the “optimal ratio” is based on a 
data set, we need to be very careful regarding the evaluation of 
our approach. Basically, the evaluation involves the following 
steps:
1. Divide the sample data set into training and test data sets.
2. Use our design method on the training set to find the best 

BSRC.
3. Use the test set to evaluate the ASR system with the 

identified BSRC.
To avoid the dependency on a specific way of partitioning the 
sample data set, the above steps have to be repeated many times 
to get an unbiased result.

The basic idea behind our design method is based on the 
observation of each recording’s ranking curves of the training set 
during HMM decoding. Once the ranking curves of all 
recordings in the training data are collected, we can simply find 
the maximum of them at each time frame to form a maximal 
ranking curve. If we simply use the maximal ranking curve as
BSRC, then we would obtain 100% recognition rate on the 
training set. However, we still need to take care of the following 
two issues:
1. The maximal ranking curve is usually rugged, which would 

lead to poor performance on the unseen test data set. Hence 
we need to use a smooth curve as the BSRC that can 
“cover” the maximal ranking curve to get a 100% 
recognition rate on the training set.

2. Even with a smooth BSRC, the computation time may still 
be too long, especially on slow platforms such as PDA or 
embedded systems. Hence we need to further identify a 
optimal curve that relates recognition rate with respective to 
computation time.

Our observation on the maximal ranking curve suggests that one 
of the simplest equations that can describe the smooth BSRC
may be:

xx ececxn 21
21)( λλ −− += ,

where x  is the frame index and 1c , 2c , 1λ , 2λ are adjustable 
parameters. To find a set of parameters for BSRC that can 
“cover” the maximal ranking curve, our approach involves the 
following steps:
1. Use least-squares criterion to fit the BSRC to the maximal 

ranking curve. In particular, 1c and 2c are linear 
parameters can be found with least-squares estimate. On the 
other hand, 1λ and 2λ are nonlinear parameters and can 
be found with downhill Simplex method. This hybrid data 

fitting approach can effectively find the optimal parameters 
(Jang, Sun and Mizutani 1997).

2. Use the parameter set identified above as the initial guess 
for a second-step optimization based on a different 
objective function that aimed to “cover” the maximal 
ranking curve.

The initial parameters identified in the first step can greatly 
increase the optimization results in the second step. The 
objective function used in the second step will be described in 
the next section.

If the identified BSRC does not fulfill the requested response 
time, then we need to sacrifice the recognition rate for shorter 
response time. This is achieved by an exhaustive manner which 
repeats the following steps for i = 1 to the number of training 
recordings:

1. Eliminate recording i in computing the maximal ranking 
curve.

2. Find the corresponding BSRC and compute its area (which 
is proportional to the actual computation time).

The BSRC with the smallest area is then picked as the one with 
minimal response time under a given smaller recognition rate. 
This procedure is repeated and we can obtain an optimal curve of  
recognition rates with respect to computation time that can help 
the design strategy on platforms with less computing power.

Some of the above descriptions should become clearer in the 
following section that explains how simulation is performed to 
obtain the experimental results.

4. EXPERIMENTAL RESULTS
The ASR task used in this paper is the recognition of 3211 
sentences of the most famous 300 poems from the Tang Dynasty 
in China. The distributions of lengths of these sentences are

1. 3 characters ===> 35 sentences
2. 4 characters ===> 13 sentences
3. 5 characters ===> 1401 sentences
4. 6 characters ===> 9 sentences
5. 7 characters ===> 1755 sentences
6. 8 characters ===> 1 sentence
7. 9 characters ===> 9 sentences

The HMM training is based on a balanced corpus recorded by 70 
subjects in Taiwan. The recognizer is based on RCD (right 
context dependent) models and tree lexicon.

To collect the sample data set for the optimization of beam 
search, we have 10 subjects (5 males and 5 females) to record 
about 300 sentences each, such that each sentence in the poems 
has a corresponding recording. We then divide the 3211 
recordings into a training set (1606 recordings) and a test set 
(1605 recordings). All the parameter tuning is based on the 
training set, while the evaluation is based on the test set. If the 
number of candidate at each frame is set as 1200, we can have a 
almost perfect recognition rate of 99.88% for the training set. 
The ranking curves for the recordings in the training set are 
shown in the following plot:



Obviously, if the BSRC (beam search ranking curve, that is, 
number of branching-out candidates versus frame index) is set as 
a constant of 1200, then we can get a recognition rate of 99.88%. 
However, a constant BSRC is time consuming since the 
computation time is proportional to the area below the BSRC. 
On the other hand, we can set the BSRC as the maximal rank in 
(b) of the above plot. Unfortunately, this is data dependent and 
the rugged curve obviously cannot have good performance with 
other recordings. Therefore our goal is to find a smooth BSRC 
that can
1. Fulfil the constraint of required limited computation time.
2. Minimize the reduction in recognition rate due to the above 

timing constraint.
Alternatively, our goal is to find an optimal curve of recognition 
rate with respect to computing time, such that given a required 
computation time, we can identify the corresponding best 
recognition rate and set the parameters for the BSRC accordingly.

To suitably represent the desired BSRC, we use the following 
parameterised equation:

xx ececxn 21
21)( λλ −− +=

Ideally, the BSRC should cover the maximal ranking curve to 
have an optimal recognition rate. At the same time, we should try 
to minimize the area under BSRC, which is proportional to the 
overall computation time. To find the BSRC with minimum area, 
we take the following two-step approach. First, we use the 
maximal ranking curve as a sample data set to fit the curve of 

)(xn . In particular, we use linear least-square estimate to 

identify 1c  and 2c  since they are linear parameters of )(xn . 

For 1λ  and 2λ , we employ downhill Simplex method to find 
these nonlinear parameters. The identified BSRC is shown in the 
following plot:

The above BSRC is not exactly what we want, since the desired 
curve should cover all points of maximal ranking curve to get an 
optimal recognition rate. The BSRC obtained via data fitting 
serves as an initial guess for the second-stage optimization aimed 
at covering all red dots with minimal area. The objective function 
can be expressed as follows:
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Usually 2k  is much larger then 1k , such that the optimization 

procedure is likely to lead to a set of ),,( 212,1 λλcc  that 

makes the BSRC cover the red dots. Since the objective function 
is not a squared sum error, we cannot apply least-squares 
estimate. Hence we still rely on downhill Simplex method to find 
the optimal values of ),,( 212,1 λλcc . A typical result after the 

second-stage optimization, with 11 =k  and 102 =k , is 
shown next:



Apparently the identified BSRC can cover all the maximal 
ranking data and achieve an optimal recognition rate. In contract, 
a constant BSRC of 1200 would take 3.4 times the computing 
time of the final BSRC shown above. However, the area under 
the BSRC curve (which is proportional to the computing time)
perhaps might be still too large when we consider the computing 
power of small/mobile device such as PDAs or embedded 
microprocessors. As a result, we need to further tune the 
parameters to reduce the area. In other words, we need to 
“sacrifice” some of the touching points and move the BSRC 
downward. Once a touching point (together with the same-
recording points that contribute to the maximal ranking curve) is 
removed, the recognition rate is lower and the computation time 
is shorter.

To achieve the best tradeoff between the recognition rate and 
computing time, we adopt a exhaustive approach which tries to 
find a ranking curve of a recording that, when removed, can lead 
to the largest reduction in the area under the obtained BSRC. 
This process is repeated until 200 recordings (and their 
corresponding ranking curves) are removed. Once a recording is 
removed, we need to re-compute the best BSRC and evaluate it 
using both the training and test sets. The resulting curves of 
recognition rates (both training and test) with respective to the 
area under BSRC (which is proportional to the computing time) 
is shown next.

Apparently the recognition rates (for both training and test data) 
go up with the increase in the area under BSRC. Based on this 
curve, we can easily find the corresponding optimal recognition 
rate when only a limited computing time is allowed. Moreover, 
the difference between the training and test recognition rates is 
less than 1% under a given BSRC. This implied that the 
proposed methodology can identify a robust BSRC curve that 
performs almost equally well on unseen data.

5. CONCLUSIONS

In this paper, we have proposed a data-driven approach to the 
optimization of the ranking curve of beam search in Viterbi 
decoding. The proposed approach casts the determination of the 
ranking curve in beam search as an optimization problem, in 
which a minimal reduction in recognition rate is achieved with 
respect to a given allowable computation time. In other words, an
optimal tradeoff between speech and accuracy can be achieved. 
Though the proposed method is based on a set of sample data, 

our simulation demonstrates its feasibility and reliability, which 
is suitable for ASR system on limited small/mobile devices such 
as PDA or microprocessors.
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