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Abstract 

Speaker recognition systems employ a speech detection 
algorithm and use only frames detected as speech for further 
processing. The accuracy obtained by a speaker recognition 
system depends on the method that is used to detect speech, 
in particular for real-life deployments where the incoming 
speech varies significantly in loudness and noise 
characteristics. Also, actual deployments mandate real time 
processing, where look-ahead should be minimized and 
eliminated if possible, and where the speech detector cannot 
rely on statistics of speech features such as energy levels 
across the entire utterance. This makes many prevalent 
speech detection methods that use energy statistics 
unsuitable for speaker recognition deployments. Also, speech 
detection in text independent speaker recognition systems is 
more challenging compared to text dependent systems since 
there is no inherent validation and/or detection of the spoken. 
In this paper we describe a robust speech detection method 
based on voicing score estimation that allows for real time 
speech detection, and compare it to other real time methods 
in different conditions. All tested algorithms satisfy the 
requirements of exhibiting consistent performance across 
different data sets that have different noise characteristics, 
and operating in real time. The voicing-based algorithm is 
shown to perform significantly better than other tested 
speech detection algorithms. 

1. Introduction 

Speaker and speech recognition systems uti lize a speech 
detector at their front end to determine whether audio frames 
to be processed are speech frames. Speech detection is 
necessary since the underlying feature extraction and 
modeling algorithms assume speech input. Speech detectors 
vary by the features they use, and the classification method. 
The features that are most commonly used are: 

1. Frame energy only. 
2. Same features that the speech/speaker recognition 

system uses (typically some variant of static and 
dynamic Mel Frequency Cepstral Coefficients: 
MFCCs). 

3. Composite features: a dedicated feature vector used 
only for the purpose of speech detection. Composite 
features that are commonly used are energy, zero 
crossing rate, pitch frequency, and voicing score 
(e.g. [1], [2], [3]). 

4. Most features are typically computed from either a 
single frame, or from a small number of adjacent 
frames (e.g. delta MFCCs). The features therefore 
introduce very little algorithmic delay and do not 
prevent real time speech detection. 

 
The classification methods that are commonly used for speech 
detection are: 

1. Fixed energy threshold: classifies high energy 
frames as speech; Works in real time. 

2. Utterance dependent energy threshold: relies on 
energy statistics gathered from the utterance; Does 
not work in real time (e.g. algorithm 1 in [4]). 

3. Noise level tracking or state machine: usually used 
with energy or composite features and allows real 
time or close to real time operation (e.g. algorithm 
3 in [4], [5], [6]). 

4. Model based: the feature vectors derived from 
MFCCs tend to be of higher dimension, which 
usually requires the use of more advanced modeling 
approaches for speech detection, similar to the 
statistical modeling methods used in speech and 
speaker recognition. Model based speech detection 
can operate in real time, employing the same 
techniques used in the real time recognition system. 

 
Speech detection is a necessary part of a speaker recognition 
system to verify that speaker models are being trained on 
speech data only, and that the audio stream to be recognized 
also consists only of human speech. The overall speaker 
recognition accuracy at the system levels depends on the 
speech detector, especially in adverse conditions where 
speech detection is more challenging. For example, a speech 
detector that falsely detects background signals as speech wil l 
result in increased false acceptance when the same 
background signals are present in speech that should be 
recognized. This is an especially difficult problem with 
consistent non-speech signals such as narrowband tones (that 
may be present in telephony signals) and ambient noise from 
air-conditioning fans. On the other hand, a speech detector 
that misses true speech frames wil l result in overall accuracy 
degradation due to lack of speech data. It is therefore of 
importance to utilize a speech detection method that provides 
reliable speech detection under adverse conditions. 
 
Text-dependent speaker recognition systems assume 
predefined text, and typically use models that consider 
temporal dependencies, such as Hidden Markov Models 
(HMMs). The resulting alignment may be used to provide 
more accurate speech detection by incorporating non-speech 
models in the speaker recognition HMM (e.g. [7]). However, 
text-independent speaker recognition systems are typically 
designed to be unaware of the time sequence of features, and 
therefore usually require an independent speech detector to 
screen incoming speech frames. 
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Most text independent speaker recognition systems use only 
energy for speech detection, either with a fixed energy 
threshold, an offl ine threshold, or a tracking threshold. In 
field deployments the energy and noise levels vary 
significantly across and within user calls. Therefore energy 
based speech detectors have to use an adaptive strategy 
typically to perform noise/energy tracking. This may 
introduce a small latency because of the need to look few 
frames ahead and predict speech onset and offset. This 
latency may be unacceptable in conversational systems where 
the algorithmically inherent latencies and the processing 
latencies of all the system components (e.g. speaker 
recognition, speech recognition, text to speech) should not 
exceed a few hundreds of mill iseconds for human factors 
considerations. In addition, the software architecture of text 
independent speaker recognition engines may assume a frame 
by frame operation in order to distribute processing 
seamlessly across different computing nodes. Therefore a 
speech detector that performs a decision based on a minimal 
number of frames is highly desirable in order not to violate 
this software design. 
 
In this paper we address the need for a speech detector that 
will  be used in a text independent speaker recognition 
system, exhibit robustness to noise and signal variabili ty, and 
operate in real time with no excess algorithmic latency. We 
suggest the use of a speech detector that extracts a voicing 
score from each frame based on a variant of the 
autocorrelation method, and classifies frames that satisfy both 
a minimal voicing score and a (very low) minimal energy 
level as speech. The suggested speech detector al lows 
speaker verification systems to perform well on a variety of 
data types and noise conditions, and exhibits robustness to 
the signal’s loudness and noise levels. We compare the 
suggested speech detector to a real time speech detector that 
has relatively small inherent latency, and is designed to 
operate in different noise conditions by tracking the energy 
and predicting speech onset and offset. Our results show that 
speaker verification systems that use the voicing based speech 
detector exhibit substantial accuracy improvement over 
systems that use the energy tracking detector. 
 
This paper is organized as fol lows. Section 2 describes the 
suggested speech detection algorithm. Experiments 
comparing speaker verification performance using the voicing 
based speech detector and the energy tracking detector are 
described in section 3. Section 4 provides conclusions and 
suggested future work (to be included in the final paper). 

2. The Speech Detector 

A block diagram of the proposed speech detector is shown in 
figure 1. Each individual speech frame is processed 
separately. The energy of the frame is calculated and a 
voicing score is estimated. If both energy and voicing score 
satisfy a minimum threshold the frame is classified as speech. 
The voicing and energy thresholds are set to be relatively low, 
for the fol lowing reasons: 

• We would like to detect al l speech and not just 
voiced speech. In particular, we target the detection 
of not only vowels, but also voiced fricatives and 
nasals. We consider plosive to be less significant 
since a plosive sound typically lasts only one frame. 

• A high voicing threshold wil l typically keep only 
the middle portions of syllables. 

• Signals with a high voicing score but very low 
energy are likely to be from a distant or ambient 
source (fan, etc.) 

2.1. Voicing Detection 

The estimation of the voicing score is performed using a 
variant of the autocorrelation method for pitch detection [8], 
[9]. 
The algorithm is based on the autocorrelation method with 
some variants [14]. A block diagram of the pitch and voicing 
detection algorithm is shown in figure 2 (for individual 
frames). Voicing detection is performed in the residual 
domain, after applying the inverse LPC fi lter to the windowed 
speech frame. First, the residual frame goes through a 
nonlinear function performing center clipping and 
compression, as shown in figure 3. The clipping threshold 
value for the function is relative, and is recomputed for each 
frame. Let H  be the maximum sample value in the residual 
frame to be processed, and L  the minimum value. A single 
threshold TH  is computed for each frame as the as a constant 
fraction, α , of the full scale of values in that particular 
frame,  FS , as fol lows: 

{ }LHFS ,max=  (1) 

 
FSTH ⋅= α  (2) 

 
The resulting non-linear function is given by: 
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Figure 1: Voicing Based Speech Detection 
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Figure 2: Voicing Score Estimation 
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Figure 4: Residual Autocorrelation Function 

 

���
���
�

<=>+

>>−

<=

=

THxTHxTHx

THxTHxTHx

THx

xNLF

;,

;,

,0

)(

    

    

    

 

(3) 

 
where x  is the input sample, and )(xNLF  is the resulting 
nonlinear function. 
In our experiments we set α  to 7% based on a small subset 
of held out utterances. On this subset, the voicing detection 
algorithm did not demonstrate excess sensitivity to the exact 
value of this factor. After the nonlinear function is applied to 
each sample, the sample autocorrelation function is 
computed. The autocorrelation function has a main peak 
corresponding to the residual signal energy (sum of squares), 
and additional peaks, corresponding to different modes of 
periodicity, as depicted in figure 4. The pitch lag may be 
estimated as the number of samples between the main and 
closest peaks. A peak is simply defined as a local maximum, 
i .e. an autocorrelation sample for which the signal derivative 
changes sign from positive to negative. The voicing score is 
estimated as the ratio between the autocorrelation function 
value at the second (pitch) peak and the main peak. The more 
random the residual frame, the more its autocorrelation will  
resemble an impulse function (non-zero value only at the 
main peak, hence a voicing score of zero). For more periodic 
signals the voicing score will be higher. In particular for 
narrowband signals the autocorrelation will resemble a cosine 
function (a voicing score of one). 

3. Experiments 

3.1. Comparison of Online vs. Offline Speech Detection 

In this section, speech detection using the voicing based 
approach, which operates on a single frame at a time, is 
compared to an energy based approach that requires multiple 
passes through each entire utterance. The energy based frame 
rejection is implemented by comparing the normalized value 

of an energy parameter for each frame to a threshold value 
and keeping or discarding the frame based on whether the 
normalized parameter is greater or lesser. We use the cepstral 
coefficient C0 as the parameter indicating frame energy. The 
analysis of each utterance uses a fixed threshold. However, 
the C0 parameter is normalized over each entire utterance via 
a linear mapping. The values are mapped from raw C0 to 
normalized values whose intercept is determined by the 
maximum value of the raw energy parameter over the entire 
utterance. The maximum mapped valued is set to unity. The 
resulting accuracy of the two systems is analyzed jointly with 
properties of the score distributions. Spoken digit data was 
used for all phases of modeling and testing, including 
bui lding of the UBM, training the target and T-NORM 
models, and conducting target and imposter trials. Speakers 
were asked to read multiple sequences of digits to produce 
the data used in the experiment. Both cel lular and landline 
data are represented. The experiments show results for 

Figure 5: Comparison of frame level speech 
detection labels for offl ine energy-based detection 

and real-time voicing-based detection 
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matched and aggregated matched and mismatched training 
and test conditions. There were 1065 target speakers and 653 
T-NORM speakers. There were 44688 test trials. The UBM 
was trained on 15.07 hours of digit data. The mean and 
standard deviations of the other data can be seen in table 1. 
 

 Mean Std. Dev. 
Target Training 1.1 min 0.36 min 

T-Norm Training 1.13 min 0.35 min 
Test Segments 0.21 min 0.07 min 

 
Table 1. Nominal Data Length Statistics 

 
Of significance however, is that these nominal values change 
differently depending on whether voicing or energy based 
speech detection is used. The effect of the two approaches can 
be contrasted by looking at figure 5. Most notably, the energy 
based detection seems to produce more contiguous regions. 
 

For these experiments, we used a UBM/GMM system using 
2048 Gaussian components. Target and T-NORM speakers 
were trained via MAP adaptation and scoring was based on 
the l ikelihood ratio test. Figures 6 and 7 present a set of DET 
curves for the voicing and energy based schemes respectively. 
Each set includes the baseline performance, T-NORM 
performance, and matched scenario performance (same 
channel) for both cases. The system using the voicing based 
speech detector outperforms the system using the multi-pass 
energy-based detector for al l the conditions. For voicing 
based rejection, T-NORM has li ttle effect, whereas for the 
energy based rejection, T-NORM improves performance 
considerably. However, the best performance for energy is 
stil l sl ightly worse than that for voicing. It has been inferred 
[15] that T-NORM makes the score distributions more 
Gaussian-like which has a positive effect on performance. 
Table 2 shows the kurtosis values for the score distributions 
(Here kurtosis is used as a measure of non-Gaussianity). 
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DIGITS Task with Voicing Based Frame Rejection
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Figure 6: Speaker Verification Performance when 
using the Real Time Voicing-Based Speech Detector 

Figure 7: Speaker Verification Performance when 
using the Offline Energy-Based Speech Detector 

 

Figure 8(a) Speaker Verification 
Performance for NIST 2002 Task 

Figure 8(b) Speaker Verification 
Performance for Internal Digit Task 



 Non-Target Target 
Energy 4.83 5.75 

Energy (T-Norm) 3.75 13.74 
Voicing 4.18 4.59 

Voicing (T-Norm) 3.93 16.94 
 

Table 2. Kurtosis for Score Distributions 
 

T-Norm seems to increase Gaussianity for the Non-Target 
scores, but has the opposite effect for the Target scores, and 
more so for the voicing approach. The evidence suggests that 
the improvement in performance after application of T-
NORM is correlated with the extent to which the Non-Target 
scores are Gaussianized. Additionally, the voicing 
performance pre and post T-NORM along with the kurtosis 
values suggest that voicing based rejection is better at 
producing more Gaussian l ike Non-Target distributions. 

3.2. Experiments Comparing Online Detectors 

The experiments with the real time detectors were performed 
on two different datasets: the 2002 NIST Speaker Recognition 
Evaluation and an internal speech data collection that is 
mainly composed of spoken digits over landline and cel lular 
phone in relatively noisy conditions. The NIST task consists 
of cellular conversational speech. A detai led description may 
be found in [10]. The internal ly collected data consists of 
IBM employees reading  digits over the phone. The dataset 
includes 355 target speakers and 355 unique test utterances 
resulting in 7455 trials. It should be noted that the read text 
was restricted to digits in this dataset, but the task is not text 
dependent. 
 
The two data sets have very different signal characteristics. 
The internal data is noisier and has typically lower energy 
compared to the NIST data. In addition, the internally 
col lected data includes much longer silence periods 
comparing to the NIST data. The internally collected data 
also was not passed through echo cancellation. As a 
prel iminary test, we used a simple algorithm that thresholds 
frame level energies, and determined the energy threshold on 
an independent data set of internally collected data. Applying 
this speech detection algorithm to the NIST data yielded an 
Equal Error Rate (EER) of 10.9% and Detection Cost 
Function (DCF) [10] of 43.1 (all DCF values in this paper are 
multipl ied by 1000 for clearer presentation). However, when 
the same detector was applied to the internal digit data using 
the same threshold, i t exhibited very high speech miss 
detection rate, resulting in some entire utterances being 
classified as non-speech. This reinforces the point that any 
speech detection algorithm used in a field system must show 
consistent performance in different noise and energy 
conditions. 
 
The only difference between the tested speaker verification 
systems is the speech detection method: 19 MFCCs are 
extracted from 24 fil ters, warped to match a Gaussian 
distribution [11] and appended to delta MFCCs. A GMM-
UBM system is used with MAP adaptation for modeling and 
log likelihood ratio scoring for verification [12]. T-norm 
speakers are also used [13]. Also, different models are used 
for the two data sets: The NIST system uses a UBM trained 

on NIST 2001 development set and NIST 1996 eval set 
passed through cellular codecs [9], and 394 T-Norm speakers 
from NIST 2001 development and evaluation sets. The digits 
system used a UBM and 653 T-Norm speakers, trained on 
and independent dataset from the internally col lected digit 
data. The threshold for the voicing-based speech detector was 
determined using a held-out data set of live data collection 
(involving both digit data and read speech). 
 
The voicing based method was compared to an energy 
tracking energy based algorithm that operates close to real 
time. We chose this particular energy tracking algorithm 
using a set of preliminary experiments using few different 
energy based methods, where it was shown both to provide 
consistent performance in different conditions, and also to 
have minimal inherent latency. The energy tracking speech 
detection algorithm checks for a repeating increase or 
decrease in energy levels as cues for speech onset/offset 
respectively. The algorithm includes the following steps for 
each frame: 
 

1. Update a moving average of all frame energies so 
far. 

2. If the current frame energy is greater than the 
previous mean energy (before the update), 
increment a counter, unless the counter value is 
already set to T . 

3. If the current energy equals or is less than the 
previous mean energy, decrement a counter, unless 
the counter is already set to -T . 

4. Only if the counter now equalsT , classify the 
current frame as speech. 

 
We used T =3 in our experiments. The results of the 
experiments are shown in figure 8. On the NIST task, the 
voicing based system obtains an EER/DCF of 40.8/10.7% 
respectively – slightly better than the constant energy 
threshold. The energy tracking system exhibits around 30% 
relative degradation compared to the voicing based system. 
On the internal ly collected digit data, where the constant 
energy threshold was not applicable, the voicing based system 
achieves an EER/DCF of 24.8/5.4%, whereas the energy 
tracking system is again significantly worse – about 40% 
relative degradation in DCF and 60% worse in EER.  

4. Conclusions and Future Work 

This paper addressed the need for a real time speech 
detection algorithm for text independent speaker recognition 
that can provide consistent speech detection across data sets 
with different noise and energy characteristics. An algorithm 
based on voicing score estimation was suggested. It was 
found to outperform an offline, multi-pass energy-based 
algorithm that the authors have commonly used in previous 
experiments. In addition, the new algorithm was compared to 
an energy tracking real time algorithm, and was found to be 
significantly better.  
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