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Abstract
This paper compares three approaches to building
phoneme-specific Gaussian mixture model (GMM)
speaker recognition systems on the NIST 2003 Extended
Data Evaluation to a baseline GMM system covering all
of the phonemes. The individual performance of any
given phoneme-specific GMM system falls below the
performance of the baseline GMM, but fusing the top 40
performing scores of the individual phoneme systems at
the 8 conversation train condition resulted in an equal er-
ror rate of 1.7%, which is a 2.6% absolute reduction in
equal error rate from the baseline system. Further inves-
tigation showed complementary information across the
three model building approaches as error rates dropped
on a per phoneme basis when these systems were fused.

1. Introduction
For some time now, the state of the art in speaker recog-
nition has used low level acoustic features modeled by
GMMs [1]. While systems modeling high level features
such as idiolect, pitch and energy distributions, pronun-
ciation, and prosodic statistics have been fused with the
acoustic features to result in quite remarkable error rates
[2, 3], the cornerstone of any result containing multiple
fused systems continues to be the baseline acoustic sys-
tem. This paper considers improving the baseline acous-
tic system by using phoneme-specific GMMs.

Previous work by Matsui and Furui [4] used
phoneme-specific HMMs to more accurately model the
target speakers. Kajarekar and Hermansky [5] used
HMMs to model broad phonetic categories for each tar-
get speaker and achieved an improvement over the gen-
eralized GMM. Weber, et al. [6] used an LVCSR system
to again align phoneme information into target speaker
HMMs. This last approach was run on Switchboard 1
data and showed a significant performance gain com-
pared with the standard GMM system.

When refining the speaker models, to describe deeper
levels such as a phonetic class (consonant, vowel, nasal),
or specific phonemes, or even the state of a HMM rep-
resenting a phoneme, the amount of data that goes into
training each of these models is reduced. Chaudhari,
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Navrátil and Maes [7] explored sparse training data and
test data conditions with a multi-grained model struc-
ture, where each speaker model is represented at vari-
ous levels from all phonemes, to broad classes, to indi-
vidual phoneme, allowing the fine detail where possible
while also allowing back-off options. Results from this
showed promise in going down to the individual phoneme
level. Hébert and Heck [8] with their Phonetic Class-
based Speaker Verification system also addressed multi-
ple levels of model building, with each level getting more
detailed, but still leaving the option to back-off when
there is not enough data.

Closer to what this paper discusses is the work done
by Auckenthaler, Parris and Carey [9] where GMM
and HMM speaker recognition systems were compared
across different phonemes. Unlike the other work men-
tioned, in [9] the outputs of each of the phoneme systems
were fused and to a point, found to increase performance
over the baseline. However, this work used phoneme in-
dependent models for the target models, and only went
into the phoneme level during scoring.

After the experiments discussed in this paper were
run, work by Gutman and Bistritz [15] was brought to
the authors’ attention. In [15] phoneme-adapted GMMs
were built for each speaker using similar methods dis-
cussed in this paper, except there was no adaptation from
a common background model. Their experiments were
tested on the TIMIT and NTIMIT databases, which have
much shorter training utterances when compared to the
NIST 2003 Extended Data Task evaluated in this pa-
per. [15] concluded the phoneme-adapted GMM system
(what this paper calls the Two-Stage Adaptation Method)
outperformed the phoneme independent GMM system,
but the phoneme-based models (what this paper calls the
Phoneme-Only Adaptation Method) did not perform as
well as the phoneme independent GMM system.

This paper will focus on various methods of build-
ing and testing phoneme- and speaker-specific GMMs
and secondly, how the combination of these independent
phoneme systems can be fused to result in superior per-
formance compared to modeling across all speech in a
single model. The goal is to further enhance the per-
formance of acoustic based GMM systems by account-
ing for the speaker discriminating properties of individual
phonemes [10, 11]. This method does require phoneme
alignments of the speech which does add computation,

ODYSSEY04 -- The Speaker and
Language Recognition Workshop

Toledo, Spain
May 31 -- June 3, 2004

ISCA Archive
http://www.isca-speech.org/archive



but can still be done automatically with today’s ASR sys-
tems.

The paper is organized as follows. Section 2 provides
a description of the database, the origin of the phoneme
alignments, the methods used in model training, the test-
ing procedures and the fusion techniques. Section 3 is a
discussion of results, problems encountered, and current
solutions. Section 4 provides the conclusions.

2. System Description
2.1. The Database

The NIST 2003 Extended Data Task uses speech data
from the Switchboard 2 (SWB2), phase 2 and 3 databases
available from the Linguistic Data Consortium (LDC)1.
The SWB2 data come from five-minute, two-sided
recordings of land-line telephone conversations. In the
Extended Data Task, target speaker models are built with
various amounts of training data. Specifically, a given
target speaker model can be built from
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. There are 10,933 target
models and 156,184 target/test score pairs that comprise
the entire evaluation. To make this large of an evaluation
possible, NIST set up a round-robin framework in order
to better utilize the majority of the data, yet still allow for
valid background models to be built. Thus, the 2003 Ex-
tended Data Task is broken out into ten splits. For a given
value of

�
, the scores are combined across the splits to

generate the final performance of a system.

2.2. Phoneme Marks

All phoneme alignments used in experiments in this pa-
per were generated by SRI and distributed to participants
in the NIST 2003 Speaker Recognition Evaluation. Word
transcripts and alignments are based on decoding the
SWB2 evaluation data with the first pass of SRI’s conver-
sational telephone speech recognition system [12], using
models developed for the NIST RT-03 CTS evaluation.
SRI excluded SWB2 phase 2 and 3 data from model train-
ing. The word error for the SWB2 data is estimated by
SRI to be 38%. 41 ARPABET symbols were used with 3
additional non-standard phonemes: laughter(LAU), filled
pause vowel(PUH), and filled pause nasal(PUM) for a to-
tal of 44 phonemes.

2.3. Model Training

All systems in this paper require a Universal Background
Model (UBM). The UBM for splits 1–5 was built using
data from splits 6–10 and vice versa. Each of these UBMs
used data from approximately 500 speakers.

The features used during all stages were mel-
frequency cepstral coefficients (MFCCs) that were com-
puted using Version 2.1 of the MIT Lincoln Labora-

1http://www.ldc.upenn.edu/Catalog

Figure 1: Phoneme-specific GMM adaptation methods
where the value in ( ) indicates the mixture order of the
models. For each model adaptation method, every target
has 42 phoneme-specific models.

tory speaker recognition system based on GMMs [13].
MFCCs were first calculated from the speech waveform
and output every 10ms. Then cepstral mean subtraction
and RASTA filtering was applied to 19 MFCCs and then
deltas were calculated. Only frames labeled as speech
by an energy based speech activity detector were saved.
Each feature vector was then asscociated with a phoneme
label as listed in the SRI phoneme alignments.

Figure 1 shows three different methods of building
phoneme-specific target models. In all three methods
when adapting the target model from its respective back-
ground model only the GMM means were updated. De-
tails of these methods are as follows.

2.3.1. Single-Stage Adaptation

First, a gender- and channel-independent 2048-mixture
UBM containing all 44 phoneme feature vectors (using
the SRI phoneme alignments as a speech activity detec-
tor) is built. Then, single-stage adaptation models are de-
rived from adapting the UBM to target models by limit-
ing the feature vectors from the training files to be spe-
cific phonemes. Each target model now has a model
for each of 42 phonemes (OY and ZH were not used be-
cause they occurred so little throughout the database). If
a phoneme does not occur in any training data for a target,
the UBM becomes that target’s model for that phoneme.
This results in models of the same size across all of the
phonemes.

2.3.2. Two-Stage Adaptation

Two-stage adaptation starts with the same all-phoneme
UBM as above, but is then retrained by limiting the back-
ground model feature vectors to individual phonemes.
This phoneme-specific background model is then used to
adapt phoneme-specific target models as before. Again,



if a phoneme does not occur in any training data for a
target, the phoneme-specific background model becomes
that target’s model for that phoneme. All models are still
2048 because of the same initial seed UBM in all cases.

2.3.3. Phoneme-Only Adaptation

Phoneme-only target models were limited to feature vec-
tors for a given phoneme only. Phoneme specific fea-
ture vectors from all the background model files went into
building the background model (no seed adaptation from
the original UBM). Since some of the phonemes do not
occur often, there sometimes was not enough data to keep
the mixture count at 2048. The phoneme labels CH and
UH occur so little that the maximum number of mixtures
that could be used in their background model was 256.
Once the background model for each phoneme was built,
target models were adapted as before. Mixture sizes now
vary across phoneme.

2.4. Testing

Testing was done by scoring each frame of a test utterance
to the list of hypothesized speakers. For a given phoneme
system, only those test frames marked as the phoneme
were scored. The final log-likelihood score is the sum of
each frame’s score normalized by the number of frames.
In the case of a test utterance not containing a matching
phoneme, a score of zero is output.

2.5. T-norm

In various NIST evaluations, some of the best results
have been obtained with a score normalization technique
called T-norm [14]. This normalization was applied to all
scores. T-norm models were built from data from 50 male
and 50 female speakers from SWB2, phases 2 and 3 that
were not used in the Extended Data Task. Each model
was built using two conversation sides. All 100 mod-
els were applied regardless of the gender of the claimant
speaker (i.e., this was a gender-independent T-norm). T-
norm models were adapted as if they were target models
depending on which model adaptation scheme was used.
If the phoneme did not occur in the T-norm training data,
that T-norm model was effectively ignored when comput-
ing the statistics.

2.6. Score Fusion

Perceptron neural networks were used to fuse the out-
put scores [2]. The perceptrons were trained using the
LNKnet2 package developed at MIT Lincoln Laboratory.
The training and testing was done in a round-robin fash-
ion. For a given split to be tested, the training data for the
perceptron for that split came from score vectors from the
other nine splits. Prior to training, the scores for the in-

2http://www.ll.mit.edu/IST/lnknet

dividual systems were normalized to have zero mean and
unit variance. The perceptrons used no hidden layers, and
the output nonlinearity was a standard sigmoid.

3. Results and Discussion
3.1. Individual Phonemes

Figures 2 and 3 show an example of how the various
model building techniques perform for 3 phonemes: AE
(vowel-front), W (semivowel-glide) and V (fricative). Out
of the set of 42 evaluated phonemes output by the SRI
recognizer these 3 phonemes represent top, middle and
low end of the performance range respectively. Figure 2
highlights results at the 1 conversation training level.
Single-stage adaptation tends to under-perform the other
methods except in the case of V. This could be because
V is labeled in only 4.7 hours across the entire SWB2
phase 2 and 3 database, while AE and W have 25.6 and
10.5 hours of data, respectively, to draw on. However, as
discussed in [10, 11], the speaker discriminative proper-
ties also have to be accounted for, not only the total time a
phoneme occurs in the database. With the exception of V,
the phoneme-only adaptation method shows the best per-
formance between the three model adaptation methods
evaluated when looking at equal error rate or low false
alarm regions. When fusion is applied, it can be seen that
there is complementary information between the model-
ing methods as all phonemes show an improvement.

Figure 3 highlights results at the 8 conversation train-
ing level. Similar trends can be seen here as at 1 conver-
sation, but V now shows a decrease in error as do AE and
W at the two-stage and phoneme-only adaptation meth-
ods compared to single-stage adaptation. With the ad-
ditional training conversations, enough information has
been added to allow for a better adaptation to occur. To
note is the benefit that fusion adds at this level. V falls
from 18.9% equal error rate (EER) at the single-stage
adaptation method to 15.2% EER after fusion.

3.2. Fusing Phoneme-Specific Systems

Figure 4 focuses on the two-stage adaptation method and
the fusion of the individual phoneme systems at the 1 and
8 training conversation levels. The dashed line represents
the baseline GMM system built over all of the phonemes
(a phoneme-independent MFCC GMM system). For both
conversation levels, the solid line immediately below the
dashed line is just the fusion of the top 2 performing indi-
vidual phoneme systems (N and AE). The performance of
each of the phoneme-specific systems was ranked based
on the EER of the system at 8 training conversations. As
more phonemes are fused together error rates decrease.
Combining the top 40 phoneme systems, EER at 1 con-
versation falls from 10.2% at the baseline to 6.0%, while
at 8 conversations baseline EER of 4.3% falls to 1.7%
after fusion.
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Figure 2: Results of a) Single-stage adaptation, b) Two-
stage adaptation, c) Phoneme-only adaptation, and d)
Fusion of all three methods across 3 different phonemes:
AE, W, V at 1 training conversation.
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Figure 3: Results of a) Single-stage adaptation, b) Two-
stage adaptation, c) Phoneme-only adaptation, and d)
Fusion of all three methods across 3 different phonemes:
AE, W, V at 8 training conversations.

From the fusion results on the individual phoneme
systems as seen in Figures 2 and 3, we were encouraged
to combine all phoneme systems across all model adap-
tation methods for further improvement. Figure 5 shows
the results at 1 and 8 training conversation levels for the
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2 STAGE ADAPTED MODEL FUSION AT 1 AND 8 TRAINING CONVERSATIONS

Baseline
Top 2
Top 5
Top 15
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8 CONV

Figure 4: Error rates progressively decrease beyond the
baseline as more individual phoneme systems are fused.
1 and 8 training conversations shown here for the two-
stage adaptation method.

fusion of the top 30 phoneme systems and the fusion of
all three adaptation methods (total of 90 systems). As
can be seen, the additional fusion across adaptation meth-
ods does not decrease the error rate any more than fusing
the top 30 phoneme systems at either the two-stage adap-
tation method or the phoneme-only adaptation method.
With regards to equal error rate and low false alarm re-
gions, there is a benefit compared to using the single-
stage adaptation.

Having seen the significant improvement in per-
formance from fusing the scores of each individual
phoneme-specific system when compared to the base-
line system modeling all the phonemes, one last ex-
periment was to combine the phoneme-specific systems
with the phoneme-independent system. Figure 6 shows
the result of fusing the scores of the top 40 individual
phoneme-specific systems using the phoneme-only adap-
tation method with the addition of the baseline phoneme-
independent system. EER at 1 conversation training was
reduced from 5.80% to 5.64% and at the 8 conversation
training level reduced from 1.83% to 1.60% EER.

3.3. Missing Data Conditions

As mentioned in section 2.3, when a target’s training data
does not contain any vectors for a given phoneme, that
phoneme-specific UBM becomes the model for that tar-
get. A second method for handling this missing data
condition was tried wherein the phoneme-independent
model for that target model became the target model
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Figure 5: Top 30 individual phoneme systems fused by
three different model adaptation methods and fusion of all
methods shown here for 1 and 8 training conversations.
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ADDITION OF BASELINE TO TOP 40 FUSION AT 1 AND 8 TRAINING CONVERSATIONS

Top 40
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Figure 6: Addition of the phoneme-independent GMM
system (baseline) to the fused system of the top 40 per-
forming individual phoneme systems. 1 and 8 training
conversations shown here for the phoneme-only adap-
taion method.

for the phoneme-specific system. Comparing the 2
methods: phoneme-specific UBM copy versus phoneme-
independent target model copy showed no significant
change in performance. Investigating further it was found
that the problem of missing training data for specific
phonemes occurs very little in the NIST 2003 Extended
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Figure 7: Independent-phonemeGMM systems (baseline)
compared to the performance of the fusion of the top 40
phoneme-specific systems using the phoneme-only adap-
tation method across 1, 4 and 8 training conversations.

Data Task. Out of the top 40 phoneme-specific systems
only nine of these had target models with no training data
for a particular phoneme. Out of these nine systems, one
had 179 cases of no data for model training, one had 63
cases, and the other 7 had less than 16 cases each. When
considering that each system was comprised of 10,933
models it is easy to see how in the end that these few
models with missing data did not contribute to any seri-
ous performance degradation, especially after fusion.

3.4. Training Length Comparison

One of the highlights of testing on the NIST 2003 Exten-
dend Data Task is being able to compare how a system
performs with different amounts of training data. As one
would expect, as more training data is added, models are
refined and system accuracy increases. Of interest to note
in Figure 7 is the difference in performace of the baseline
phoneme-independent systems compared to the fusion
of the top 40 phoneme-specific systems using phoneme-
only adaptation across training conversation level. The
baseline system at the 4 training conversation level (EER
5.4%) is only marginally better than the performance of
the fusion of the top 40 phoneme-specific systems at 1
training conversation level (EER 5.8%). Looking at the
performance of the fusion of the top 40 phoneme-specific
systems at the 4 level training conversation level (EER
2.7%) it clearly outperforms the baseline system at the 8
training conversation level (EER 4.3%).



4. Conclusions
In this paper we compared three approaches to building
phoneme-specific GMMs and further advanced the per-
formance of an acoustic based system. As expected, in-
dividual phonemes carry various amounts of speaker dis-
criminating ability, and depending on the level of adap-
tation used to build phoneme-specific target models, they
each show different levels of performance. Each model
building approach was shown to have complementary in-
formation to the others as fusion across the three methods
resulted in performance greater than any one system per
phoneme. As individual phonemes were fused in order
of their performance, the baseline system, modeling all
phonemes, was surpassed after the fusion of just the top
2 phonemes. Combining up to 40 individual phoneme
systems decreased EER to 1.7% at the two-stage adap-
tation method when compared to 4.3% for the baseline
at 8 training conversations. Fusion across all three adap-
tation methods and across the top performing phonemes
did not show any improvement compared to just using the
top performing phonemes for a given adaptation method.
Fusion with high level features can now be added to this
improved acoustic based system, and further methods of
handling data sparsity will be investigated to apply these
methods to smaller datasets.
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[8] Hébert, M., Heck, L.P., ”Phonetic Class-based
Speaker Verification”, Proceedings of Eurospeech
2003, Geneva Switzerland.

[9] Auckenthaler, R., Parris, E. S., Carey, M. J.,
”Improving a GMM Speaker Verification System
by Phonetic Weighting”, Proceedings of ICASSP
1999, Phoneix AZ.

[10] Sambur, M. R., ”Selection of Acoustic Features
for Speaker Identification”, IEEE Transactions on
Acoustics, Speech, and Signal Processing, Vol
ASSP-23(2), Apr 1975.

[11] Eatock, J. P., Mason, J. S., ”A Quantitative Assess-
ment of the Relative Speaker Discriminating Prop-
erties of Phonemes”, Proceedings of ICASSP 1994,
Adelaide Australia, Vol 1, pp 133–136.

[12] Stolcke, A., et al, ”The SRI March 2000 Hub-5
Conversational Speech Transcription System”, Pro-
ceedings of the NIST Speech Transcription Work-
shop, College Park, MD, 2000.

[13] Reynolds D., Quatieri, T., Dunn, R., ”Speaker ver-
ification using adapted Gaussian mixture models”,
Digital Signal Processing, Academic Press, vol. 10,
Oct 2000.

[14] Auckenthaler, R., Carey M., Lloyd-Thomas, H.,
”Score normalization in a text-independent speaker
verification system,” Digital Signal Processing,
Academic Press, vol. 10, Jan 2000.

[15] Gutman, D., Bistritz Y., ”Speaker Verification Us-
ing Phoneme-Adapted Gaussian Mixture Models”,
Proceedings of EUSIPCO 2002, Toulouse France.


