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Abstract 

In an attempt to find out a more appropriate representation of 
a speech signal for the task of speaker recognition, we study 
alternative ways to represent speakers’ voices individuality. A 
novel wavelet packet based set of speech features, apposite 
for speaker recognition, is proposed. We exploit the capabili-
ties offered by the plethora of existing wavelets, along with 
the powerful set of orthonormal bases provided by wavelet 
packets that allow an effective manipulation of the frequency 
subbands. Our scheme differs from previous wavelet-based 
works, primarily in the wavelet-packet tree design which fol-
lows the concept of critical bandwidth, as well as in the par-
ticular wavelet basis function that has been used. Our baseline 
text-independent speaker verification system, which has par-
ticipated in the 2002 NIST Speaker Recognition Evaluation, 
was used as a platform to study the practical significance of 
the proposed speech parameters. Comparative experimental 
results confirm the assertion that the proposed speech features 
outperform MFCC, as well as previously used wavelet fea-
tures, on the task of speaker verification. 

1. Introduction 

Although many speech processing tasks, like speech and 
speaker recognition, reached satisfactory performance levels 
on specific applications, and even though a variety of com-
mercial products were launched in the last decade, many 
problems remain an open research area, and flawless solutions 
were not found out, yet. For example, such a problem is pro-
viding an adequate parameterization of the speech signal for 
the needs of speaker recognition. 

In short, contemporary speech/speaker recognition sys-
tems are composed of a feature extraction stage, which aims at 
extracting speech/speaker’s characteristics while evading any 
sources of adverse variability, and a classification stage, that 
identifies the feature vector with certain class. The feature 
extraction phase converts the input speech signal in a series of 
multi-dimensional vectors, each corresponding to a short 
segment of the acoustical speech input. The resulting feature 
vector makes use of information from all spectrum bands, and 
therefore, any inaccuracy of representation and any distortion 
induced to any part of the spectrum is spread to all features 
forming the vector. The classification stage that is based on 
the probability density function of the acoustic vectors is seri-
ously confused in case of impaired features. 

Historically, the following speech features dominated the 
speech and speaker recognition areas in consequent periods: 
LPC, LPCC, and MFCC. Other speech features like, PLP, 
ACW, wavelet-based features, although presenting reasonable 
solutions for the same tasks, did not gain widespread practical 
use, often due to their relatively more sophisticated computa-

tion. Nowadays many earlier computational limitations are 
overcome, in view of the significant performance boost up of 
contemporary microprocessors. That opens possibilities for 
revaluation of the traditional solutions when speech features 
are selected for a specific task. 

In the literature [1], it was demonstrated that MFCC out-
perform LPC, LPCC, and other features on the task of speech 
recognition. From a perceptual point of view, MFCC model 
the human auditory system, since they account for the nonlin-
ear nature of pitch perception, as well as for the nonlinear 
loudness perception. That makes them more adequate features 
for speech recognition than other formerly used speech pa-
rameters like CC, LPC, and LPCC. That success of MFCC, 
combined with their robust and cost-effective computation, 
turned them in almost “a must” in the speech recognition area. 
Because of that, MFCC became widely used on speaker rec-
ognition tasks, too, although they might not represent the 
speaker’s voice individuality with a sufficient accuracy. In 
fact, when MFCC are used for speech recognition, it is easy to 
normalize/suppress speaker’s personality, while the linguistic 
information remains unaffected by that process. However, in 
the text-independent speaker recognition task, the linguistic 
information is not a beneficial source of information for 
speaker differentiation, and yet, its presence makes the 
speaker recognition process even more difficult. 

In an attempt to find out a more suitable representation of 
speech signal for the task of speaker verification, we investi-
gate alternative ways to represent speaker’s voice individual-
ity. In this study, by means of wavelet packets, we seek a 
more general approach, which allows easy handling of the 
spectral content of speech signal, flexible utilization of the 
important frequency bands, and a variable frequency resolu-
tion in each sub-band. Specifically, deviating from the well 
known Mel-scale, wavelet packets were exploited in order to 
approximate the critical bandwidth function estimated in [2]. 
Moreover, of equal importance is that the wavelet packets 
technique employed here allows beneficial selection of the 
underlying basis functions, which in cepstral-coefficient-like 
FFT-based schemes is fixed to sinusoidal functions. 

The rest of our paper is organized as follows: In Section 
2, previous works on wavelet based speech features is over-
viewed, Continuous Wavelet Transform and orthogonal wave-
let basis functions are defined and the latter are generalized to 
wavelet packet functions. The actual feature extraction proc-
ess and the proposed wavelet packet tree along with the corre-
sponding spectral space division are described in Section 3. 
Section 4 outlines the speech corpora employed in the speaker 
verification experiments. Section 5 provides a brief outline of 
our speaker verification system, which was used as a platform 
for assessment of several speech feature sets. The experimen-
tal set-up and comparative results are discussed in Section 6. 
Finally, in Section 7 conclusions are derived. 
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2. Wavelet Analysis 

2.1. Wavelet features - previous work  

Over the last few decades, wavelet analysis has been proven 
an effective signal processing technique for a variety of prob-
lems. More particularly, in feature extraction schemes de-
signed for the purpose of speech recognition, wavelets have 
been used twofold. The first approach uses wavelet transform 
instead of Discrete Cosine Transform in the feature extraction 
stage [3]. According to the second approach, wavelet trans-
form is applied directly on the speech signal. In that case, 
either wavelet coefficients with high energy are taken as fea-
tures [4], which, nonetheless, suffer from shift variance, or 
subband energies are used instead of the Mel filter-bank sub-
band energies introduced in [1]. Specifically, wavelet packet 
bases, presented later in this section, are used in [5] and [6] as 
close approximations of the Mel-frequency division using 
Daubechies’ orthogonal filters with 32 and 12 coefficients, 
respectively. Furthermore, Sarikaya et al. [7] used the same 
features for speaker identification referring that they outper-
formed MFCC in this particular task. 

Our proposal differs from the aforementioned related 
studies, chiefly in the wavelet packet tree design, but also in 
the particular wavelet that have been used. As the experimen-
tal results presented in Section 6 demonstrate, the speech 
features proposed here outperform MFCC, as well as the 
wavelet features introduced in [5], [6], and [7]. 

2.2. Continuous Wavelet Transform 

A prototype wavelet ( )2Lψ∈ R  is a function of zero average: 
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The continuous wavelet transform of a signal f at the scale s 
and position u is the correlation of f with the dilated and 
translated wavelets defined in equation (2): 
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Of primary interest in the wavelet analysis of a particular class 
of signals is the choice of the wavelet itself. In this work, the 
Battle-Lemarié polynomial spline wavelet, defined [8] 
through its Fourier transform, as 
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is used. We consider order m=5. This wavelet has an expo-
nential decay in the time domain, with a relatively steep decay 
in the frequency domain, which is a desirable characteristic in 
order to enforce its localization property. Furthermore, it is 
symmetric around location t=0.5, and its corresponding con-

jugate mirror filters (described in Subsection 2.3) have a 
comparatively smaller number of coefficients, when compared 
to Daubechies’ or other wavelets achieving similar character-
istics. Thus, it appeared to adapt satisfactorily to speech sig-
nals for the purpose of speaker recognition. Figure 1 shows 
the Battle- Lemarié wavelet of order m=5 and the modulus of 
its Fourier transform. 

2.3. Orthogonal wavelet bases  

The wavelet transform ),( suWf  is a two-dimensional repre-

sentation of a one-dimensional signal f. That means that some 
kind of redundancy arises. It can be reduced or even removed 
by sub-sampling the parameters of this transform. Sub-
sampling the wavelet transform by a factor of two (designated 
as 2↓ ) provides a complete signal representation if any sig-
nal can be reconstructed from linear combinations of the fam-

ily { }
2),(

,
Znj

su jn ∈
ψ  consisting of wavelets defined on a dis-

cretized set of the parameters. Completely removing this re-
dundancy yields a basis of the signal space. 

According to the multi-resolution theory, any wavelet ψ  
that generates an orthogonal basis of ( )2L R  is characterized, 

by means of a filter bank construction, by a pair of discrete 
filters consisting of a high-pass (HPF) and a low-pass one 
(LPF). These filters belong to a particular class of filters, 
called conjugate mirror filters, satisfying the relation: 
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Figure 1: Battle-Lemarié polynomial spline wavelet 
and its Fourier transform amplitude 
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where  ĥ is the Discrete Fourier Transform of discrete filter h . 
In the practical case of a discrete signal f[n], it can be 

shown [8] that the signal can be decomposed in sub-sampled 
components with a pair of conjugate mirror filters and recov-
ered again with an inverse transform. Furthermore, cascading 
these filters produces a fast discrete wavelet transform.  

2.4. Wavelet packet bases 

A wavelet orthonormal basis decomposes the frequency con-
tent of a signal into dyadic intervals whose sizes have an ex-
ponential growth, as shown in Figure 2. Generalizing that 
fixed dyadic construction leads to a division of the frequency 
axis into intervals of various bandwidths. In order to cover the 
whole time-frequency plane, each frequency interval is cov-
ered by the uniformly translated time-frequency boxes of 
wavelet packet functions, as shown in Figure 3.  

Wavelet packet functions generalize the filter bank tree 
that relates wavelets and conjugate mirror filters. In the de-
composition of a signal with the wavelet transform, only the 
lower frequency band is decomposed, giving a right recursive 
binary tree structure, where its right child represents the lower 
frequency band and its left child represents the higher fre-
quency band. In the corresponding decomposition with the 
wavelet packet transform, the lower, as well as the higher 
frequency bands are decomposed giving a balanced binary 
tree structure. Such a tree is illustrated in Figure 4. To each 
node in the tree, a wavelet packet space p

jW  is associated, 

where j is the depth, and p is the number of the nodes to the 
left of this particular node at the same depth. Supposing that 
this space admits an orthonormal basis ( ){ }2p p j

j j
n
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, 

the following splitting relations [8] define the wavelet packet 
orthogonal bases at the children nodes:  
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where h and g are a pair of conjugate mirror filters. As an ex-
ample, Figure 5 illustrates 8 wavelet packets p

jψ  at the depth 
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Figure 4: Binary tree of wavelet packet spaces 
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Figure 3: A wavelet packet basis divides the frequency axis in 

separate intervals of varying sizes and provides a more 
flexible tiling of the time-frequency plane, which can be ad-
justed according to the signal of interest. 
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 Figure 2: A tiling of the time-frequency plane defined by a 

wavelet basis. Wavelet analysis is achieved with a pair of 
conjugate mirror filters (LPF and HPF), followed by deci-
mation by a factor of two. 

 
Figure 5: Wavelet packets computed with Battle-Lemarié 

wavelet (m=5), at a depth j=3 of the wavelet packet tree. 
They are ordered from low to high frequencies. 



j=3, calculated with Battle-Lemarié wavelet of order m=5. In 
fact, the maximum depth of the wavelet packet tree used in our 
design is j=7, in which case the large number of wavelet 
packet functions (66) prohibits their proper illustration. 

As concerns the frequency localization of wavelet pack-
ets, the Fourier transforms of wavelet packet children are 
related to their parent by the following relations [8]:  
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where ĥ  and ĝ  are the Discrete Fourier Transforms of the 

discrete filters h  and g , respectively. 

The major part of the energy of ˆ p
jψ  is concentrated over 

a particular frequency band. The two filters ( )ˆ 2 jh ω  and 

( )ˆ 2jg ω  select the lower and higher frequency components 

within this band, leading to the corresponding energy concen-
tration of 2

1ˆ p
jψ +

 and 2 1
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+

. Repeating this for every, or 

some of the nodes in the wavelet packet tree leads to a spe-
cific energy distribution of the wavelet packet tree down to a 
specific depth. The energy distribution of the wavelet packet 
tree corresponding to our approach is depicted in Figure 6, 
while the actual wavelet packet tree that corresponds to that 
energy distribution is illustrated in Figure 7. 

3. Pre-processing and feature extraction 

The wavelet packet transform employed in order to compute 
the spectrum, was first proposed in [9] for speech recognition, 
and latter in [7] for speaker identification. In our present 
study, wavelet packets flexibility of tiling the time-frequency 
plane is further exploited. Instead of sticking strictly to the 
Mel-scale division of the spectral space, we made use of the 
concept of critical bandwidth, a term firstly introduced by 
Fletcher in [19]. 

Since Fletcher’s first description of the critical bandwidth 
concept, a number of researchers attempted to estimate it. 
Zwicker in [20] estimated that the critical bandwidth is con-
stant at 100 Hz for centre frequencies up to 500 Hz, while for 

 
Figure 6: The actual energy distribution along with the frequency subbands of the proposed wavelet-packet set WP1. 

 4kHz 2kHz 1kHz 500Hz 250Hz 125Hz 62.5Hz 31.25Hz 

 
Figure 7: The proposed wavelet-packet tree for the proposed 

features WP1. Only the frequency bands drawn with solid 
bold line are utilized in the computation of our features.  



higher frequencies the bandwidth increases approximately in 
proportion with centre frequency. Thus, he proposed the well 
known Bark scale which corresponds very closely to the Mel 
scale. However, more recent experiments [2] have provided 
evidence that the critical bandwidth can be as narrow as 30 
Hz for frequencies below 500 Hz. That led us, exploiting the 
flexibility of wavelet packet transform, to create a wavelet 
packet tree with a maximum frequency resolution of 31.25 Hz 
that follows roughly the critical bandwidth estimation of [2]. 
This approach proved to be especially successful in providing 
better separation of the speakers’ voices. 

Analytically, the following steps are followed in computa-
tion of the proposed features: 

• The sampled at 8 kHz speech signal is filtered by a fifth 
order Butterworth filter with pass-band from 80 Hz to 
3800 Hz, in order to remove possible drift of the signal, 
and to reduce the effect of saturation by level, common 
for telephone quality speech. 

• A frame size of 32 milliseconds was chosen, in order to 

accommodate a number of samples divisible by 128 (72 ) 
in every segment. The frame size is imposed by the as-
sumption of short-term stationarity of speech signal. A 16 
milliseconds skip rate was chosen as a trade-off between 
continuity and computational efficiency. 

• A pre-emphasis filter 197.01)( −−= zzH  is employed. 
Due to the compact support of the wavelets, no Hamming 
or other complex window is required, and therefore a rec-
tangular one is considered. 

• A voiced/unvoiced decision is obtained using a pitch es-
timation based on the “modified autocorrelation method 
with clipping” [10]. Only those feature vectors represent-
ing voiced speech frames are used to represent the 
speaker’s identity. 

• After that, wavelet packet decomposition is applied at a 
maximum depth of j=7. For a full j level decomposition, 
the wavelet packet transform divides the frequency axis 

into j2  subbands of equal bandwidth. Thus, the wavelet 
packet transform corresponds to a maximum frequency 
resolution of 31.25 Hz. The actual wavelet packet tree 
employed in this work, which also determines the energy 
distribution across the frequency axis, as explained in 
Section 2, is shown in Figure 7. This tree structure pro-
vides a total of B=66 frequency subbands, depicted in 
Figure 6. To avoid creating false large amplitude coeffi-
cients at the boundaries (and considering that no prior 
Hamming windowing is performed) boundary wavelets 
were utilized in the computation of the wavelet packet 
transform. 

• Next, the energy in each frequency band is computed, and 
then it is divided by the total number of coefficients pre-
sent in that particular band. More specifically, the sub-
band signal energies are computed for each frame as, 

Bj
N

ifW
E

j

N
i

p
j

j

j

,...,1,
)]([1

2

==
∑ =   (11) 

where )(ifW p
j  is the i-th coefficient of the wavelet 

packet transform of a signal f at node p
jW  of the wavelet 

packet, B is the total number of nodes used, and jN  is the 

total number of coefficients consisting node j. 

• Finally, a logarithmic compression is performed and a 
Discrete Cosine Transformation is applied on the loga-
rithmic subband energies to reduce dimensionality: 
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where r is the number of feature parameters. We compute 
only the first 35 coefficients, since we found out that they 
represent 99.99% of the energy of the complete set of 66. 

4. Speech corpora 

In order to illustrate the practical significance of our ap-
proach, and to provide experimental results independent of 
potential oddities of a specific speech database, we made use 
of two well known speaker recognition corpora: Polycost 
Speaker Recognition database [11] and 2001 NIST Speaker 
Recognition Evaluation (SRE) one-speaker detection database 
[14]. These two corpora were recorded over different me-
dium: a fixed and a mobile telephone network, and thus the 
results obtained by each of them are complementary but not 
competitive to the other. We also need to explain here that the 
two databases were recorded in different set-ups, and there-
fore they do not have equal degrees of channel variability and 
noise sources diversity (land channel vs. five different chan-
nels, home vs. three different locations). Thus, the consider-
able gap between speaker verification performances obtained 
for these two corpora is explained by the different degree of 
difficulty and complexity these corpora attain. 

4.1. Polycost speaker recognition database 

The proposed features were firstly evaluated by using Poly-
cost speaker recognition database, which contains prompted-
text speech and some spontaneous speech, recorded in multi-
ple sessions over the international land-fixed telephone net-
work of Europe. In total, 74 male and 69 female speakers, 
citizens of twelve European countries were recorded, with 
about ten sessions in average. Each session contains twelve 
utterances in English and two utterances pronounced in the 
mother language of the corresponding speaker. In our experi-
ments we made use only of the English speech. 

Detailed descriptions of the Polycost database can be 
found in [11], [12]. We have used version v1.0 of the Poly-
cost database with bugs from 1 to 5 fixed [13]. 

4.2.  2001 NIST SRE -- one-speaker detection database 

The 2001 NIST SRE – one-speaker detection database was 
used to examine how the speech features perform for speech 
obtained across mobile-phone networks. It is excerpt from the 
Switchboard-Cellular corpora, which had been post-processed 
in order to remove any significant pauses in speech signal and 
cancel transmission channel echoes. The training data consists 
of spontaneous speech from 74 male and 100 female speakers, 
recorded in different environmental conditions: {‘inside’, 
‘outside’, ‘vehicle’}. All training speech had been acquired 
over the mobile cellular networks of USA. Each target user is 
represented by about 2 minutes of spontaneous speech, ex-
tracted from a single conversation. The test data consist of 
speech recorded over {‘TDMA’, ‘CDMA’, ‘Cellular’, ‘GSM’, 
and ‘Land’} transmission channels. Both same and different 
phone number calls (implying different handsets) and differ-
ent transmission channels are available for each user. Depend-



ing on the amount of speech the test trials contain, they are 
separated in the following five categories: {’00-15’, ‘16-25’, 
’26-35’, ’36-45’, and ’46-60’} seconds. The complete one-
speaker detection task includes all test trials, and therefore 
covers all aforementioned sources of variability. In the pre-
sent work we consider only the complete one-speaker detec-
tion task, and no details are described for the sub-tasks. A 
comprehensive description of the evaluation database and 
evaluation rules is available in the 2001 NIST SRE Plan [14]. 

5. Description of the speaker verification 
system 

The text-independent speaker verification (SV) system briefly 
described here is a participant in the 2002 NIST Speaker Rec-
ognition Evaluation [15]. It is adopted here as a baseline sys-
tem, and used as a platform to study the impact of several 
feature extraction techniques over the SV performance. 

Our text-independent SV system [16] is built on a modu-
lar structure with an individual Probabilistic Neural Network 
(PNN) [17] for each enrolled user. A reference model is em-
ployed for counterbalancing the scores produced by the indi-
vidual user models. For both the user and reference models, 
the available training data are compressed by using k-means 
clustering technique [18], and the codebooks produced are 
further used for training of the PNNs. In that way the com-
plexity of individual neural networks is greatly reduced and 
faster operation times are achieved. In the baseline version of 
our SV system, we made use of a codebook composed of 128-
vectors for the enrolled users, and a codebook composed of 
256-vectors for the reference model. The sizes of the code-
books were chosen as a trade-off between complexity and 
computational demands versus performance, since here we 
target a comparison of several feature extraction algorithms, 
and not achieving of an absolute performance. 

An important distinctiveness of our SV system is that de-
pending of the probabilities computed for the user and refer-
ence models frame-by-frame decisions are made for each 
segment of the speech signal. In the simplified baseline sys-
tem used here, these decisions are averaged over the whole 
test utterance, and a final decision is made. When the aver-
aged score is below a predefined speaker-independent thresh-
old the current speaker is rejected as an impostor, otherwise it 
is accepted as an authorized user. A comprehensive descrip-
tion of our speaker verification system is available in [16].  

6. Experiments and results 

In the experiments with the proposed wavelet-packet-based 
features, referred as WP1, the training and testing data sets 
have been processed in the way described in Section 3. In the 
experiments with the Sarikaya’s features, and Farooq-Datta’s 
features we followed the methodology proposed by the corre-
sponding author. In the experiments with the MFCC we ad-
here to an approximation of the Mel-scale with 32 filters, 
covering the frequency diapason 0÷4 kHz, which we found 
more successful for speaker recognition applications, than 
other implementations of the MFCC with 13 or 20 filter-
banks. The MFCC are computed, as described in [16].  

The experimental results presented here, are only for the 
male parts of the 2001 NIST SRE and Polycost corpora. Our 
system has demonstrated only a minor gender-dependency of 
the speaker verification performance [16], and therefore we 

omit the female results for simplicity of our exposition. The 
conclusions derived from the male experiments, are valid for 
the female ones, too. 

6.1. Experiments with the 2001 NIST SRE data 

In the experiment with the 2001 NIST SRE data, approxi-
mately 40 seconds of voiced speech were available for train-
ing the male models. The reference model was created, by 
exploiting the male training speech available in the 2002 
NIST SRE database [15]. An approximately one hour and 
forty minutes of voiced speech were available for that pur-
pose. When the training of the models was completed, they 
were examined by testing with all male speech trials, as de-
fined in the complete one-speaker detection task (‘de-
tect1.ndx’). Each SV experiment includes 850 target and 
8500 impostor trials with lengths from 0 to 60 seconds of 
speech and the whole diversity of transmission channel types.  

In Figure 8, DET plots obtained for the experiments with 
the proposed features, WP1, are shown. As expected, reduc-
tion of the error rate was observed when the first coefficient 
was discarded from the feature vector – see the dotted line,  
corresponding to complete set of coefficients {1,2,…,35}, in 
comparison to the dashed line, standing for the first coeffi-
cient excluded. It is widely accepted that the value of the first 
coefficient is very much influenced by the communication 
channel, and thus it is often replaced by the logarithm of the 
energy of the corresponding speech frame, for compensating 
the lost of information, from its discarding. In our experi-
ments however, we did not perform the aforementioned sub-
stitution because we were interested in studying the properties 
of the stand-alone wavelet features. 

Afterwards, we proceeded with an examination of the 
speaker verification performance, especially when the second, 
third, and the forth wavelet coefficients are also excluded 
from the feature set. Surprisingly, an even more significant 
drop of the error rate was observed, for the cases when the 
second and third coefficients were discarded, along with the 
first one -- the results are presented in Figure 8 with a dash-
dotted line for the first two coefficients excluded, and with a 

 
Figure 8: DET plots for the proposed features (WP1) 



solid line for the first three coefficients kept out. Our initial 
guess at what that implies was that the observed improvement 
is entirely due to the elimination of the coefficients which 
possess bigger values of the mean value and the standard 
deviation, and thus the classification is facilitated. In order to 
verify that hypothesis we performed an experiment with a 
normalized version of our WP1 features. Dynamic range nor-
malization was performed by subtracting the mean value, and 
then dividing the result by the standard deviation of the corre-
sponding coefficient. The mean value and the standard devia-
tion were computed over the 2002 NIST SRE corpus, utiliz-
ing the training speech for all the 139 male speakers. (In order 
to keep legibility of the figures, DET plots for the normalized 
sets are not included.) Although an improved absolute per-
formance was observed for the normalized feature sets, when 
compared to the non-normalized ones, the results demon-
strated that excluding the first three coefficients still reduces 
the error rate for the normalized features. That observation 
indirectly suggests that the convolution between speech signal 
and transmission channel notably affects the first three coeffi-
cients, and not only the first one, as in the MFCC case. How-
ever, when coefficients beyond the third one were excluded 
from the feature set, higher error rates were observed. 

Figure 9 presents DET plots obtained for the experiments 
with the Farooq-Datta’s wavelet features. These speech fea-
tures were computed following the methodology presented in 
[6]. Although the absolute estimates for the proposed feature 
set, WP1, and the Farooq-Datta’s set, WP2, do not match (as 
shown in the corresponding DET plots in Figures 8 and 9) the 
phenomenon observed for the case of proposed set, WP1, is 
also manifested for WP2, namely excluding the first three 
coefficients notably decreases the error rate. 

In Figure 10, DET plots obtained for the experiments with 
the Sarikaya’s wavelet features are shown. These speech fea-
tures were computed following the method of Sarikaya as 
described in [7]. Similarly to WP1 and WP2, the Sarikaya’s 
set, WP3, also adheres to the observation that excluding the 
first three coefficients improves the speaker verification per-
formance. 

A comparison among the wavelet based features and 
MFCC features is presented in Figure 11. The MFCC are 
depicted with a dash-doted line. The proposed set, WP1, plot-
ted with a solid line, demonstrated the lowest error rate. Next, 
the Sarikaya’s features, WP3, plotted with a dashed line, fol-
low with an error rate almost equal to the one of the MFCC. 
Finally the Farooq-Datta’s set, WP2, plotted with a dotted 
line, exhibits the highest error rate.  

It should be emphasized here that the results presented in 
this section were obtained for a speech database consisting of 
recordings made over a variety of mobile phone networks. 
These recordings are excerpts from real-world telephone con-
versations, and therefore, a high degree text-independency is 
considered. The phone calls were performed via different 
devices, over several mobile networks, and took place in dif-
ferent environmental conditions. 

 
Figure 11: Comparative results for the WP1, WP2, and 

WP3 feature sets versus the MFCC-fb32 features. 

 
Figure 10: DET plots for the Sarikaya’s features (WP3) 

 
Figure 9: DET plots for the Farooq-Datta’s features (WP2) 



6.2. Experiments with the Polycost database 

In the experiments with the Polycost data, the user models 
were trained by utilizing the English utterances from the first 
two sessions of each speaker, as a single session did not pro-
vide sufficient amount of training speech. In average, about 
35 seconds of voiced speech per speaker were available for 
training each user model. In our set-up, fifty male speakers 
were enrolled as authorized users and the remaining twenty-
four speakers were considered as unknown to the system im-
postors. The reference model was build by exploiting the 
same speech material, used for training of the 50 user models. 
Because of the satisfactory number of speakers employed in 
the training of the reference model, it was general enough not 
to correlate to individual user models significantly. In total, 
500 target and 36500 impostor trials were performed, with 10 
target and 730 impostor trials per user model. Both unknown 
impostors and pseudo-impostors performed the fraud trials – 
in ten separate attempts per impostor. About 1.3 seconds of 
voiced speech per test utterance were available. The actual 
amount of voiced speech in the particular trials was in the 
range of 0.4 to 2.1 seconds. The results obtained for the dif-
ferent feature sets, are presented in the following Table 1: 

Table 1: Speaker Verification experiments – Polycost da-
tabase 

Equal Error Rate (EER) in [%] 
MFCC-32 
2:32coef 

Proposed 
4:35coef 

Farooq-Datta 
4:13coef 

Sarikaya 
4:24coef 

4.33 4.20 8.62 6.41 

The Polycost database, although recorded over different 
medium (having smaller degree of variability, when compared 
to the 2001 NIST SRE data), also corroborate the superiority 
of the proposed speech feature set, WP1, over the other fea-
tures. Thus the results obtained for the two corpora are in 
consistence, support, and compliment each other. 

As a generalization of all results presented in Section 6, 
we can conclude that the proposed feature set, WP1, keeps 
lowest error rate, and is less sensitive to distortions intro-
duced by transmission channel. Therefore, it is more appro-
priate for speaker verification in real-world environments, 
than the other features tested here.  

7. Conclusions 

A novel, wavelet packet based, speech features set, appropriate 
for speaker recognition, was proposed. Our contribution is 
mainly in the wavelet-packet tree design, which is fine-tuned 
to emphasize some of the spectral bands important for speaker 
recognition. A comparative experimental evaluation of the 
proposed features, performed on two typical speaker recogni-
tion corpora, proved the practical significance of our ap-
proach. The proposed features demonstrated superior perform-
ance, when contrasted to other wavelet based features (Farooq-
Datta’s and Sarikaya’s speech parameters), and also to Mel-
scale cepstral coefficients, due to the better demarcation of 
speakers’ parameters in the multi-dimensional feature space.  

Acknowledgement 

This work was supported by the “Infotainment management 
with Speech Interaction via Remote microphones and tele-
phone interfaces” - INSPIRE project (IST-2001-32746). 

References 

[1] Davis, S.B., Mermelstein, P., “Comparison of parametric 
representations for monosyllabic word recognition in con-
tinuously spoken sentences”, IEEE Trans. Acoustic, Speech 
and Signal Processing, vol.28, no.4, pp.357-366, Aug. 1980 

[2] Moore, B. C. J., “An introduction to the psychology of hear-
ing”, Academic Press, London, 5th ed., 2003 

[3] Tufekci, Z., Gowdy, J.N., “Feature extraction using discrete 
wavelet transform for speech recognition”, Proc. of IEEE 
Southeastcon 2000, pp. 116-123, 2000 

[4] Long, C.J., Datta, S., “Wavelet based feature extraction for 
phoneme recognition”, Proc. of 4th Int. Conf. of Spoken 
Language Processing, Philadelphia, USA, vol. 1, pp. 264-
267, Oct 1996 

[5] Sarikaya, R., Hansen, H.L., “High resolution speech feature 
parameterization for monophone-based stressed speech rec-
ognition”, IEEE Signal Processing Letters, vol.7, no.7, 
pp.182-185, 2000 

[6] Farooq, O., Datta S., “Mel-scaled wavelet filter based fea-
tures for noisy unvoiced phoneme recognition”, Proc. of 
ICSLP 2002, Denver, Colorado, USA, pp.1017-1020, 
Sept.16-20, 2002 

[7] Sarikaya, R., Pellom, B.L., Hansen H.L., “Wavelet packet 
transform features with application to speaker identifica-
tion”, Proc. of IEEE Nordic Signal Processing Symp., 
Visgo, Denmark, pp. 81-84, June 1998 

[8] Mallat S., “A wavelet tour of signal processing”, Academic 
Press, San Diego, USA, 1998. 

[9] Erzin E., Cetin A.E. and Yardimci Y., “Subband analysis for 
speech recognition in the presence of car noise”, Proc. of  
ICASSP-95, vol.1, Detroit, MI, 1995, pp. 417-420 

[10] Rabiner, L.R., Cheng, M.J., Rosenberg, A.E., McGonegal, 
C.A., “A Comparative Performance Study of Several Pitch 
Detection Algorithms”, IEEE Transactions on ASSP, Vol. 
ASSP-24, No.5. pp. 399-418, 1976 

[11] Petrovska, D., Hennebert, J., Melin, H., Genoud, D., “Poly-
cost: A Telephone-Speech Database for Speaker Recogni-
tion,” Speech Communication, vol.31, no.2-3, pp.265-270, 
June 2000. 

[12] Hennebert, J., H. Melin, D. Genoud, Petrovska-Delacretaz, 
D., “The POLYCOST 250 Database (v1.0),” COST250 re-
port, June 1996. 

[13] “A list of known bugs in version 1.0 of POLYCOST data-
base.”, Available:http://circhp.epfl.ch/polycost/polybugs.htm 

[14] “The NIST Year 2001 Speaker Recognition Evaluation 
Plan”, NIST of USA, March, 2001. Available: 
http://www.nist.gov/speech/tests/spk/2001/doc/2001-spkrec-
evalplan-v05.9.pdf 

[15] “The NIST Year 2002 Speaker Recognition Evaluation 
Plan”, NIST of USA, February 2002. Available: 
http://www.nist.gov/speech/tests/spk/2002/doc/2002-spkrec-
evalplan-v60.pdf 

[16] Ganchev, T., Fakotakis, N., Kokkinakis, G., “Text-
Independent Speaker Verification Based on Probabilistic 
Neural Networks”, Proc. of Acoustics 2002, Patras, Greece, 
Sept 30th - Oct. 1st, 2002, pp.159-166, 

[17] Specht, D.F., “Probabilistic Neural Networks”, Neural 
Networks, vol. 3, no.1, pp. 109-118, 1990 

[18] Hartigan, J.A., Wong, M.A., “A k-means clustering 
algorithm,” Applied Statistics, no.28, 1979. pp.100-108 

[19] Fletcher, H., “Auditory patterns”, Reviews of Modern 
Physics, no. 12, pp. 47-65, 1940. 

[20] Zwicker, E., “Subdivision of the audible frequency range 
into critical bands (Frequenzgruppen)”, The J. of Acoustical 
Society of America, vol.33, pp.248-249, 1961 


