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Abstract 
In the basic speaker verification task, an unknown voice 
segment that contains the voice of a single speaker is checked 
against the acoustic model of a single target speaker. In the 
multiple-speaker voice mining application, a large set of audio 
sessions is searched for the sessions of several target speakers. 
Each of the audio sessions may hold the voice of more than 
one speaker. This application should determine which of the 
sessions may come from any of the target speakers.  
A multiple-speaker voice mining application, based on a 
sliding-window speaker detection engine, was designed and 
tested over speech corpora recorded under real-life conditions 
in two commercial call-centers. System design, parameters and 
test results are presented. 

1. Introduction 
Speaker verification is the task of deciding, given a single 
audio session, whether this audio comes from a known target 
speaker, or not. It is usually assumed that only one speaker is 
talking in the audio session. When more than one speaker may 
be present in the audio session, the task is defined as “speaker 
detection” [1]. Applying speaker detection over a large set of 
audio sessions, in search for a specific target speaker is the 
task of a “voice mining” application.  
This paper examines the challenge of multiple-speaker voice 
mining. In this task, the application needs to search a large set 
of audio sessions for a small group of target speakers, where 
each audio session may include the voice of more than one 
speaker. This application is required to determine which of the 
sessions may come from any of the target speakers. Such an 
application is useful, for example, in a call monitoring center, 
where a large number of telephone calls is recorded from each 
specific line or extension. The target speaker (the speaker of 
interest) for each specific line participates in only a few of 
these calls, while the rest of the calls contain conversations of 
other speakers, or other irrelevant audio.  
Currently, a human listener has to go over all the recorded 
calls in order to locate the calls of the target speaker. A voice 
mining application can generate a sorted list of calls, 
according to the likelihood of the most probable target speaker 
in each session. The user of this application will monitor only 
the top-scoring calls, instead of monitoring all the calls and 
searching for the target speakers. We can therefore measure 
the effectiveness of such a system by asking: what is the 
average number of target sessions detected, after monitoring 
the top N sessions in the list.  
The voice mining application described in this paper is based 
on cutting each audio session into short, fixed-length 
segments, and sending them for verification against the 
acoustic models of all target speakers. Post-processing of the 

resulting array of scores allows the application to sort the 
audio sessions according to the likelihood of the most 
probable speaker. This algorithm was initially tested over  
NIST’s 1999 Speaker Recognition Evaluation (SRE’99) 
corpus [2], and then over data recorded in two commercial call 
centers in the US. In the following we will refer to these two 
real-life corpora as ‘DK’ and ‘NE’. 
The basic building block of a voice mining application is a 
speaker detection engine. The engine used in this study is 
described in Section 2 of this paper, along with a speaker 
detection experiment over the ‘DK’ database. In this 
experiment, each test involves a single file with more than one 
speaker in it, tested against a single target model. Section 3 
describes a voice mining experiment over the same database. 
In this experiment, each test involves many files with more 
than one speaker in each, tested against a single target model. 
Section 4 describes a multiple-target voice mining experiment 
over the ‘NE’ database, where each test involves many files 
with more than one speaker in each, tested against several 
target models. Section 5 concludes the paper. 

2. Speaker Detection 

2.1. System description 

Speaker detection is usually done in two steps: first, the multi-
speaker audio session is divided into short segments, 
presumably holding the voice of one speaker only; next, these 
segments are sent to a basic speaker verification module for 
verification against the acoustic model of a single target 
speaker.  
The initial segmentation of the multi-speaker audio session 
can be done by various methods, such as clustering in some 
feature space, or internal segmentation by using the acoustic 
model of the target speaker itself [3]. The approach used in 
this study is based on cutting the multi-speaker audio session 
to short, fixed-length, overlapping segments.  
All the short segments are sent for verification against the 
acoustic model of the target speaker, usually a Gaussian 
Mixture Model (GMM). The output of the speaker verification 
module is a numerical score for each segment, measuring the 
likelihood that this segment matches the model. This 
likelihood is normalized by the likelihood score derived 
against a speaker independent Unified Background Model 
(UBM) [4]. Once all the short segments were processed, the 
algorithm generates a cumulative score for the whole audio 
file, based on some function of the scores obtained for all 
segments of this audio file. For example, the algorithm may 
take the mean of the top 10% scores as the final score for the 
whole session. This final score should be compared with a 
threshold in order to reach the detection decision. 
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2.2. Experiment setup 

The algorithm described above was tested over the ‘DK’ 
database, formed from two-speaker conversations collected at 
a large commercial call-center based in the US.  Each 
conversation is associated with a specific call-center agent. 
The agents are used as target speakers in this case. Since many 
calls collected at an operational environment do not contain 
the target’s voice at all (voice mail messages, music, 
telephony/fax tones etc.), all the conversations in the database 
were manually checked to verify that the target speaker is 
indeed speaking in them. 
Fifteen call-center agents were marked as target speakers. 
Each agent had about 3 minutes of single-speaker audio, 
manually extracted  from at least 2 different conversations. 
This single-speaker data was used for training a GMM for 
each target speaker. Additionally, one background model was 
trained from 72 two-speaker conversations which are not 
associated with any of the target speakers.  
Each call-center agent had additional two-speaker 
conversations (not used for training) that were kept for testing. 
There were between 18 to 50 test conversations per target 
speaker. Each target model was tested with all two-speaker test 
conversations of all speakers. Overall, there were 639 honest 
speaker tests, and 8946 impostor tests. The false accept and 
false reject error rates were computed for each target speaker, 
and the Equal Error Rate (EER) point was derived assuming a 
single decision threshold for all speakers. This was repeated 
for several combinations of the algorithm parameters. 
Figure 1 shows the EER as a function of the top-percent 
threshold, for various window lengths. The figure shows that 
using a window length of 3 seconds, and selecting only the top 
5% scores for computing the final score, is the optimum point 
over this database.  EER at this point was about 5.5%. 

 

Figure 1: Speaker detection EER as a function of top-
percent threshold, for various window lengths (over 
the ‘DK’ corpus) 

3. Single-target voice mining 
In the previous section we described the speaker detection 
task, which involves searching for the voice of a specific 
speaker within a single, multi-speaker audio file. In this 
section we use a speaker detection engine for voice mining, 
where a large set of multi-speaker calls are searched for a 
specific speaker. The speaker detection system described in the 
previous section may be used to prioritize the calls according 

to the likelihood that the target speaker participates in each 
call. The human listener then has to check only the highest 
scoring calls. 
Such a scenario was simulated by randomly choosing target 
and impostor calls from the ‘DK’ database, in various blend 
ratios (the ratio between target and impostor calls). Figures 2 
and 3 show the results of such random selection of calls. Each 
column represents one of the 15 target speakers in the ‘DK’ 
database. Each column is further divided into 5 separate 
experiments that were done for each speaker. In each 
experiment, 5 target calls and 45 non-target calls were 
randomly drawn from the database. Target calls are 
represented in these figures as blue squares, while non-target 
calls are represented by yellow squares.  
In Figure 2, calls are shown on the (random) order selected. 
The Y axis is simply the call index in this case. In Figure 3, 
calls are sorted according to the detection score against the 
relevant model. The Y axis in this case is the call index in the 
sorted list. Higher location means higher score in this figure. 
Figure 3 shows that in most cases, the human listener has to 
check only the top 5 or 6 calls in order to catch all target calls.  
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Figure 2: Monitoring center simulation: random call 
selection   
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Figure 3: Monitoring center simulation – voice mining 
effect: calls sorted by detection score 

It must be emphasized that these figures are not merely a 
graphical representation of the voice mining concept, but are 
rather based on actual data drawn from the ‘DK’ database. The 
real life nature of this experiment is evident from the figures, 
by looking for example at the difference between specific 
speakers in Figure 3. The rightmost column shows a speaker 
with perfect detection: all his/her target calls got higher scores 
than all his impostor calls. On the other hand, target calls of 



the fourth speaker from the right are harder to separate from 
impostor calls. Such differences between speakers are 
expected in real-life environments.   
This random test was done for all speakers in the ‘DK’ 
database, several hundred times per speaker. Assuming that a 
human listener checks only the top scoring calls, we measure 
the average number of calls that should be checked in order to 
detect all target sessions. In the following example, we assume 
that 100 calls were collected in each case, and examine the 
case where only one of them actually belongs to the target 
speaker, where only two belong to the target speaker, etc. For 
each case, we list the average number of calls that should be 
checked in order to detect all target sessions, and also the 
average number of calls that should be checked in order to 
detect all-but-one target sessions (allowing one missed call). 
The results of this experiment are summarized in Table 1. 
 

Number of 
target calls 
(out of 100 
calls) 

Average number 
of calls that should 
be checked  to 
detect all target 
sessions 

Average number 
of calls that 
should be checked  
to detect  
all-but-one target 
sessions 

1 3 - 
2 6 2 
3 8 3 
4 10 5 
5 12 6 

Table 1: Single-target detection performance over the 
‘DK’ database 

It should be noted that without the ability to prioritize the calls 
according to the likelihood that the target speaker participates 
in them,  the number of calls that should have been monitored 
is 100, regardless of the actual number of target calls.  

4. Multiple-target voice mining 
When searching for more than one target speaker, the same 
speaker detection engine described above is used for checking 
each call against the acoustic models of all target speakers. 
The calls are then sorted according to the score of the highest-
scoring target speaker. This concept was tested over the ‘NE’ 
corpus, which compiles recordings of conversations between 
customers and call-center agents in another large commercial 
call center in the US.  Fifty call center agents were designated 
as target speakers. Each target speaker had 5 different 
conversations, each at least 2 minutes long. Each conversation 
was available as a summed audio session (containing both 
sides of the conversation), and as an un-summed audio session 
(containing only the voice of the target speaker).  Additionally, 
there were 213 summed audio sessions of other call center 
agents, and 624 un-summed audio sessions of various other 
speakers.  
A GMM was trained from each one-sided session of the target 
speakers. Each model was tested against all other audio 
sessions (summed and un-summed). The UBM in this test was 
taken from the ‘DK’ corpus, described in Section 2. Overall, 
we had 250 different target models; each model was tested 
against the 4 other sessions of the same speaker (a total of 
1000 honest speaker tests); each model was also tested against 
the 245 sessions of other target speakers, and against the 

remaining sessions of non-target speakers. This amounts to a 
total of 114,500 impostor tests of summed audio sessions, and 
217,250 impostor tests of un-summed (single speaker) audio 
sessions. 
Both summed and un-summed audio sessions were processed  
with the same speaker detection system described above. 
However, the parameters that govern the behavior of this 
algorithm (such as the window length and the interval between 
successive windows) are different when checking summed and 
un-summed audio sessions. In the summed case, window 
length should be small enough to allow the algorithm to detect 
even short intervals of target speech embedded in the 
conversation. In the un-summed case, longer windows may be 
used in order to increase the statistical confidence of the 
verification results. 
The following parameters describe a given scenario in this 
case: 

�� Nsp - the number of target speakers 
�� Nt - the number of actual target calls in the batch 
�� Nb - the number of all calls to be searched (target 

and non-target) 
The number of target calls is usually much smaller than the 
number of all calls to be searched (the batch size). Not all 
target speakers have to appear in the batch, and speakers may 
appear more than once. 
The analysis procedure followed these steps several hundred 
times, for several parameter combinations: 

1. Select Nsp random target speakers 
2. Select a random training session for each target 

speaker, and train a GMM for each 
3. Select Ntar random, distinct test sessions, such that 

each session may come from any of the Nsp target 
speakers, and is not a training session (no restriction 
on the number of test calls per target speaker) 

4. Select Nb-Ntar random impostor calls from the 
additional data set 

5. Get scores of all test sessions (target and impostor) 
against all target models 

6. Sort the results of each test session against all 
models, according to score 

7. Sort the test sessions according to the highest result 
obtained in each session 

8. Find how many target calls are within the top-n 
sessions, for any n 

The outcome of this analysis is the detection curve, which 
shows how many target calls (on average) are detected in the 
top-n sessions, as a function of n. The detection curve is a 
more effective measure of detection performance than the EER 
used to measure verification performance. 

4.1. Target group size effect 

The effect of the target group size is shown in Figure 4. This 
figure shows the number of detected target calls, as a function 
of the number of calls monitored. It is assumed that the total 
number of calls in the batch is 500, and that the number of 
target calls is 20. The figure shows the number of detected 
calls for the cases where the number of target speakers is 10, 
20 and 30.  
For example, when the number of target speakers is 20, each 
of the 500 calls is tested against 20 target models, and the top 
score obtained for each call is kept. The 500 calls are then 
sorted according to the top score, and the number of actual 



target calls in the top of the sorted list is counted. The figure 
shows that the user will detect 16 target calls (out of 20) after 
checking the top 50 calls (out of 500) in the sorted list of calls. 
If the user is ready to detect only 10 out of 20 target calls, he 
can monitor only the top 25 calls (out of 500).   

 

Figure 4: Number of detected target calls, vs. number 
of calls checked by the user. Total number of calls is 
500, where only 20 of them are target calls. The 
number of target speakers is 10, 20 or 30. 

When comparing the same number of calls against a smaller 
number of target models, more calls can be detected. In this 
case, if there are only 10 target speakers, the user will be able 
to detect 17 target calls after checking the top 50 calls in the 
sorted list of calls.  

4.2. Batch size effect 

The effect of the batch size (total number of calls) is shown in 
Figure 5. This figure shows the number of detected target 
calls, as a function of the number of calls monitored. It is 
assumed that the number of target speakers is 20, and that the 
number of target calls is also 20. The figure shows the number 
of detected calls for the cases where the total number of calls 
in the batch is 250 and 500.  

 

Figure 5: Number of detected target calls, vs. number 
of calls checked by the user. The number of target 
speakers and the number of target calls is 20. The total 
number of calls is 250 and 500. 

For example, when the total number of calls is 500, the user 
will detect 16 target calls (out of 20)  after checking the top 50 
calls in the sorted list of calls. When the total number of calls 
is smaller, the user will detect more target calls after 
monitoring the same number of calls, or may detect the same 
number of target calls after monitoring a smaller number of 
calls. In this case, when the total number of calls is only 250, 

the user will detect 18 target calls (out of 20)  after checking 
the top 50 calls in the sorted list of calls. 

4.3. Summed calls effect 

Figure 6 shows the number of detected target calls as a 
function of the number of calls monitored, in the case where 
the number of target speakers is 10, the number of target calls 
is also 10, and the total number of calls in the batch is 100. 
The same scenario was analyzed with summed (two-sided) and 
un-summed (one-sided) test calls. The target models were 
identical in both cases, and were trained from one-sided audio 
sessions, containing only the voice of the target speaker. 

 

Figure 6: Number of detected target calls, vs. number 
of calls checked by the user. The number of target 
speakers and the number of target calls is 10, and the 
total number of calls is 100. 

Figure 6 shows that the user will detect 6 target calls (out of 
10) after checking the top 10 calls (out of 100) in the sorted 
list of calls, when calls are summed. If calls are un-summed, 
detection performance is better, and the user will detect 7 
target calls after checking the top 10 calls. 

5. Conclusion 
The benefits of using voice mining technology were 
demonstrated over two large databases recorded in  
commercial US call centers. Sorting the calls according to the 
likelihood of the most probable speaker, and monitoring only 
the highest scoring calls promises significant savings in 
monitoring effort, even when searching for a group of several 
target speakers within a large batch of summed (two-sided) 
conversations. The analysis showed that a high level of 
effectiveness is reached after monitoring only a small fraction 
of the batch, and that performance can be improved by  
decreasing the number of target speakers, by limiting the batch 
size, and, when technically possible, by using un-summed 
(single sided) audio sessions. 
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