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Abstract

Although the topic ‘plasticity in speech perception’ is 

primarily concerned with the malleability of human speech 

perceptual behaviour, it may be illuminating to consider in 

parallel the degree to which current state-of-the-art ‘automatic

speech recognition’ (ASR) systems also change their 

behaviour over time.  This paper provides a review of the 

computational mechanisms underlying contemporary ASR 

systems with a particular focus on their adaptive and learning 

behaviour.  It is shown how such systems can change 

dynamically in order to accommodate new speakers, handle 

unexpected user behaviour and track and compensate for 

constantly varying acoustic environments. 

1. Introduction

Recent years have seen a substantial growth in the 

deployment of practical systems for ‘automatic speech 

recognition’ (ASR).  These ongoing commercial successes are 

a direct result of a significant increase in the capabilities of 

ASR devices over the past thirty years driven by both 

improvements in the underlying ASR algorithms and the 

relentless increase in available computer power.  In particular, 

the introduction of ‘dynamic programming’ (DP) based 

search techniques in the 1970s, and statistical modelling using 

sub-word based ‘hidden Markov models’ (HMMs) in the 

1980s, enabled the construction of ‘large vocabulary 

continuous speech recognition’ (LVCSR) systems capable of 

transcribing speech with a level of recognition accuracy that 

can be useful in a range of practical applications [1][2][3]. 

Of course many commercial speech applications involve 

more than just automatic speech recognition.  For example, 

telephone-based ‘interactive voice response’ (IVR) systems 

make use of other components such as ‘dialogue 

management’ (DM) and perhaps ‘text-to-speech synthesis’ 

(TTS).  Applications may also incorporate modules for 

semantic-level ‘understanding’ and/or ‘generation’.  All of 

these system components may exhibit plastic behaviour as 

they adapt to any given situation.  However, this paper 

concentrates solely on plasticity in ASR. 

2. Automatic Speech Recognition 

The main components of a contemporary ASR system are 

illustrated in Figure 1.  This structure may at first seem a little 

surprising to someone working on ‘human speech 

recognition’ (HSR), in that the architecture does not explicitly

reflect a hierarchical organisation of processes based on a 

transformation from acoustic signal through sub-lexical to 

lexical representations.  Indeed it is the failure of such explicit 

structures to recognise real speech in the 1970s that lead to 

the development of this much more successful arrangement 

[4].  Interestingly, this success has started to spawn interest 

from sections of the HSR community [5], and there are 

beginning to be attempts at a unification of the principles 

underlying both ASR and HSR [6][7][8]. 
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Figure 1: Block diagram of a contemporary 

automatic speech recognition system.

The basic principle underlying the architecture shown in 

Figure 1 is that all of the knowledge about how speech is 

produced is expressed probabilistically in an ‘integrated 

network’ of statistical models representing all possible 

utterances (within the constraints of the system’s lexicon and 

syntax).  The process of ‘recognition’ is then defined 

(mathematically) as a search through the network in order to 

find the most probable explanation of the incoming signal.

The search process is conducted using an efficient algorithm 

known as ‘dynamic programming’ (DP or ‘Viterbi’ search), 

and it can be guaranteed to find the best explanation.  The use 

of probability and statistics has been found to be a powerful 

method for generalising from seen to unseen data, and has 

been termed ‘ignorance modelling’ [9] (in contrast to the 

knowledge-based approaches of the 1970s). 

The architecture shown in Figure 1 is essentially divided 

into two sections; the upper part represents the steps used to 

compile knowledge about speech into the integrated network 

of HMM states, and the lower (simpler) part represents the 

recognition process itself.  The knowledge is derived both 

from a-priori structure and substantial corpora of training data 

(which could be hundreds or even thousands of hours of 
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recorded speech material [10] and millions of words of text 

[11]). 

2.1. Components of an ASR system 

In order to configure an ASR system, it is first necessary to 

obtain the largest possible corpora of speech and text data 

specific to the target application.  From the text corpus it is 

possible to define the vocabulary and thence to train the 

‘language model’.  The speech corpus is used to train the 

‘acoustic model’ and the ‘noise model’.  A pronouncing 

dictionary is also required. 

2.1.1. Language modelling 

The purpose of the language model is to be able to assign a 

probability to any word sequence, and it may either be 

expressed as a probabilistic finite-state syntax (e.g. a regular 

or context-free grammar) or, for more flexible applications, as 

a set of statistical ‘n-grams’.  In the latter case, a typical value 

for ‘n’ may be three, in which case it would be referred to as a 

‘trigram’ language model.  However, since a finite corpus is 

unlikely to contain all n-grams, it is usual to estimate the 

probability of the missing items by ‘backing-off’ to lower-

order n-grams (and ultimately to ‘unigram’ statistics).  The 

language model can also be thought of as a mechanism for 

predicting the next word in a sequence. 

2.1.2. Acoustic modelling 

The purpose of the acoustic model is to be able to assign a 

probability to any sound sequence, and it is typically 

constructed from a set of context-dependent sub-word 

HMMs, where each HMM represents a particular phone in a 

particular preceding and following context.  If the context is 

limited to one phone either side - a common arrangement - 

then the HMMs are referred to as ‘triphones’.  An example of 

a triphone might be an acoustic model for /t/ in the context of 

preceding /s/ and following /r/.  Such HMMs would consist of 

several ‘states’ (often three) in order to capture the time 

evolution of the phone. 

Word-level HMMs are effectively constructed for each 

lexical entry by selecting the appropriate sub-word HMMs 

from the available set.  Of course, due to the finite amount of 

training data, it may not be possible to find a sub-word model 

with a matching context.  In this case it is usual to ‘back-off’ 

to a shorter context version, and ultimately to ‘context-

independent phones’ (monophones).  This entire process 

allows models to be constructed for application words that 

were never spoken in the training data. 

The acoustic model is either trained on speech from a 

known user, in which case it is termed ‘speaker-dependent’, 

or it is trained on speech from a wide variety of speakers in 

which case it is termed ‘speaker-independent’.

2.1.3. Noise modelling 

Real-world environments contain many different sound 

sources, not just the target speaker.  Also the incoming speech 

may have been altered by reverberation due to room acoustics 

or distorted by being passed over a communications channel 

(such as a mobile telephone).  A practical ASR system thus 

has to model these effects, for example by deriving an 

inventory of ‘noise models’ covering likely non-speech 

sounds (including lip smacks and other user-generated 

noises).  These models can then be used as extra entries in the 

lexicon, or combined with the acoustic models using 

techniques such as ‘HMM decomposition’ [12] or ‘parallel 

model combination’ (PMC) [13].  The latter approaches allow 

for speech and noise to occur at the same time.

2.1.4. Pronunciation modelling 

The purpose of the pronunciation model is to minimise 

recognition errors that occur due to pronunciation variation.  

Information about individual and accent variations can be 

encoded in a lexicon containing both the orthographic and 

phonetic transcriptions for all the words in a recogniser’s 

vocabulary.

Perhaps the most important task in pronunciation 

modelling, however, is to determine the potential variants for 

all the vocabulary items so it is possible to distinguish 

between various pronunciations in the training data.  

Obtaining the information about variant pronunciations can 

be realised using either knowledge based approaches (i.e. 

pronunciation dictionaries) or data driven approaches (using 

either manual or automatic transcriptions to generate lists of 

variants).  The use of data driven approaches means that 

information on variation can be incorporated into the system 

based on actual pronunciations occurring in the training data. 

2.2. Training an ASR system 

The process of ‘training’ an ASR system is essentially one of 

estimating the values of all of the parameters in the language 

model, acoustic model, noise model and pronunciation model 

[1].  In a contemporary system this process usually involves 

substantial quantities of speech and text data coupled with 

powerful machine learning algorithms.  The high volume of 

data required is primarily due to the statistical nature of the 

models, i.e. it is necessary to have a sufficient amount of 

training data in order to get stable estimates of the relevant 

‘probability density functions’ (pdfs).  For example, the 

acoustic model in a typical state-of-the-art LVCSR system 

may contain 300,000 Gaussian distributions whose mean and 

a variance have to be derived from the training data. 

Interestingly, the statistical nature of the ASR 

modelling/training process means that, in principle, all

parameters in a system are capable of being ‘re-estimated’ 

(i.e. adapted), and this play an important role in the 

opportunities for plasticity of ASR systems. 

2.3. Recognition

The process of ‘recognition’ involves some form of front-end 

signal processing followed by the Viterbi/DP search. 

2.3.1. Font-end signal processing 

Incoming speech is usually transformed into a cepstral

representation derived on a Mel-frequency scale.  The reason 

for doing this is to derive a independent representation that 

fits with the assumptions in the hidden Markov models.  The 

resulting data, which may be framed every 10-30 msecs is 

referred to as ‘mel-frequency cepstral coefficients’ (MFCCs). 

2.3.2. Viterbi search 

The Viterbi search involves finding the route through the 

integrated network of HMM states that corresponds most 
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closely to the sequence of incoming speech vectors (where 

‘closeness’ is measured using probability).  The resulting 

most-probable path reveals the sequence of words (and 

phones) that are most likely to have been spoken, and these 

are output by the recogniser (together with an n-best list or 

lattice of alternatives). 

3. Challenges Facing Contemporary ASR 

Outside the controlled environment of the laboratory, a 

practical ASR system will encounter many situations that can 

impact on recognition accuracy.  Difficulties can arise not 

only from the prevailing acoustic environment, but also from 

the characteristics of the users and their potentially 

unexpected behaviour.  In recent years many techniques have 

been engineered to equip ASR systems with a greater degree 

of robustness to these challenging situations, often through 

the introduction of flexible and adaptive (plastic) behaviour. 

One very practical challenge is that many everyday 

environments contain additive and convolution noise sources 

which alter the speech signal transmitted from a speaker to 

the ASR system.  Additive noises such as competing speakers 

or machinery may mask portions of the input speech signal, 

while convolution noise induced by the frequency response of 

the channel or reverberation may alter the spectro-temporal 

distribution of energy in the signal.  Despite the use of noise 

models, it unlikely that a corpus of training data will capture 

the wide range of naturally occurring variation in typical 

acoustic environments. 

It is also the case that for speaker independent systems the 

training data can only represent a sample of potential users of 

an ASR system.  As a consequence, speakers who are not 

well represented may cause difficulties due to the 

characteristics of their speech, their differently sized vocal 

tracts and differences in accent, dialect and speaking style. 

Not only can a particular speaker pose a challenge to an 

ASR system due to the individual characteristics of their 

speech but the nature of their interaction may also be 

problematic.  For example, a user might well deliver an 

utterance that contains a word not included in the system’s 

lexicon.  Such ‘out of vocabulary’ (OOV) words are likely to 

be misrecognised as a word from the within the system’s 

vocabulary unless they can be detected and handled 

appropriately. 

4. Plasticity in ASR 

The very structure embodied in Figure 1 – the compilation of 

all prior knowledge into an integrated network – whilst being 

powerful and effective does encourage a somewhat static 

perspective of ASR.  Any changes require either (i) re-

compilation of the network of models, (ii) adaptation of the 

model parameters to accommodate new situations or (iii) 

modification of the input representation to better fit the 

existing model parameters. 

4.1. Algorithms for learning and adaptation 

As has been seen in previous sections, ASR (like any pattern 

recognition system) is initially trained in order to assign a 

given input to one of a number of target classes [14].  The 

training data is used to learn the parameters of a statistical 

pattern classifier, which is subsequently used to classify a 

sequence of input speech vectors into a sequence of words. 

Such training, based on the use of labelled training data, 

is known as supervised learning, and several techniques have 

proved to be popular and found wide application in ASR [15], 

e.g. ‘Maximum Likelihood’ (ML), ‘Expectation-

Maximization’ (EM), ‘Maximum a-posteriori Probability’ 

(MAP) [16] and ‘Maximum Mutual Information’ (MMI).  

Whatever the algorithm, the essential aim is to maximise the 

probability of the training data being generated by the 

models.

A second training method, known as unsupervised

learning, uses data to estimate the underlying distributions 

without knowledge of the actual identities.  The outcome of 

unsupervised learning is more difficult to control than 

supervised learning, but the lack of labelled data more closely 

reflects many practical situations. 

Both supervised and unsupervised techniques have been 

deployed in ASR systems in order to learn new relationships 

or to adapt to changing circumstances.  However, 

unsupervised adaptation leads to the most obvious plasticity. 

4.2. Acoustic model adaptation 

A number of mathematical algorithms have been investigated 

for adapting the parameters of the acoustic model in order to 

accommodate new speakers.  Techniques such as ‘partial re-

estimation’, ‘maximum likelihood linear regression’ (MLLR) 

[17], ‘vocal tract length normalisation’ (VTLN) [18] and 

‘Eigen-voices’ [19] have all had some degree of success for 

speaker-adaptive training. 

The basic issue is how to change the multitude of 

parameters in the system using only a small number of new 

observations, and all of these techniques tackle this by 

effectively deriving a low-dimensional sub-space that is able 

to link all the different parameters together and move them 

towards the new data in a coordinated manner.  MLLR has 

proved to be particularly successful and has been used to 

adapt to new speakers as well as new acoustic environments. 

4.3. Noise/environment compensation 

Modern ASR systems adapt to additive and convolution noise 

using techniques such as ‘spectral subtraction’ (SS) [20] and 

‘cepstral mean normalisation’ (CMN) [21][22].  For example, 

using a continuously varying estimate of background, SS can 

be used to remove the energy estimated to be from the 

background in each input speech frame.  Similarly, CMN 

subtracts a continuously updated estimate of the cepstral 

mean from each frame to minimise the effects of the 

communication channel. 

Other methods, such as ‘relative spectral process’ 

(RASTA) can also be used to counteract the effects of 

convolutional noise by emphasising energy which has the 

temporal characteristics of speech [23].  Recent variations of 

RASTA have employed the use of several different temporal 

filters which are chosen to best suit the environment [24]. 

4.4. Language model adaptation 

Adaptation in language modelling usually involves 

attempting to integrate a large background text corpus that 

generally relates to the task in hand with a significantly 

smaller adaptation corpus that is much more relevant [25].  

Combining the information is posed as a statistical problem, 

and solutions include methods for ‘model interpolation’ (i.e. 
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merging the two sources of information in a balanced way) 

and more powerful approaches for ‘constraint specification’ 

(based on the matching of extracted features).  Other 

approaches use topic information, semantic knowledge or 

syntactic structure to extract relevant data from the adaptation 

corpus.

Most of these methods are highly mathematical in nature, 

but of particular interest are techniques such as ‘dynamic 

cache’ in which dynamic shifts in word usage are captured by 

means of a short-term memory that overrides the probabilities 

being generated by the long-term background model, and 

‘trigger models’ in which dependencies that have a longer-

range than the base n-gram are detected and exploited. 

4.5. Pronunciation model adaptation 

Adaptation for pronunciation variation can be incorporated 

into the lexicon, the acoustic model and even the language 

model.  For a lexicon containing canonical phonetic 

transcriptions of the vocabulary items, it is possible to re-

examine the range of possible pronunciation variations that 

occur in a training set by obtaining phone-level transcriptions 

of the data.  These automatically derived transcriptions can 

then be used to generate lists of pronunciation variants that 

can be incorporated into an updated lexicon [26]. 

5. Summary and Conclusion 

This paper has provided a review of the computational 

mechanisms underlying contemporary ASR systems with a 

particular focus on their adaptive and learning behaviour.  It 

has been shown how ASR systems can change dynamically in 

order to accommodate new speakers, handle unexpected user 

behaviour and track and compensate for a constantly varying 

acoustic environment. 
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