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Abstract

The structure of spectrotemporal response fields 

(STRFs) in human auditory cortex is not known, but if 

they develop through early acoustic experience then it 

seems reasonable to suppose that speech might play a 

large part in their formation. We have previously shown 

the patterns of activity in a model of auditory processing 

in which cortical STRFs are derived from fragments of 

speech stimuli, convey significant information with 

respect to stimulus class (Coath, Brader et al. 2004; 

Coath and Denham 2004). Here we investigate whether 

such a model can also account for the degree of 

interference to ongoing speech processing caused by 

synthetically degraded speech signals (Brungart, 

Simpson et al. 2005). 

1. Introduction

In animals adult-like response properties in cortex 

develop through exposure to sounds during an early 

critical period (Zhang, Bao et al. 2001). The structure of 

spectrotemporal response fields (STRFs) in human 

auditory cortex is not known, but if they too develop 

through early acoustic experience then it seems 

reasonable to suppose that speech might play a large 

part in their formation. We investigated this hypothesis 

by developing a model of auditory processing in which 

STRFs were derived from fragments of a limited set of 

utterances (Coath and Denham 2004). We found that the 

pattern of responses across an ensemble of STRFs 

supported the classification of novel words and was 

robust to variability introduced by different speakers, 

sex and accents. Furthermore, the ensemble response 

could be interpreted in qualitatively different ways; for 

example, from the same response it was also possible to 

classify the sex and identity of the speaker, and the 

prosody of the word (Coath, Brader et al. 2004). 

The summed response of the ensemble of STRFs clearly 

indicates the presence of discrete events in an ongoing 

stream of sounds and essentially acts as an indicator of 

saliency. We previously showed that the ensemble 

response resembled cortical phase-locking to the 

stimulus temporal envelope as measured by (Ahissar, 

Nagarajan et al. 2001), and found that the correlation 

between intelligibility in time compressed speech and 

the strength of cortical phase locking was replicated by 

the model when STRFs with a duration of 100ms were 

used (Coath and Denham 2004). The idea proposed here 

is that the summed ensemble response might provide a 

measure of the degree to which any sound engages 

human cortex. 

In a recent study the degree of interference caused by 

various forms of degraded speech stimuli to the 

intelligibility of a target utterance was investigated 

(Brungart, Simpson et al. 2005), and it was found that 

the more severe the degradation the less the 

interference. However, the degree of interference could 

not simply be predicted by the intelligibility of the 

interferer since time-reversed speech, although 

unintelligible, was a very effective interferer. It was 

suggested that ‘speech-like fluctuations in the spectral 

envelope of a signal’ were important in determining the 

effectiveness of an interferer (Brungart, Simpson et al. 

2005). One interpretation of this is that interference 

might be explained by the degree to which the interferer 

engages, and hence competes for, the same cortical 

processes as the target speech. We therefore 

investigated whether the strength of the summed 

ensemble response in the model might predict the 

effectiveness of the interferers using a set of speech 

stimuli and degraded forms of these stimuli, 

manipulated as in (Brungart, Simpson et al. 2005). 

2. Method

2.1. The model 

The model, illustrated in figure 1, consists of 4 principal 

processing stages: spectral decomposition, extraction of 

envelope transients, convolutions of the STRF 

ensemble, and measurement of the summed ensemble 

response.

Spectral decomposition: The raw waveform is 

processed by a 30 channel Gammatone filterbank model 

of cochlear processing (Slaney 1998), with centre 

frequencies ranging from 100 to 8000 Hz, distributed 
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evenly on an ERB scale. The output is then half wave

rectified and compressed using a sigmoidal function.

Transient extraction: Level-independent extraction of

envelope transients, a fundamental aspect of subcortical

auditory processing (Phillips, Hall et al. 2002), is 

achieved using a novel algorithm in which the third

order moment (skewness) of the energy profile in

sliding temporal windows is extracted independently

within each channel (Coath and Denham 2004). 

Convolution using STRF ensemble: The STRFs (whose 

selection is explained below) are similarly represented

in terms of patterns of onsets and offsets. Each STRF is

separately convolved with the incoming sound pattern

in order to find its response to the sound at each 

moment in time.

Measurement of response strength: The strength of 

response of the model is calculated from the entropy of 

the summed ensemble response. This gives a rough

measure of the degree to which the STRFs are activated

by the input, but gives misleading results if there are 

different amounts of silence in the stimuli, but for the

examples used here this was not a problem.

Figure 1: A cartoon of the processing stages in the 

model.

2.2. Fragment selection 

A small number of utterances from two speakers were 

preprocessed using the cochlear model and transient 

extraction. About 25000 fragments, of 100ms duration

and varying spectral extent and range, were then

extracted from the resulting patterns of activity. A set of

useful fragments (see figure 2) was then chosen using

the FCBF algorithm (Yu and Liu 2003). This process 

maximizes the informativeness of the fragment with

respect to the base stimuli, while minimizing their

mutual information and resulted in a final set of 363

fragments. Interestingly, the distribution of STRF

properties, such as bandwidths, best spectral and 

temporal modulation frequencies and separability 

indices, are similar to those measured in ferret auditory

cortex (Depireux, Simon et al. 2001). 

Figure 2: A) Examples of useful speech fragments; where

the y axis is in octaves relative to 100 Hz and the x axis is 

in seconds. Red indicates rising energy (onsets) and blue, 

falling energy (offsets); white is zero.

2.3. Stimuli and stimulus manipulations 

The stimulus set consisted of 10 sentences, spoken by a 

male and a female speaker. The following degraded

versions of each sentence were then generated: 

- Time reversed 

- Modulated noise-band (MNB) speech, with 1, 2,

3, 5, 10 and 15 bands 

- Modulated sine-band (MNB) speech,  with 1, 2, 3, 

4, 5, 7, 10 and 15 bands 

- Sine-wave speech with 1, 2, 3 and 4 formants

- Time compressed speech, at 75, 50, 35 and 20%

compression

The details of these manipulations are as described in

(Brungart, Simpson et al. 2005) and (Ahissar, Nagarajan 

et al. 2001). 

Cochlear filtering

Transient extraction

Convolution with STRFs

Ensemble response

Response entropy
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3. Results and Discussion 

The response of the model to a normal sentence is

illustrated in figure 3, left hand column, where the

segmentation of the ongoing utterance into individual

events can be seen. For comparison the response to

sine-wave speech (formant 2 only) is shown in the right 

column. Here the loss of responses to each event and

resulting loss of clear segmentation can be seen.

Figure 3: Examples of the model response to normal 

speech (left) and sine-wave speech (right). The utterance 

in both cases is ‘they ate some plums’. In the upper plots 

the speech wave form is plotted together with the summed

ensemble response of the standard model (red) and the 

model when divisive normalization is included (magenta).

The degraded stimuli all result in a reduced and less

coherent ensemble response. In order to make a 

comparison between the ensemble response and the

behavioural interference measures, the entropy of the

summed ensemble response was calculated for each of

the manipulations. This was then used to calculate

predicted correct response, found by scaling relative to

the range defined by the mean entropy for normal

speech and mean entropy for spontaneous-like activity, 

projected onto the experimental values for ‘no sound’ 

and ‘normal speech’ given in the experimental results of 

(Brungart, Simpson et al. 2005). (Note the time

compressed results are predictions, assuming an

experiment in which performance for no sound is 80% 

and for normal speech is 50%). It can also be seen that

the model correctly predicts that the interference caused

by time reversed speech will be about the same as for

normal speech. 

Figure 4. Model response to modulated sine-band 

speech.

Figure 5. Model response to sine-wave speech. 

Figure 6. Model response to time compressed speech 

and time reversed speech (red).
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In contrast to the results for modulated sine-band and

sine-wave speech, the model as described fails

completely to account for the reduction in interference

with decreasing number of noise bands in modulated

noise-band speech, and in this case responds equally 

strongly to the degraded stimuli. However, it has been

shown in the visual system that nonlinear interactions

between a bank of linear filters, similar to the ones in

this model, could account for the response properties in

visual cortex, with appropriately chosen interaction

weights (Schwartz and Simoncelli 2001). This process

of ‘divisive normalization’ was introduced into the

model. The responses of the STRFS were calculated as

above, then rectified and divided by a weighted sum of 

the other rectified responses, and the weights were 

chosen so as to minimize cross-correlations between 

STRF responses to wide-band noise bursts. With this

post-processing, the model is able also to account for

the interference of modulated noise-band speech to

some extent, although the predicted interference effects

are still less than those measured experimentally

(Brungart, Simpson et al. 2005). Perhaps, in addition to 

the competitive interactions between STRF responses, 

some form of lateral inhibition between adjacent 

frequency channels in the pre-processing stage will be

necessary to fully account for the reduced interference

of wide band noises; but this remains to be investigated.

Figure 7. Model response to modulated noise-band 

speech when the model is extended to include divisive

normalization of the STRF outputs (Schwartz and 

Simoncelli 2001).

4. Conclusions

We conclude that the model may provide a useful way

to predict the degree to which arbitrary sounds will 

interfere with speech perception, and could be used to 

investigate the influence of different acoustic

environments on the formation of STRFs in early

development and on subsequent perceptual abilities.
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