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Abstract
In this paper we propose a new method for error protection in
speech recognition over IP networks. In such scenario, one
of the main problems that should be addressed is the prob-
lem of packet losses. Several error concealment techniques that
have been proposed, like frame repetition or interpolation, have
shown to be very efficient when losses appear in short bursts,
but their effectiveness is seriously degraded when longer bursts
happen. In this work we propose the use of a new Viterbi
weighted scheme for improving recognition in this situation.
The basic idea is to use a different weighting factor for each
component in the feature vector, which is time-varied using an
estimation of the statistic correlation as a guide.

1. Introduction
One of the main problems that must be considered in a speech
recognition application over IP networks is the problem of
packet losses. Over the last years, several error concealment
techniques have been developed and applied with more or less
success. Most frequent solutions involve the use of some kind
of interpolation scheme [1], or the simple repetition of nearest
received frame (NFR) which has been the scheme adopted in
the ETSI Aurora standard [2].

This strategy has proven to be very effective when losses
appear in short bursts of a couple of frames. In this situa-
tion, the high correlation of the speech signal, and therefore
of the consecutive feature vectors, makes easy the reconstruc-
tion of the lost vectors by means of any of the above mentioned
strategies. However, depending on several factors, like network
bandwidth or traffic load, longer bursts may appear quite fre-
quently. As the length of the burst increases, the reconstruction
of the missed segment may become unfeasible [3]. Moreover,
the nearest frame repetition strategy may become counterpro-
ductive, achieving worse results than the simple approach of
dismiss the output probabilities of the lost frames.

As described in [4], a soft decoding strategy besides frame
repetition, can be used to palliate this problem. The basic idea
is to incorporate a weighting factor in the Viterbi algorithm, re-
sulting the following recursion:

Φj,t = max
i

{Φi,t−1 aij}[bj(ot)]
γ (1)

where Φj,t is the maximum likelihood of observing feature
vectors o1 to ot, and being in state j at time t, aij is the tran-
sition probability from state i to state j, bj(ot) are the output
probabilities of state j, and γ is the weighting factor.

This method was also successfully applied in speech recog-
nition for wireless applications [5] [6]. In this scenario, the

γ factor is varied depending on the reliability of the frame,
which must be measured by other means. In our application
it is known that the reliability decreases as the burst length in-
creases, so instead of using a fixed factor, it seems reasonable to
reduce it progressively until the midpoint of the gap, and then
increase it again until the end of the burst is reached.

In [4] we tested several variation laws with promising re-
sults. In this paper we propose further improvements of this
strategy. The basic modification is to use the statistic correla-
tion of the feature vector as a guidance for the variation of the
factor γ. Additionally, a different variation law is used for each
component in the vector. This algorithm has been tested in the
Aurora 3 framework, with promising results.

The remainder of the paper is organized as follows: in
section 2, the basic weighting scheme is presented and dis-
cussed; in section 3 we describe the experimental framework
used throughout this paper; section 4 is dedicated to show the
results obtained; an finally in section 5, some conclusions are
drawn.

2. Soft Decoding
As explained in previous section, the main motivation for us-
ing the soft-decoding algorithm of equation 1, is to penalize the
probabilities associated with the repeated frames, anticipating
the fact that as longer the burst is, less reliable is the substitu-
tion.

This penalty is controlled by the variation of the factor γt

along the burst. If it is set to one, normal decoding is performed.
If it is set to zero, the output probability for this frame becomes
one, and as a result the frame has no influence in the selection
of the best path. Therefore the values of γt represent the degree
of likeness which we suppose between the lost frame and the
repeated one.

It seems reasonable to assume that the reliability of the re-
peated frame decreases with the distance from the nearest re-
ceived one, but the problem is to measure this variation. In
[4] we explored this problem drawing several conclusions. We
found that using a fixed γ factor, important improvements were
achieved if compared with the basic NFR algorithm, but show-
ing the γ factor a strong dependence with the mean burst length.
On the other hand this dependence was avoided using the fol-
lowing exponential variation:

γt =



βn, n = 1 · · ·N/2

1 − β(N−n+1), n = N/2 + 1 · · ·N
(2)

where N is the length of the gap. With this strategy a value
of around β = 0.8 was found to be optimum for almost every
data set.
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Figure 1: Example of correlation of feature vectors

2.1. Using the correlation function

Our next goal is to further improve the described results. As
can be inferred from the previous discussion, we should focus
on finding a more realistic estimation of the reliability of the
repeated frame. The choice of the statistical correlation is quite
obvious, as it can be interpreted as a measure of the linear de-
pendence between random variables.

The estimated correlation may be obtained from the se-
quence of feature vectors, but several approximations must be
made beforehand. To obtain a feasible method, the sequence
should be interpreted as a multivariate stochastic process with
all features mutually uncorrelated. This assumption is equiva-
lent to suppose diagonal covariances, which is quite a common
approximation in speech processing. With this restriction, the
statistical correlation of the sequence is reduced to a set of D
correlation functions, where D is the dimension of the feature
vector. To estimate these functions using the observed speech
sequence, the hypothesis of stationarity and ergodicity must be
supposed for each component, assumptions which are known to
be true only in short segments of the speech signal. Anyway,
we will not deal with the problem of obtain a good estimation.
For the purposes of this paper we will assume the hypothesis of
stationarity, which will allow us to use the time correlation as a
rough approximation.

In figure 1, an example of the estimated correlation for
some feature vector components, is shown. It can be ob-
served that some of the components of the feature vector have a
stronger, slower decreasing correlation than others. This is the
case of logarithmic energy or 0th Mel cepstrum coefficient. In
the other hand first and second derivatives are almost uncorre-
lated, as can be seen in the bottom graphic. All this information
may be used to variate the γ factor in a different way for each
component of the feature vector.

To achieve this, some modifications must be done in the
equation 1. The γt factor must be defined per component, and
incorporated inside the computation of bj(ot), resulting the fol-
lowing equation:

b(o) =
N
X

i=1

ci

 

1
p

(2 π)D |Σi|

!α

× (3)

exp[−
1

2

D
X

k=1

(ok − µk,i)
2

σ2
k,i

γt,k]

where, D is the dimension of the observation vector o, µk,i

and σk,i are the mean and variance of the component k of the
Gaussian i, Σi is the covariance matrix of the Gaussian (sup-
posed diagonal), ci is the weight of the Gaussian i, and finally
N is the number of Gaussians in the mixture. The exponent α
has the following expression:

α =

PD

k=1 γt,k

D
(4)

and must be included to assure that when all factors γt,k are
zero, the output probability becomes 1, and the same behaviour
as equation 1 is maintained.

Note that equation 2 may be interpreted as a Gaussian mix-
ture with modified variances σ2

k,i/γt,k, with the exception of
the exponential of the square root, and a factor ΠD

1 1/γt,k that
should be multiplying the determinant of the covariance ma-
trix. From this point of view, the proposed method is equivalent
to gradualy transform the multivariant Gaussian mixture into
a uniform probability density function as long as γt,k goes to
zero.

Although more complex relationships between the statisti-
cal correlation and the factors γt,k could be experimented, we
have choosen the simplest approach, that is to identify directly
the weighting factors with the correlation coefficients:

γt,k =

 p

Ck(n), n = 1, · · · ,N/2
p

Ck(N − n), n = N/2 + 1, · · · ,N
(5)

where N is the length of the gap, n is the position of the
missed frame inside the gap, and Ck(n) with n = 0 · · ·L is the
estimated statistical correlation of the k-th component of the
feature vector.

3. Experimental framework
3.1. Speech databases and Front-End

We have considered the ETSI STQ-AURORA Project Database
3.0 [7]. The client front-end is the advanced front-end proposed
by the ETSI AURORA WI008 standard [2]. We consider as
basic unit (packet) for transmission over the IP channel a pair
of speech frames as specified in [2].

3.2. IP network scenarios

Packet loss in an IP network occurs as a result of congestion in
the network and the occurrence of packet loss is burst-like in
nature, they are not independent on a frame-by-frame basis.

In order to measure the influence of missing speech packets
on the ASR system performance we have considered two dif-
ferent packet loss models, and three network conditions. As we
are interested in the influence of the burst length in the recogni-
tion behaviour, the three conditions have been designed to have
approximately the same number of lost frames. To simulate dif-
ferent burst lengths, two models have been employed: a simple
Gilbert model with two states, which has been used to generate
the condition 1; and a multi-state Markov model with 3 and 9
states for condition 2 and condition 3 respectively.

3.2.1. Gilbert model

As a first approximation, we have simulated the IP network by
using the known Gilbert model [8]. This model has two states:
“Good or no loss” state and “Bad or packet lost” state. At any
time, the probability of the next state is determined by only the



Condition Lost Frames Mean Burst Length
C1 28% 4
C2 23% 12
C3 27% 26

Table 1: Characteristics of the test network conditions

current state and has no relationship with any previous state.
The values used for the condition 1, are p = 0.5 and q = 0.2,
where ulp = p/(p + q) is the unconditional loss probability
and clp = 1 − q is the conditional loss probability. With these
parameters the 90% of the bursts have a length in the range of
1–3 packets.

3.2.2. Multi-state Markov model

In [3] we have also considered an IP network with a bottleneck
topology. We have showed that in this scenario the burst length
distribution is very different from the one given by the Gilbert
model. In order to approximate to this IP network scenario we
have considered an extension of the Gilbert model in which the
“Bad or packet lost” state uses a k-state Markov chain to model
the burst length, where the parameter k determines the mini-
mum burst length.

For conditions 2 and 3, Bad state is modelled as a 3-state
and a 9-state Markov chains respectively. In the 3-state case
90% of the bursts has a length in the range of 3–9 packets, being
the mean burst length 6 packets. In the 9-state case 90% of the
bursts has a length in the range of 9–16 packets, being the mean
burst length of 13 packets.

In table 1 the characteristic of the three conditions are sum-
marized. Note that each packet includes two frames.

3.3. Back-End recognizer

We use as back-end recognizer the one developed at our re-
search group [9]. This decoder is based on two stages: (1) a
Viterbi algorithm which works in a synchronous way with a
beam search; and (2) an A∗ algorithm. This recognizer was
developed for large vocabulary continuous speech recognition
applications.

The recognizer uses the word models and grammar as de-
scribed in [10]. Before the decoding task, it also covers the error
mitigation algorithm proposed in the Aurora standard [2].

4. Experimental Results
In this section we will analyze the performance of the proposed
algorithm in the Aurora3 task. First of all, some results obtained
in previous works will be shown to be used as reference. Then,
results using the basic algorithm and a modified version will be
presented.

4.1. Reference results

In table 2 we show the basic results for all the conditions consid-
ered here. It can be observed that the basic NFR strategy makes
a good job with condition 1, but the performance is worse with
conditions 2 and 3. Note that the three conditions have roughly
the same frame loss rate, but different mean burst length. Some
improvements are achieved using soft decoding, both with fixed
or exponentially varied factor.

Cond Danish Finnish German Spanish Average
With no Losses

16.65 5.17 5.47 7.51 8.70
With Nearest Frame Repetition (NFR)

C1 20.16 6.92 8.58 10.32 11.49
C2 24.97 10.64 13.74 15.16 16.12
C3 35.89 20.46 26.27 26.35 27.24

Soft-decoding with Fixed Factor
C1 19.77 6.55 8.03 9.91 11.12
C2 23.19 8.33 11.02 13.13 14.08
C3 32.06 13.33 19.56 19.27 21.12

Soft-decoding with Exponentially Varying Factor
C1 19.65 6.55 7.63 9.66 10.93
C2 23.26 8.31 10.98 13.26 14.28
C3 32.85 14.25 19.76 20.48 22.16

Table 2: Reference results for Aurora 3 (%WER).

4.2. Results using baseline algorithm

4.2.1. Estimation of the correlation function

As was explained in section 2.1 we have used a rough estima-
tion of the correlation function, which was computed under the
assumption of stationarity of the sequence. The procedure was
the following:

A set of 3000 feature vectors were obtained for each of the
four languages using the training database. The correlation co-
efficients were computed for the four sets, normalized, and av-
eraged to obtain a single estimation. Only 20 lags per feature
were stored, enough to cover bursts of 20 packets (40 frames).
Lag zero was discarded for obvious reasons, yielding a final 39
x 19 matrix. An example of the γt,k coefficients used is shown
in figure 2.

4.2.2. Experimental results

Using this estimation and the baseline algorithm of equation 3
we obtained the results showed in the top part of table 3. As
it can be observed, the results are not so good as desired. Al-
though there is a general improvement for the average column,
the differences are too small to be considered significant. As a
conclusion, we can say that the strategy works as good as soft-
decoding with fixed or varied factor, with the only advantage
that no heuristic parameter must be adjusted.

4.3. Modified algorithm

Due to the modest improvements described in the previous sec-
tion, we have tested several variations of the basic algorithm,
with some surprising conclusions. The best results were ob-
tained when the equation 3 is modified, introducing the mixture
weights ci inside the exponential, resulting the following ex-
pression:

b(o) =

N
X

i=1

 

ci
p

(2 π)D |Σi|

!α

× (6)

exp[−
1

2

D
X

k=1

(ok − µk,i)
2

σ2
k,i

γt,k]

As can be seen in the bottom half of table 3, using this equa-



0 2 4 6 8 10 12 14 16 18 20
−0.5

0

0.5

1

lags

C
or

r. 
C

oe
f

0 2 4 6 8 10 12 14 16 18 20
−0.5

0

0.5

1

lags

C
or

r. 
C

oe
f

MFCC0
MFCC5
LogEn

∆ MFCC0
∆ MFCC5
∆ LogEn

Figure 2: Example of estimated correlation for Aurora
Database

tion the WER for all conditions and languages is reduced sub-
stantially. The bigger improvements are achieved for condition
3 for which the WER is reduced in more that two points in aver-
age if compared with varying factor, and one point if compared
with fixed factor.

This is an unexpected and surprising result. If we observe
the equation 6, it can be noted that when all the factors γt,k are
zero, the output probabilities get the value N , which is usually
greater than one. This is obviously a theoretical erroneous re-
sult, but with little effect in the decodification stage as long as
the final value be the same for all mixtures in this frame.

Anyway the reason of the observed behaviour is not to-
tally clear. We suspect that the effect of the exponent over the
weights is beneficial because it helps to convert the Gaussian
mixture into a multidimensional uniform density function, but
to completely understand the effect a deeper study will be nec-
essary.

5. Conclusions
A new modification of the basic soft decoding technique for
error concealment in speech recognition over IP networks has
been proposed in this paper. Although the improvements with
respect to the previous tested algorithms are modest, the new
strategy has been proven to perform consistently better. The
main advantage is that the best results are achieved without the
adjustment of any heuristic parameter.

However, we think that better results could be obtained with
some modifications. First of all, a better estimation of the sta-
tistical correlation might be used. As a first approach, the use
of a different estimation for each language could be beneficial.
Due to the non-stationary behaviour of the speech signal a better
approach should be to employ an estimation computed on line.
However this is not a simple task. The feature vectors are com-
puted typically each 10 ms. If we suppose that a sequence of
100 feature vectors is necessary to obtain a good approximation
of the 20 first lags of the correlation, it implies that the corre-
lation is computed over one second of speech, which is a time
period too long to assure that the statistics keeps unchanged.

Finally, there is the possibility to combine this strategy with
other approaches. In this direction, some preliminary exper-
iments performed in our laboratory, indicate that further im-
provements may be achieved if a global factor is also employed.

Cond Danish Finnish German Spanish Average
Using Basic Correlation Algorithm

C1 19.68 6.50 7.75 9.63 10.89
C2 23.23 8.20 11.36 13.10 13.97
C3 31.67 13.85 19.76 18.97 21.06

Using Modified Algorithm
C1 18.77 6.50 7.71 9.58 10.64
C2 22.60 8.13 10.88 12.79 13.60
C3 30.39 12.94 18.89 18.15 20.09

Table 3: Recognition results using the proposed algorithm
(%WER)
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