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Abstract
In prior work we have demonstrated the noise robustness of a
novel microphone solution, the PARAT earplug communication
terminal. Here we extend that work with results for the ETSI
Advanced Front-End and segmental cepstral mean and variance
normalization (CMVN). We also propose a method for doing
CMVN in the model domain. This removes the need to train
models on normalized features, which may significantly extend
the applicability of CMVN. The recognition results are compa-
rable to those of the traditional approach.

1. Introduction
Automatic speech recognition (ASR) may facilitate handsfree
and eyesfree interaction with electronic devices. However,
many real-world contexts where such interaction would be of
great value involve adverse acoustic environments, and ASR
performance is sensitive to noise contamination of the speech
signal [1]. Many applications that would be very useful with
accurate speech recognition are therefore not realized. This
problem has motivated various strategies to increase noise ro-
bustness [1], among other robust signal acquisition, signal and
feature compensation, model compensation, and robust feature
extraction.

The goal of robust feature extraction is features that are
minimally distorted by noise contamination. A particularly sim-
ple method in this category is segmental cepstral mean and vari-
ance normalization (CMVN) [2]. Here the cepstral coefficients
are linearly transformed to have the same segmental statistics
(zero mean, unit variance), regardless of the noise condition.
The method does not require prior knowledge of the noise statis-
tics, it adapts quickly to changing noise conditions, and it is
independent of voice activity detection. On a speaker depen-
dent name recognition task segmental CMVN reduced the error
rate in very noisy conditions by about75% with respect to the
baseline system [2]. However, the improvement on a connected
digit task was less impressive. This may be explained in part by
a context dependency implicit in the segmental approach.

Consider an observation vector from a spoken digit string.
With a typical segment length of one second, the normaliza-
tion segment will span at least parts of neighboring digits. The
parameters of the normalization transformation associated with
the vector therefore depend on the digit context. Context in-
dependent digit models will by necessity be inaccurate for any
particular digit context, even if the digit strings are spoken with-
out between-digit coarticulation. The normalization-induced
context dependency may explain the lack of reported work on
segmental cepstral normalization with subword units. Accu-
rate phoneme modelling may require a context-dependency that
equals the segment length, and even quinphones don’t cover
more than about half of a typical segment.

The method we propose circumvents the context depen-
dency problem by performing the cepstral normalization in the
model domain. For each recognizable utterance we construct
a concatenated model from a lexicon and basic units trained on
unnormalized features. Note that the context of each copy of the
basic units is now fixed. Based on mean state durations and the
observation distributions in the concatenated model we approx-
imate the expected context dependent segmental normalization
parameters for each state, and transform the associated Gaus-
sians accordingly. This method may also extend the applicabil-
ity of CMVN significantly. It is not obvious how to combine
traditional CMVN with model compensation schemes based on
noise estimates. The effect of known additive noise on the nor-
malized features is context dependent, and moreover quite com-
plicated [9]. With CMVN in the model domain, however, model
compensation may be performed on the unnormalized models.

Another objective of this work is to extend prior work on a
novel microphone solution to ASR in very noisy environments.
This technology, called Personal Active Radio/Audio Terminal
(PARAT), is an intelligent hearing protector and communication
terminal implemented as a lightweight earplug [3]. The inner
microphone in PARAT captures the speech signal behind a seal
in the auditory canal that impedes contamination from external
noise sources. In [4] and [5] we showed that the PARAT micro-
phone compares favorably with a noise cancelling close-talking
microphone of high quality. Optimization of the front-end was
not prioritized, however. In this work we present recognition re-
sults for segmental CMVN and the ETSI Advanced Front-End
[6] on the speaker dependent digit string task described in [4].
We compare the proposed method against traditional segmental
CMVN in this setting.

2. Segmental cepstral mean and variance
normalization

Contamination by stationary noise causes complex but some-
what systematical changes in the mel-frequency cepstral coeffi-
cient (MFCC) distributions [7] [8] [9]. Additive Gaussian white
noise, for instance, will shift the means and shrink the vari-
ances. Various methods have therefore been proposed which
aim to achieve noise robustness by transforming the cepstral
coefficients so that some aspects of their distributions become
invariant to the noise condition. In CMVN robustness against
additive noise is achieved by linearly transforming the cepstral
trajectories to have zero mean and unit variance. Transforma-
tion parameters can be estimated in several ways: from previ-
ous utterances [8]; from the current utterance [9]; segmentally
[2]; and recursively [8]. The focus in this work is on segmental
CMVN.
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2.1. Algorithm

Before performing training and testing each (full) feature vector
is normalized by the following transformation:

x̂t(i) =
xt(i)− µt(i)

σt(i)
(1)

Herext(i) is the ith component of the original feature vector
at timet. The meanµt(i) and standard deviationσt(i) of each
feature vector componenti are calculated over a sliding finite
length window of length N as follows:

µt(i) =
1

N

t+N/2−1∑
n=t−N/2

xn(i) (2)

σ2
t (i) =

1

N

t+N/2−1∑
n=t−N/2

(xn(i)− µt(i))
2 (3)

Details of the calculation of transformation parameters at the
beginning and end of recognition are given in [2].

2.2. Context dependent effects

The normalization transform above depends on the acoustic
context, and thus also the linguistic context, within the normal-
ization window. One would expect that the variability of nor-
malized features due to different realizations of a fixed linguis-
tic context is lower than variability due to different realizations
of arbitrary linguistic contexts. We investigated this issue on a
subset, consisting of 100 3-digit strings, of the speech database
described in section 4.1.

The digit strings was segmented by forced alignment with
the baseline models. For a given second digit realization we
could create up to one hundred realizations of a fixed first and
last digit context by segment concatenation. For each of these
we did segmental CMVN with one second segments on the sec-
ond digit realization. We then calculated the mean of the nor-
malized realizations, as well as the deviations from this mean.
This procedure was repeated for a number of second digits. By
averaging over time and all deviations we found the fixed con-
text (FC) mean deviation for each feature component. In a sim-
ilar manner we found mean deviations by concatenating many
realizations of random digit contexts (RC) to each second digit
realization.

Fig.1 shows the results of this analysis for an observation
vector consisting of, from left to right, 12 cepstral coefficients,
log-energy, and 1st and 2nd order derivatives. We can observe
that ordinary cepstral coefficients, and in particular those of low
order, are more vulnerable to variability in linguistic context
than the the 1st and 2nd order derivatives. There are no clear
trend among the feature vector elements with respect to vari-
ability caused by different realizations of a fixed context. The
ratio between RC and FC deviations lies between 5 and 2 for
c1-c9.

3. Segmental CMVN in model domain
In order to circumvent the context dependency problem of tra-
ditional SCMVN we propose to leave out the feature vector nor-
malization prior to model training. Instead we perform the nor-
malization in the model domain. During recognition the feature
vectors are normalized as in traditional SCMVN.

For each recognizable utterance we construct an utterance
model as a concatenation of basic speech units. Letmjm be the

Figure 1: Average deviation for each feature vector element
with fixed contexts (FC) and random contexts (RC).

mean vector andsjm the standard deviation vector of themth
Gaussian mixture element of statej of an arbitrary utterance
model. These parameters can then be normalized as follows:

m̂jm =
mjm − µ̂j

σ̂j
(4)

ŝjm =
sjm

σ̂j
(5)

We need to estimate the normalization vectorsµ̂j and σ̂j

that best represent those that will be used on real feature vectors
associated with statej. In order to do this, we use the expected
state durations to estimate the expected setC̄j of states within
a segment of length N centered on an observation vector from
statej. Let d̄s be the mean duration (possibly truncated at the
segment boundaries) of a states in C̄j . Furthermore, letbsm be
the random variable associated with themth Gaussian mixture
element of states, and letcsm, msm, andvsm be the mixture
weight, mean, and variance of this element. Under suitable as-
sumptions the normalization parameters are then:

µ̂j = E
{ 1

N
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(
d̄s

Ms∑
m=1

csmbsm

)}
(6)
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(9)

=
1

N

∑
s∈C̄j

(
d̄s

Ms∑
m=1

csmE{(bsm − µ̂j)
2}

)
(10)
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(11)

The silence model is not included in the utterance models, but
is normalized according to its own model parameters. TheC̄j

of a statej near the ends of an utterance model will however
include silence.



4. Experimental setup and results
4.1. Database

Our experiments are based on a two-speaker two-channel
database collected with two microphones, PARAT and H-
374(V)5. The latter is a high-quality noise cancelling close-
talking microphone (CTM) used in military communication
systems. The recordings were done over several days in an ane-
choic chamber with a custom-made recording and prompting
software. The speakers employed a loud voice level that was
kept approximately constant relative to a target level on a digi-
tal sound level meter. The bandwidth is limited to 4 kHz.

The domain of the database is speaker dependent recogni-
tion of Norwegian digit strings of known length. The training
set consists of 900 digits per speaker, realized as 100 isolated
digits, 100 3-digit strings, and 100 5-digit strings. Each digit
model is thus trained on 90 examples from a variety of digit
contexts. The test set consists of 1200 digits per speaker, in the
form of 400 3-digit strings. For speaker A the digit strings are
spoken with less coarticulation than for speaker B.

Noisy speech was simulated by contaminating the clean
speech signals with additive noise signals corresponding to a
desired ambient noise level. The procedure was based on esti-
mates of the noise attenuation abilities of the microphones, as
described in [4]. We use two noise types, CV90 and Babble
(from NOISEX). The first is an in-house recording from the in-
terior of a military combat vehicle, while Babble is background
noise from approximately 100 people in a cafeteria. CV90 is al-
most stationary, and has most energy at low-frequencies, while
Babble is non-stationary, and has most energy in the speech part
of the spectrum.

The PARAT speech signal has a number of peculiarities [5].
The nasals /m/, /n/ and /ng/ and the liquids /r/ and /l/ have signif-
icantly higher intensity, compared to the CTM signal. In the clo-
sure portion of the voiced stops /b/, /d/ and /g/ the PARAT sig-
nal contains wide-band energy in formant like structures. The
PARAT signal also is more affected by non-speech sounds such
as clicking of teeth, swallowing and coughing.

4.2. Baseline system

The baseline front-end calculates 12 mel-frequency cepstral
coefficients and log-energy every 10 ms from 25 ms speech
frames, extended by 1st and 2nd order derivatives.

Each digit is modelled by a left-to-right HMM with 8 states
and no skips. Two pause models are used, a 3-state silence
model and a 1-state short pause tee-model. State observation
densities are modelled by Gaussian mixture pdfs with diagonal
covariance matrices. The digit models use 3-element mixtures
while the pause models use 6-element mixtures.

The training is done in several steps by applying the em-
bedded Baum- Welch algorithm. The recognition grammar was
restricted to the correct number of digits.

4.3. Robust techniques

The ETSI Advanced Front-End (AFE) is based on a two-stage
mel-warped Wiener filtering algorithm, and is known to be very
robust against noise [6]. AFE is the first robust configuration
in the experiments. The use of a globally pooled diagonal co-
variance (GV) is appropriate when the training set is small, but
is also known to improve recognition in adverse conditions [1].
AFE+GV is the second robust configuration. Initial tests re-
vealed that a global variance, which could be set to 1 (GV1),
was necessary whenever segmental CMVN was used. CMVN,

Figure 2: Word accuracy for speaker A for CV90 and Babble
noise for different system configurations.

which operates at the final stage of the front-end, can read-
ily be combined with the feature compensation method AFE.
The last two robust configurations are thus CMVN+GV1 and
AFE+CMVN+GV1.

4.4. Results

The recognition results for the baseline system (BL) and the
four robust configurations above are given in Fig. 2 and Fig. 3
for speaker A and B, respectively. The recognition results for
model domain segmental CMVN, with a global variance set to
1, are given in Table 2. These results can be compared with cor-
responding results for the traditional segmental CMVN (vari-
ance set to 1), given in Table 1.

Table 1:Word accuracy with traditional segmental CMVN with
global variance set to 1.

dBA level 90 95 100 105 110 115

Speaker A. CV90 - - 100 99.8 98.2 87.2
Speaker A. Babble - - 99.7 98.9 90.6 58.4
Speaker B. CV90 - 99.1 97.3 91.2 64.2 -
Speaker B. Babble 99.3 97.1 86.8 65.2 - -

5. Discussion
From the results we can observe that the ETSI Advanced Front-
End improves the accuracy with respect to the baseline for both
noise types. The positive effect is largest for speaker B. The use
of a global variance improves the accuracy even more, but the



Figure 3: Word accuracy for speaker B for CV90 and Babble
noise for different system configurations.

Table 2: Word accuracy with model domain segmental CMVN
with global variance set to 1.

dBA level 90 95 100 105 110 115

Speaker A. CV90 - - 100 99.6 96.0 70.1
Speaker A. Babble - - 99.9 99.0 80.2 44.9
Speaker B. CV90 - 99.4 97.3 86.0 55.3 -
Speaker B. Babble 99.1 96.3 84.3 57.6 - -

effect is most prominent for speaker A. Combining AFE with
segmental CMVN did not consistently improve the accuracy.
Segmental CMVN with global variance gives results compa-
rable to the AFE+GV and AFE+CMVN+GV1 configurations.
For CV90 noise at 110 dBA the word accuracies for the three
best configurations are above 98% for speaker A. The results
for speaker B start to deteriorate at a noise level which is 10-15
dB lower than for speaker A. This may be explained by a com-
bination of more between-word coarticulation and a slightly
worse noise attenuation with PARAT for speaker B. With the H-
374(V)5 microphone there was similar improvements as above
in all conditions. Comparable results were achieved for noise
levels that was 5-10 dB lower than for PARAT, though.

Model domain segmental CMVN performs comparably to
traditional segmental CMVN, at least for the high accuracy
part of the noise level scale. This proves that the concept is
sound. The proposed method may also readily be used with
model based compensation strategies such as PMC [1]. Fur-
ther work will focus on recognition tasks using subword units,
and improvement of the model domain method. It is moreover
straightforward to adapt the method to utterance based CMVN.

6. Conclusions
In this paper we have extended prior work with the micro-
phone in the PARAT earplug communication terminal. On a
speaker dependent digit string task near perfect recognition was
achieved at ambient noise levels up to 110 dBA. These re-
sults were achieved with the use of a global variance combined
with either the ETSI Advanced Front-End or segmental cep-
stral mean and variance normalization. We have also proposed
a method for doing cepstral normalization in the model domain.
The recognition results are comparable to the results for the tra-
ditional approach. Circumventing the need to do normalization
on the training data may extend the applicability of CMVN sig-
nificantly.
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