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Abstract
Automatic transcription of spontaneously dictated medical
records has a large potential for improving the quality and
reducing the cost of patient care in Norwegian hospitals. In
this paper, we describe the design of an evaluation database
for this task, and study the occurrence of typical disfluencies.
Furthermore, we study the improvements of word accuracy
obtained by the use of speaker adaptation and different meth-
ods of modeling speaker generated noise.

Explicit modeling of speaker generated noise gave 6.5%
improvement across all speakers, while the improvements for
the individual speakers ranged up to 14%. Speaker adapta-
tion gave additional 20% improvement accross all speakers,
while the improvements for the individual speakers ranged
up to 34%.

The best overall word accuracy is still of only approxi-
mately 50%, which is far below the requirement for a prac-
tical system. It is however expected that a considerable im-
provement could be achieved by training an appropriate lan-
guage model.

1. Introduction

There exist strict law-forced requirements in Norwegian hos-
pitals for adequate documentation of patient care. At the
same time, it is desired that the documentation process take
the medical personnel a minimum amount of the time. It is
thus common practice to document patient care by dictating.
A special hospital service is then employed to transcribe the
dictated information. This often causes delays, which reduce
the quality and increase the cost of patient care. Therefore,
automatic transcription of the dictated medical records is a
highly desirable service.

The major challenges for the automatic transcription sys-
tem are the following. First, the dictated speech will have
a significant amount of disfluencies, as the speakers have to
formulate the sentences as they speak. Next, the system has
to be able to deal with different dialects and foreign accents.
In addition, it has to account for the pronounciation varia-
tions of medical terms, as both Latin and Norwegian pro-
nounciation rules are commonly used.

The aim of the study was to evaluate the performance of
the automatic recognition of spontaneously dictated medical
records, and to test several methods for obtaining improved

performance. Section 2 describes the design of the evalu-
ation database, while the details of the recognition system
are given in Section 3. Sections 4 and 5 describe the meth-
ods of modeling speaker generated noise and performing
speaker adaption that were used in our experimental study.
In Section 6 the experimental results are presented and dis-
cussed. Finally, Section 7 summarizes the main conclusions
and gives some directions for further work.

2. Evaluation database

This section describes the collection and annotation of the
task specific speech database that was used in our recognition
experiments. More details can be found in [1].

The database consisted of speech utterances collected
from five male and five female medical students having dif-
ferent dialect backgrounds. Table 1 shows the classification
of the speakers into broad dialect regions.

Table 1: Speaker classification into broad dialect regions

Dialect Speakers

South-east M1, M2, F2
South-west F1, M3

West F4, F5
Central M4, M5
North F3

Each student was presented with four or five patient case
histories from the rheumatology domain, which contained
headwords based on results from clinical examinations. Af-
ter having studied the case histories, the students were re-
quired to dictate a medical record for each patient. Since
the task involved formulating sentences while dictating, the
resulting speech contained many disfluencies which are typi-
cal in spontaneous speech. This recording procedure closely
simulates the dictation that occurs in common medical prac-
tice. In addition, each student was required to read from
previously prepared medical records for approximately five
minutes. This was in order to compare the recognition per-
formance on spontaneous and read speech for the same task.

The recordings were performed with a standard low-cost
headset in an ordinary office environment. The sampling fre-
quency was 16 kHz. The resulting database consisted of 150
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minutes of spontaneously dictated speech and 47.5 minutes
of read speech. However, in our recognition experiments
we excluded all sentences that contained partly pronounced,
mispronounced or unintelligible words (approximately 15%
of the recorded speech), since no mechanisms have been in-
troduced to deal with those types of effects (e.g. garbage
modeling). The remaining sentences, both read and sponta-
neously dictated, were equally divided between an adaptation
set and a test set.

The orthographic transcriptions were written according
to a new Norwegian standard for spontaneous speech anno-
tation [2]. The standard defines annotation marks for partly
pronounced, mispronounced and unintelligible words, repe-
titions, four types of speaker generated noise and two types
of environmental noise.

The transcriptions were written in bokmål, which is one
of two written versions of Norwegian. Thus, all the dialecti-
cal variants of the same word were mapped to their bokmål
equivalent. Furthermore, although alternative suffixes for
several inflection types are allowed in bokmål, the ortho-
graphic transcriptions contained only the form characteristic
of south-east Norway, regardless of the actual form of the
spoken word. This reduced the size and confusability of the
vocabulary, and provided a consistent writing style at the out-
put of the speech recognizer.

The resulting orthographic transcriptions contained 2603
different words. 1388 of the words were found in the ex-
isting dictionaries based on the standard pronounciation of
south-east Norway. The remaining words, involving mainly
medical terms, were phonetically transcribed by a phoneti-
cian, based on the first pronounciation of each word in the
database. This approach was chosen due to the limited time
and budget constraints in the project. All the transcriptions
in the pronounciation dictionary were based on the Norwe-
gian SAMPA phonetic alphabet [3] with the additional schwa
sound.

Many pronounciation variations were observed in the
database due to the different dialect background of the speak-
ers and to the existence of uncommon medical terms. Some
of the alternative pronounciations were added to the dictio-
nary, but no attempt was made to do this thoroughly.

3. Recognition system

A standard hidden Markov model (HMM) based speech
recognizer, provided in the Hidden Markov Model Toolkit
(HTK) [4], was used in our experiments. The training
database consisted of approximately 12 hours of read speech
and 7 hours of spontaneously dictated speech from the Nor-
wegian broadcast news domain. The recordings were made
with high-quality equipment in a TV-studio, using 16 kHz
sampling frequency. Feature vectors consisted of 13 Mel-
frequency cepstral coefficients (including the 0th coefficient)
and their first and second order derivatives.

State clustered acoustic models were trained for word-
internal context dependent phonemes. The models had a

three-state left-to-right structure, with 16 Gaussian mixture
components in each state. In addition, a silence model with
the same structure was trained on all non-speech segments
in the training database. Finally, pauses between words were
modeled by a single-state tee model, which was tied to the
middle state of the silence model. Further details regarding
the training of the acoustic models can be found in [5].

The recognition network used in our experiments was a
simple word loop containing all the vocabulary words from
the evaluation database. No explicit language modeling was
used, since no task-specific textual data was available for the
necessary training.

The recognition performance was measured in terms of
word accuracy. All noise marks were ignored during the
alignment of the recognized and reference transcriptions.
Thus, confusions between different noise types were not
counted as errors, as they are not relevant for the given task.

4. Modeling speaker generated noise

This section describes different methods for the explicit mod-
eling of speaker generated noise that have been tested in our
experimental study. The following types of speaker gener-
ated noise were defined in the annotation standard: vowel-
like hesitation (fil-e), nasal-like hesitation (fil-m), lip smack-
ing, coughing, laughter and plosive-like noise (spk-p), and
breath and fricative-like noise (spk-f).

Table 2 shows the percentage of occurrence of the differ-
ent noise types for each speaker in the evaluation database
(both the test and the adaptation set). We observe that spk-f
occurred equally frequently in spontaneous and read speech.
This is mostly due to the fact that breath noise was frequently
captured by the head-mounted microphone. The other noise
types, especially fil-e, were far more frequent for sponta-
neous than for read speech. Nasal-like hesitation fil-m was
common only in the spontaneous speech of two speakers,
while it did not appear at all in the read speech of any speaker.

Table 2: Percentage of occurrence of different types
of speaker generated noise in the spontaneous (sp) and
read (rd) parts of the evaluation database

Spe- fil-e fil-m spk-p spk-f
aker sp rd sp rd sp rd sp rd

M1 17.8 3.5 0 0 1.2 1.2 6.3 6.8
M2 9.7 0.5 1.9 0 1.8 1.9 3.6 5.8
F1 4.6 0.3 1.4 0 1.7 0.5 6.7 5.6
F2 7.9 0 0.2 0 1.9 0.7 7.5 8.8
M3 0.8 0.2 0.1 0 0.4 0.6 10.5 8.2
M4 3 0 0.3 0 4 1.3 5.1 5.6
F3 3.6 0.7 0.1 0 1.4 2.4 5.1 6.4
F4 8.1 0.1 0.4 0 2.8 0.7 4 6.6
F5 7.7 0 0 0 2.9 2.4 2.4 2.7
M5 1.2 0 0 0 0.8 0.5 5.4 3.3

Total 6.7 0.5 0.5 0 2 1.2 5.5 5.8



The original set of acoustic models did not include ex-
plicit models of speaker generated noise. Only a single si-
lence model was trained on all non-linguistic segments in the
training database. To begin with, we modeled each speaker
noise type by a copy of the context independent model of
the phoneme that was phonetically most similar to it. Thus,
phonemes /2:/, /m/, /p/ and /f/ were chosen to model fil-e,
fil-m, spk-p and spk-f, respectively.

The improved noise models were then trained for each
speaker separately, using the noise segments from 25 spon-
taneously spoken sentences from the adaptation set of each
of the remaining nine speakers. Since no timing information
was available in the transcriptions, noise segments were lo-
cated using forced alignment with the initial noise models.
The segments were then manually inspected, and only those
that had been properly assigned were used to train the im-
proved models.

Finally, we attempted to remove the manual inspection
stage, and to use all the noise segments to train the improved
models. This was done in several iterations, each time us-
ing the improved models to obtain a new segmentation. The
procedure was therefore fully automated.

The improved models were trained only for fil-e, spk-p
and spk-f, since there were too few samples of fil-m for reli-
able model training.

5. Speaker adaptation

In our experimental study, we investigated the influence of
speaker adaptation with different amounts of adaptation data
on the recognition performance. Maximum Likelihood Lin-
ear Regression (MLLR) was used to perform supervised
adaptation of the Gaussian mean vectors.

The clustering of the Gaussian components was done us-
ing a binary regression class tree with 128 leaf nodes. A
separate branch was used for the silence and tee models. A
separate adaptation matrix was trained for the tree nodes with
a minimum of 700 occurrences in the adaptation data. Thus,
the number of regression classes actually used was dependent
on the amount of adaptation data.

6. Experimental results

6.1. Modeling speaker generated noise

Table 3 compares the performance obtained using the differ-
ent methods of modeling speaker generated noise described
in Section 4.

We observe that the introduction of the simple initial
models for speaker generated noise gave a 1% performance
improvement on spontaneous speech before speaker adapta-
tion and a 3% improvement after speaker adaptation. The
models trained on actual noise segments gave a further 3%
improvement on spontanous speech both before and after
speaker adaptation.

The performance improvement was much smaller in the
case of read speech. This was expected, since speaker gener-

Table 3: Word accuracy for different methods of modeling
speaker generated noise

Speaker noise No adaptation Adaptation, 420 s
modeling spon read spon read

silence model 25.62 40.71 43.03 58.64
initial models 26.46 40.91 46.46 58.31

chosen segments 29.24 42.88 48.42 58.68
all segments, 1 iter 29.48 42.72 49.64 59.13
all segments, 2 iter 29.17 42.43 49.59 59.66
all segments, 3 iter 27.89 41.16 49.19 59.79
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Figure 1: Word accuracy for each speaker for different meth-
ods of modeling speaker generated noise. The three bars cor-
respond to the results with no explicit noise models, initial
noise models, and noise models trained on all the noise seg-
ments (1 iteration), respectively.

ated noise occurs less frequently in read speech (see Table 2).
The recognition performance was generally slightly

higher for the noise models trained on all the segments than
for those trained on the manually chosen segments. This
somewhat surprising observation might be explained by the
fact that the manual segment selection excluded from the
training set all the segments that did not conform with the
initial models. Thus, the resulting models might not account
for all the necessary variability. Note also that there was no
further performance improvement when several training iter-
ations were used.

Figure 1 shows the recognition performance for each of
the speakers for the different methods of noise modeling.
The three bars correspond to the word accuracy with no ex-
plicit noise models, initial noise models, and noise models
trained on all the noise segments (1 iteration), respectively.

We observe that the performance improvements due to
the explicit modeling of speaker generated noise differed
considerably between speakers, ranging from 0 to 14%. Fur-
thermore, the four speakers with the greatest improvements
(M1, M2, F2 and F4) also had the most frequent occurrence
of speaker generated noise. Finally, only a small improve-
ment for M3 indicates that the effect of modeling spk-f was
smaller than the effect of modeling fil-e.
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Figure 2: Word accuracy as a function of adaptation time
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Figure 3: Word accuracy for each speaker before and after
adaptation (420 s). The two bars correspond to spontaneous
and read speech, respectively.

6.2. Speaker adaptation

Figure 2 shows the effect of speaker adaptation with different
amounts of adaptation data measured across all the speakers.
In these experiments, the models of speaker generated noise
trained on all the noise segments (1 iteration) were included
in the model set. We observe that speaker adaptation gave the
greatest improvements for the first 30 s of adaptation data
both in the case of read and spontaneous speech. For read
speech, no further improvement was observed beyond 120 s
of adaptation data, while the performance on spontaneous
speech continued to improve as more adaptation data was
added. In spite of the fact that the performance difference be-
tween read and spontaneous speech decreased as more adap-
tation data was used, the difference was still approximately
10% with 420 s of adaptation data.

Figure 3 compares the recognition performance before
and after adaptation (420 s) for each speaker. The two bars
correspond to spontaneous and read speech, respectively. We
observe that the speakers from the south-east region obtained
the best results on spontaneous speech before speaker adapta-
tion, while the speakers from the south-west region obtained
the worst results. The good performance of the speakers from
the south-east region is in accordance with the fact that both
the acoustic models and the pronounciation dictionary were
biased towards this dialect region.

The improvements due to speaker adaptation were largest
for the speakers from the south-west and west regions, and
smallest for those from the central region. This might be due
to the fact that the dialects of the speakers from the south-
west and west regions differ from those of the south-east re-
gion mainly in the acoustic realization of some phonemes.
Speaker adaptation can effectively reduce such differences.
On the other hand, the dialects of the speakers from the cen-
tral region differ from those of the south-east region mainly
in vocabulary (suffixes of inflections).

Note, however, that the number of speakers from each
dialect region was very low, so the above observations might
also be due to the individual differences between speakers
that are independent of the particular dialect region.

7. Conclusions and further work

In this study, the speech recognition performance on sponta-
neously dictated medical records was evaluated. In particu-
lar, we were interested in the effect of speaker adaptation and
explicit modeling of speaker generated noise.

Explicit modeling of speaker generated noise gave 6.5%
improvement of the word accuracy across all speakers. The
improvements for the individual speakers were dependent on
the frequency of occurrence of speaker generated noise, and
they ranged between 0 and 14%. Speaker adaptation im-
proved the word accuracy across all speakers from 29.5% to
49.6%. The improvements for the individual speakers ranged
from 4.5% to 34%. However, the word accuracy of approxi-
mately 50% is still far below what is acceptable for the given
task. The use of statistical language modeling is expected to
give a large increase in performance. However, we do not
currently have a sufficient amount of task specific data avail-
able to perform the training of such a model.

In the current study, the sentences containing partly pro-
nounced, mispronounced or unintelligible words were ex-
cluded from the test set. An appropriate garbage model
should be trained in the future to take phenomena in account.
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