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Abstract 

The desire for improved user interfaces for distributed speech 
and multimodal services on mobile devices has motivated the 
need for reliable recognition performance over mobile 
channels. Performance needs to be robust both to background 
noise and to any errors introduced by the mobile transmission 
channel. There has been much work in the telecommunications 
standards bodies to develop standards to achieve this (ETSI 
Aurora and 3GPP). The Aurora interest in noise robust front-
ends is well known but in this paper the emphasis is given to 
the topic of channel robustness. The general area of channel 
robustness is very large so this paper takes the perspective of 
mobile telecommunications standards and the Distributed 
Speech Recognition (DSR) approach to robustness.  
 
As background, the paper first provides an overview of the 
work in different standards bodies on DSR: the DSR standards 
created in ETSI Aurora; the work on Speech Enabled Services 
in 3GPP; the transport protocols in IETF. The different mobile 
channel types are reviewed next using the particular example 
of the GSM network. Drawing results from sources in the 
literature and in the standards bodies, a comparison is made 
between performance using a voice codec or DSR. 
Comparison is first made in error-free conditions to separate 
out the effects of speech compression. Robustness to channel 
errors is then examined; both with circuit-switched errors and 
with packet-switched errors. Finally some more advanced 
error mitigation techniques are cited. These are compatible 
with the DSR features and can provide even greater robustness 
with poor channels.   

1. Introduction 
It is estimated that there are now 1.4 billion mobile phone 
subscribers worldwide and the numbers continue to grow. The 
market was originally fueled by person-to-person voice 
communications and this remains the dominant “application”. 
Recently we have seen increasingly sophisticated devices 
packed with many new features including messaging, cameras, 
browsers, games and music. Alongside device developments 
the mobile networks have improved, giving increased 
coverage and widespread availability of the 2.5G packet data 
such as GPRS. There is also the prospect of many new 
deployments of 3G networks, bringing much larger 
bandwidths to mobile users. The 2.5G and 3G data capabilities 
provide the opportunity to deliver a range of different audio 
and visual information to the user’s device and enable access 
to “content” while on the move. The user interface for these 
devices has certainly improved but the small keypad remains a 
barrier to data entry. Reliable speech input holds the potential 
to help greatly. Alongside pure speech input and output, the 
benefits of a multimodal interface are well appreciated. The 

ability to combine alternative input modalities (e.g. speech 
and/or keypad) with visual (e.g. graphics, text, pictures) and/or 
audio output can greatly enhance the user experience and 
effectiveness of the interaction. 
 
For some applications its best to use a recognizer on the 
device itself e.g. interfacing to the phone functions and voice 
dialing using personal address book. Although the 
computational power of these devices is increasing, the 
complexity of medium and large vocabulary speech 
recognition systems is beyond the memory and computational 
resources of many devices. Also the associated delay to 
download speech data files (e.g. grammars, acoustic models, 
language models, vocabularies) may be prohibitive or be 
confidential (e.g. a corporate directory).  
 
Server-side processing of the combined speech input and 
speech output can overcome many of these constraints by 
taking full advantage of memory and processing power as well 
as specialized speech engines and data files. New applications 
can also be more easily introduced, refined, extended and 
upgraded at the server.  
 
So, with the speech input remote from the recognition engine 
in the server, we are faced with the challenge of how to obtain 
reliable recognition performance over the mobile network and 
hence be robust to the wireless transmission channel. In 
addition we would like to have an architecture that can 
provide a multimodal user interface. These have been two 
motivators that have led to the creation of the standards for 
Distributed Speech Recognition (DSR).  
 
In this paper we will review the DSR standards that have been 
created and look at some of the issues of channel robustness 
over circuit switched and packet switched mobile networks. 
The performance advantages of DSR compared to using the 
voice codec are presented first in error free conditions, and 
then with channel errors typical of GSM networks. Finally 
some results using more advanced error mitigation techniques 
are referenced. These can be applied to the received DSR 
features at the server for additional channel robustness if 
needed for poor circuit switched channels. 

2. DSR standards 
The international standards for DSR have been developed 
within the activities of the ETSI STQ-Aurora DSR working 
group. Many companies have contributed to these 
developments (see acknowledgement) with the goal of 
achieving both reliable recognition performance and front–end 
standards that enable interoperability over mobile network. In 
the process, performance evaluation frameworks and databases 
were set up and made available for public distribution via 
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ELRA. The set of standards are briefly reviewed here since 
they will be referred to when looking at examples of channel 
robustness. Key aspects of the design of these standards have 
included: 

• Feature extraction that is robust to background noise 
• Feature compression for efficient transmission over 

mobile channels 
• Channel error resilience.  

In Aurora much of the focus has been on improving noise 
robustness and the feature extraction part, however, in this 
paper emphasis is given to aspects relating to channel 
robustness.  
 
Copies of the standards and the associated C software 
implementations are available for download from the ETSI 
standards web site. http://pda.etsi.org/pda/queryform.asp 
 
The four ETSI standards are summarized in the sections 
below: 

2.1. DSR Mel-cepstrum Front-end (ES 201 108) [2] 

2.1.1. Feature extraction 

The goal of the first standard was to agree the details of the 
processing for the widely used mel-cepstrum front-end 
features and produce a DSR standard relatively quickly while 
acknowledging it had weaknesses in background noise. The 
chosen frame rate is 10ms and the feature vector consists of 12 
cepstral coefficients (C1-C12), log Energy and C0. 

2.1.2. Compression 

The requirement set for the target bit-rate was 4.8kbit/s. The 
feature compression method selected uses split vector 
quantisation (SVQ). The 14 coefficients are split into 7 
subvectors each consisting of a pair of cepstral coefficients. Ci 
and Ci+1, i=1,3…11 are quantized using a codebook size 64 (6 
bits) while the C0 and logE pair uses a larger codebook size 
256 (8bits). The larger codebook was needed for C0 and logE 
to cover wider dynamic range without degradation due to 
quantisation. Thus there are a total of 44 bits per 10ms frame. 
The chosen SVQ scheme provides a reasonable compromise 
between coding efficiency, computational complexity and 
error resilience. While other papers have shown that it is 
possible to achieve greater compression without performance 
loss, the design requirement of 4.8kbit/s was met and the small 
subvectors do allow flexibility for in alternative error 
mitigation strategies (see section 9). 

2.1.3. Error detection and mitigation 

To assist with the detection of transmission errors 4 bits of 
CRC are added to each pair of speech frames (i.e. 44 + 44 + 4 
CRC). 
 
The algorithm for error mitigation consists of two stages: 
• Detection of speech frames received with errors 
• Substitution of parameters when errors are detected 
 
To detect the speech frames received with errors the 4 error 
detection bits on each pair of frames are used first. Since 
errors may be missed due to overloading of the CRC a 

heuristic algorithm that looks at the consistency of the 
parameters in the decoded frames is also used. It measures the 
difference between cepstral coefficients for adjacent frames 
and flags them as errored if the difference is greater than 
expected for speech. The thresholds used are based on 
measurements of error free speech. If this algorithm was to run 
continuously then the number of misfirings could be too high, 
therefore it is only applied in the vicinity of detected CRC 
errors.  
 
When a frame is flagged as having errors then the whole frame 
is replaced with a copy of the cepstral parameters for the 
nearest good frame received (occurring before or after the 
frame under consideration). 

2.2. DSR Advanced Front-end (ES 202 050) [3] 

The main goal for the Advanced Front-end was improved 
performance in background noise. Performance evaluation on 
the Aurora databases produced an average reduction in word 
error rate of 53% compared to the mel-cepstrum standard [11]. 
  
The front-end calculation is also a frame-based scheme that 
produces an output vector every 10 ms. In the front-end 
feature extraction, noise reduction by two stages of Wiener 
filtering is performed first. Waveform processing is applied to 
the de-noised signal and mel-cepstral features are calculated. 
Finally, blind equalization is applied to the cepstral features. 
 
The features produced from the Advanced Front-end are the 
familiar 12 cepstral coefficients C0 and log Energy, the same 
as for the mel-cepstrum standard to ensure easy integration 
with existing server recognition technology. 
 
The compression algorithm for the cepstral features uses the 
similar split vector quantisation scheme as the earlier standard 
but with the quantiser tables retrained for the Advanced Front-
end. The error mitigation scheme is also very similar.  
 
Compared to the DSR mel-cepstrum standard, one further 
enhancement coming from the Advanced Front-end is the 
inclusion of a bit in the bitstream to allow the communication 
of voice activity (VAD). The VAD algorithm marks each 
10ms frame in an utterance as speech/non-speech so that this 
information can optionally be used for frame dropping at the 
server recogniser. During recognition, frame dropping reduces 
insertion errors in any pauses between the spoken words 
particularly in noisy utterances and can be used for 
endpointing for training. It has been found that performance is 
particularly helped by model training with endpointed data. 

2.3. DSR Extension standards (ES 202 211 and ES 202 
212) [4,5] 

ES 202 211 is an extension of the mel-cepstrum DSR Front-
end standard ES 201 108. The mel-cepstrum front-end 
provides the features for speech recognition but these are not 
available for human listening. The purpose of the extension is 
to allow the reconstruction of the speech waveform from these 
features so that they can be replayed. The front-end feature 
extraction part of the processing is exactly the same as for ES 
201 108. To allow speech reconstruction additional 
fundamental frequency and voicing class (e.g. non-speech, 
voiced, unvoiced and mixed) information is needed. This is 



the extra information that is provided by the extended front-
end processing algorithms at the device side that is 
compressed and transmitted along with the front-end features 
to the server. This extra information may also be useful for 
improved speech recognition performance with tonal 
languages such as Mandarin, Cantonese and Thai. See figure 
1. 
 
The intelligibility of the speech has been evaluated in listening 
tests consisting of a Diagnostic Rhyme Test and a transcription 
task [6, 7]. It met the requirement of being better than the DoD 
MELP 2400bps codec that is used for military 
communications. 
 
The pitch feature was also tested for tonal language 
recognition of Mandarin and Cantonese and shown to give 
better performance than proprietary pitch extraction 
algorithms.  
 
There are an additional 14 bits for each frame-pair for the 
compressed extension information. This consists of: 

• 7 bits for absolute quantisation of the pitch for the 
first frame of a pair 

• 5 bits for quantisation of the differential of the pitch 
for the second frame of each pair 

• 2 bits of CRC computed only on the extension bits    
 
The compressed extension bits need an extra 800 bps on top of 
the 4600 bps for the cepstral features (without headers).  
 
In a similar way, ES 202 212 is the extension of the DSR 
Advanced Front-end ES 202 050.  
 
Further information about the extension algorithms and their 
performance can be found in references [6, 7]. 
 
 

 

Figure 1: DSR extended front-ends 

3. Speech Enabled Services in 3GPP 
Beyond the work of Aurora the 3rd Generation Partnership 
Project (3GPP) has conducted further extensive evaluations to 
choose the best codec for Speech Enabled Services (SES). As 
a result of these, 3GPP selected the DSR Extended Advanced 
Front-end as the recommended codec for SES and it was 
approved in June 2004 as part of the release 6 specifications.  
 
Work in 3GPP started in 2002 with a study on the feasibility 
of speech enabled services. The technical report [16] provides 

an overview of the types of speech and multimodal services 
envisaged and a new work item called Speech Enabled 
Services (SES) was started. The work item considered services 
over the packet-data channel rather than the circuit-switched 
channel. 
 
The SA4 codecs group within 3GPP has responsibility for the 
selection and recommendation of the codec for SES. A 
selection procedure was agreed in this working group 
consisting of “design constraints”, “test and processing plan” 
and “recommendation criteria”. Two candidates for the SES 
codec were considered: AMR and AMR-WB (being the 
existing voice codecs for 3GPP) and the DSR Extended 
Advanced Front-end.  
 
To justify the introduction of a new codec for SES services it 
was seen as necessary to provide substantial performance gain 
compared to the existing voice codecs. Two ASR vendors 
volunteered to undertake the extensive testing, IBM and 
SpeechWorks (now Scansoft). The performance evaluations 
were conducted over a wide range of different databases some 
public domain ones but also proprietary databases owned by 
the ASR vendors. 
 
These evaluations were completed in February 2004. The 
results are summarized in tables 4, 5 & 6 and discussed further 
in sections 6 & 8. The performance advantages of DSR met 
the agreed recommendation criteria giving substantial 
performance advantages.  As a result, DSR was selected for 
SES. 
 
With the approval of DSR, 3GPP have included DSR in the 
release 6 specifications for packet-switched conversational 
multimedia applications [17] and published a new 
specification (TS 26.243) [18] that provides the fixed-point 
software implementation of the DSR Extended Advanced 
Front-end (ES 202 212). The ETSI standard ES 202 212 gives 
the algorithm specification and floating-point software. 

4. Transport Protocols the IETF RTP Payload 
formats for DSR 

In addition to the standards for the front-end features 
themselves, the protocols for the transport of these features 
from the device to the server are also needed. The IETF Real 
Time Protocols (RTP) are a well established mechanism for 
the transport of many different media types including video, 
VoIP, music etc. Associated with RTP are also the SIP 
protocols for session initiation and codec negotiation. By 
defining a RTP format for the DSR features, services benefit 
from all of the added functionality of this set of protocols, as 
well as the support of other media types for multimodal 
applications. The format for ES 201 108 has reached the rfc  
[9] stage while those for the other DSR standards are in 
progress at the draft stage [10].  
 
Within these payloads any number of frame pairs may be sent 
within a packet. For the front-ends on their own this takes 12 
bytes per frame pair and with the extension it is 14 bytes per 
frame pair. The choice of the number of frame pairs to send in 
each payload depends on the latency and bandwidth of the 
channel available. 
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The total overhead for the protocol headers in the stack can be 
quite high as shown in the table below. 
 
 

Data Size (bytes) 
RTP 12 
UDP 8 
IP 20 
Total 40 

Table 1: protocol stack and header sizes for packet data 
transport 

In future networks it is expected that header compression 
(RoHC) will be available reducing the 40 bytes for the RTP, 
UDP, IP layers to about 4 Bytes. 

5. Mobile channel types 
The data rates and error characteristics of the channel depend 
on the particular combination of air interface and core network 
infrastructure. The second generation cellular systems such as 
GSM, cdmaOne (IS-95) and US-TDMA (IS-136) all have 
different detailed characteristics. To make discussion and 
presentation easier we will take GSM as the example. It 
supports 

• circuit switched voice (8 tdma voice channels per carrier 
each providing 22.8kpbs data rate for the error protected 
speech and with the error protection optimized for coded 
speech or 16 tdma channels of 11.4 for half-rate).  

• circuit switched data using the same circuit switched slot 
structure as the voice channel but with stronger error 
protection for the data (e.g. typical single slot circuit 
switched data rate of 9.6kbps)  

• packet switched data (GPRS) also over same slot 
structure but with a packet data infrastructure. Data is 
sent at the level of the Radio Link Control (RLC) blocks 
which are transmitted in a 20ms frame. The amount of 
data, which is carried in each RLC block, is dependent on 
the level of error control coding applied. GPRS defines a 
set of 4 different coding schemes (CS-4 (no protection), 
CS-3, CS-2 & CS-1) that provide increasing amounts of 
protection and are dynamically selected depending on the 
measured channel error conditions. RLC blocks 
employing CS-1, CS-2, CS-3 and CS-4 may carry 20 
bytes, 30 bytes, 36 bytes and 50 bytes of data 
respectively. Larger payloads will span multiple RLC 
blocks. GPRS can be configured for un-acknowledged or 
acknowledged modes that allows for up to two 
retransmissions of individual GPRS packets received 
with errors.  This reduces packet loss rate but increases 
latency.  

For the circuit switched channels the data is received with low 
latency and the data is delivered with any transmission errors 
that occur. Channel errors can be simulated with bit error 
masks that have been obtained by modeling the air interface 
and with different signal strength conditions. For speech codec 
evaluations three error patterns (EP) have commonly been 
used for testing. Table 2 shows the carrier-to-interference (C/I) 
ratio and average bit error rate for each. 

For wireless channels the distribution of bit errors is far from 
uniform. Fading and its interaction with Viterbi soft decision 
decoding tends to make the errors bursty in nature. 
Interleaving and the tdma slot structure helps to fragment the 
fading but also add to the complexity of the distribution. 
Overall we end up with a non-uniform distribution that has a 
burst like characteristics of variable duration in terms of the 
number of sequential TDMA slots affected. 

GSM 
Channel 

C/I (dB) Average bit error rate (%) 

EP1 10 0.0046 
EP2 7 0.18 
EP3 4 3.55 

Table 2: GSM circuit switched channel error patterns 

By comparison, for packet switched channels, data received 
with errors at the RLC block level are discarded. Since, for 
example, an IP packet may span multiple RLC blocks, errors 
in RLC blocks will result in the whole IP packet being lost. 
Error rates as high as 10% at the RLC block level are not 
uncommon. For reliable transmission, protocols at higher 
levels in the stack have to allow for retransmission (e.g. TCP). 
However with appropriate error mitigation it may be possible 
to tolerate packet loss and unreliable protocols like UDP can 
be used with improved latency.  

For real-time communication to a human listener it is 
necessary to maintain a continuous output of speech so careful 
jitter buffering and flow control are needed if speech is sent 
over packet networks. For machine recognition, however, 
there are fewer constraints since it is possible for the server 
recognizer to accommodate some discontinuity in the receipt 
of speech frames for processing and, within limits, catch up 
with the processing of incoming frames if there is a delay in 
delivery due to retransmission. What is important to the user is 
the delay between end of an input utterance and the arrival of a 
response.  

To use the GPRS packet data network effectively for speech 
services requires the appropriate design choices on payload 
size, protocols and error mitigation (see section 8). Regarding 
the nature of the errors that an error mitigation scheme has to 
handle for this type of packet data channel, one can anticipate 
the loss of blocks of one or more whole speech frames e.g. a 
20ms speech frame in the case of AMR or a 20ms frame pair 
in the case of DSR. 

While this is the case for current GPRS and IPv4 network it is 
noted that for future 3G packet data networks with IPv6 it may 
be possible to receive payloads with transmission errors. 
 
Of course UMTS will provide greatly improved packet data 
capabilities, QoS and data rates. The use of power 
management is designed keep packet error rates below about 
3%. 
 
One of the major advantages of using packet data transmission 
is that there is no need to change the core infrastructure. By 
contrast, to use a circuit switched bearer for DSR will require 
additional signaling. Also the use of packet switched transport 
makes it easy to integrate with other data types and create 
multimodal interfaces with a single packet data connection. 



Current GSM networks do not support simultaneous use of the 
voice and data channels. 

6. Effects of speech coding 

When considering how to implement a speech recognition 
service, there is the option of using the existing voice channel 
to send the speech signal from the device to a remote 
recognizer. In this section we first review some results 
showing the effects of speech coding on recognition 
performance in background noise assuming the unrealistic 
situation of an error-free channel. In the sections that follow, 
the consequences of also introducing channel errors are 
considered. The error-free situation provides the best case in 
terms of performance from which further degradation can be 
anticipated with the introduction of transmission errors. 

Voice codecs have been optimized to achieve the best 
perceived listening quality for a given bit-rate. They perform 
excellently in enabling effective person-to-person 
communication. There are many different voice coding 
standards deployed in the different mobile networks and there 
are well established methods for conducting listening tests as 
part of codec testing and selection. So far, however, voice 
codec requirements have not considered the need for good 
machine recognition performance so this aspect has largely 
been untested. While excellent human recognition can be 
obtained, the differences between the effectiveness of human 
perception at this task and current limitations of state-of-the-
art technologies for machine-based recognition, results in 
different behaviours. The desire to avoid the degradations 
from the process of lossy speech compression has been a 
fundamental motivator for DSR from the beginning.  

The amount of degradation from transcoding depends on the 
particular codec being tested and the data rate. Adaptive 
Multi-rate Codec (AMR) is taken as the example because it is 
a state-of-the-art codec selected by 3GPP for speech 
communication. It has 8 modes with bit-rates between 4.75 
and 12.2 kbps before error protection (4.75, 5.15, 5.9, 6.7, 7.4, 
7.95, 10.2 &12.2). 
 
Kelleher et al. [14] describes a comparison made using the 
Aurora-2 and Aurora-3 (Spanish, German, Finnish, Danish) 
databases using the reference recognizer setup for HTK 
established by Aurora for these databases. The results show 
that even when operating at the highest data rate of 12.2kbit/s 
and without channel errors performance is degraded and for 
AMR 4.75 the degradation is nearly 50% (see Table 3). 
 

Coder Aurora-2 Aurora-3 
DSR AFE   10.4    9.6 
AMR 12.2 12.1 (-17%) 11.6 (-20%) 
AMR 4.75 14.6 (-50%) 14.7 (-47%) 

Table 3: Comparison of recognition performance with 
DSR Advanced Front-end compared to AMR coded 
speech without channel errors [14].  The results shown 
are the average word error rate (Average relative 
degradation of transcoded speech compared to DSR) 

Hirsch [15] presents more comprehensive test results on 
Aurora-2 across all of the AMR data-rates, as well as for the 
older GSM full-rate and GSM half-rate codecs. As would be 
expected, the performances show a trend of increasing 
degradation with increasing compression rates. 

More recently in 3GPP extensive testing has been performed 
by leading commercial ASR vendors IBM and Scansoft. In 
3GPP it was considered that DSR would need to provide a 
substantial reduction in error rate compared to using the 
existing AMR voice codec to justify its inclusion for new SES 
services. There were concerns that previous results with the 
HTK recognizer configuration might not be representative of 
state-of-the-art commercial server recognisers. It was also 
desired to test on new unseen databases and on larger and 
more varied databases. An extensive set of recognition tests 
were agreed to ensure adequate testing to support selection 
decisions.  

The results from the tests were split into 3 categories to meet 
the requirements for transport over different packet-data 
channels and sampling rates at handset: 

• Low data-rate comparison - suitable for single slot GPRS 
or EGPRS channels – here the data rate for the payload 
has to be below 5.6kbps so only AMR 4.75 and DSR are 
applicable. Comparison was made at 8kHz since at 
16kHz there is no AMR-WB data rate low enough for 
these channels. 

• High data-rate comparison at 8kHz - suitable for UMTS 
channels. Here AMR 12.2 is compared with DSR. 

• High data-rate comparison at 16kHz – suitable for UMTS 
channels. Here AMR-WB 12.65 is compared with DSR at 
16kHz. 

The results of these evaluations are shown in tables 4, 5 & 6.  
The results are the average across the set of databases in each 
category (connected digits, sub-word, tone confusability and 
channel errors). They are also the average of the results from 
the two ASR vendors in order to preserve anonymity. The 
table shows the average absolute word error rate for AMR and 
for DSR and the average improvement that DSR provides. The 
weighted average improvement was the metric used in the 
recommendation criterion and was computed using the 
weights shown next to each of the database categories. 

DSR consistently shows substantial performance 
improvements compared to AMR transcoded speech, even 
without channel errors. The earlier results using HTK are 
corroborated by the SES evaluations by ASR vendors in 3GPP. 
The effects of packet loss as measured during these tests in 
3GPP are presented in section 8. 

 

 

 

 



 
8 kHz 

Number of 
databases 
tested 

AMR4.75 
Average Absolute 
Performance (WER) 

DSR 
Average Absolute 
Performance (WER) 

Average 
Improvement 

Digits (0.3) 11 13.2 7.7 39.9% 
Sub-word (0.4) 5 9.1 6.4 30.0% 
Tone confusability (0.1) 1 3.6 3.1 14.8% 
Channel errors (0.2) 4 6.1 2.4 52.8% 
Weighted Average  36% 

Table 4: 3GPP Evaluations - Low Data Rate Test at 8kHz – DSR cf AMR 4.75 

 
 
8 kHz 

Number of 
databases 
tested 

AMR12.2 
Average Absolute 
Performance (WER) 

DSR 
Average Absolute 
Performance (WER) 

Average 
Improvement 

Digits (0.3) 11 10.9 7.7 27.6% 
Sub-word (0.4) 5 7.1 6.4 14.5% 
Tone confusability (0.1) 1 3.8 3.1 19.7% 
Channel errors (0.2) 4 5.5 2.4 40.9% 
Weighted Average  25% 

Table 5: 3GPP Evaluations - High Data Rate Test at 8kHz – DSR cf AMR 12.2 

 
 
16 kHz 

Number of 
databases 
tested 

AMR-WB12.65 
Average Absolute 
Performance (WER) 

DSR 
Average Absolute 
Performance (WER) 

Average 
Improvement 

Digits (0.35) 8 9 5.6 35% 
Sub-word (0.45) 5 8.2 5.9 23.5% 
Channel errors (0.2) 4 6.1 3.4 42.2% 
Weighted Average  31% 

Table 6: 3GPP Evaluations - High Data Rate Test at 16kHz – DSR cf AMR-WB 12.65

 

7. Circuit Switched Channel Errors 
One of the early motivations for DSR was to reduce 
performance degradations on the circuit switched voice 
channel due to channel errors. In section 6 the effects of 
speech coding on performance without channel errors were 
presented, in this section the effects of circuit channel errors 
will be examined. Considering a mobile voice call, signal 
strength impacts performance, so a user will experience 
inconsistent performance depending on network coverage. 
Results presented by Kiss [13] provide an example of this for 
a connected digits task with the mel-cepstrum front-end. 
These results are shown here in figure 2. The voice codec 
tested is the enhanced full rate (EFR) codec which is the same 
as the highest data rate of AMR (ie 12.2). It is seen that DSR 
provides much better robustness to channel errors although 
there is still some degradation under the very poor EP3 
channel condition. One of the reasons that the voice codec 
degrades more under errors is that the voice codecs have 
interframe dependency while the DSR frames are 
independent. The main interframe dependency of the speech 
codecs like this comes from the use of the long term pitch 
predictor. An error in a frame can spread into following 
frames, having greater consequences on performance. 

 
The error mitigation used in the DSR standards is a simple 
detection and frame replacement technique (described in 
section 2.1.3). Section 9 cites some recently published work 
that can further improve the circuit switched channel 
robustness for DSR.   
 

Circuit Switched Channel Errors
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Figure 2: Performance with GSM Circuit Switched 
Channel Errors. Enhanced Full Rate (EFR) voice 
codec compared to DSR Mel-cepstrum front-end. 

Connected digit task. From I Kiss [13] 



8. Packet Switched Channel Errors 
As noted previously the nature of packet data errors is that 
whole frames are deleted. 
 
In 3GPP, tests with channel block error rates of 1%, 3% and 
10% were simulated. The error patterns used were created by 
Alcatel using a GPRS network simulation, selecting segments 
for particular mobile user profiles that gave the target average 
block error rates. To have minimum transport delay, as needed 
for conversational and interactive classes of service, a single 
block at the radio packet transport level transports 20ms 
speech i.e. each RTP payload transports a single AMR frame 
or a DSR frame pair. Thus, each block error deletes only 20ms 
of speech and longer bursts occur only when there is a run of 
block errors indicated in the error mask pattern. For DSR, the 
standard error mitigation technique was applied and similarly 
for AMR the standard codec error mitigation was applied. The 
test database for these evaluations was the well matched case 
for the Aurora-3 Italian database with training performed on 
the unerrored data. The tests were performed as part of the 
ASR vendors evaluations and the results extracted from these 
are shown in figures 3 & 4. These are the average of the results 
from IBM and Scansoft. Results shows no degradation in the 
DSR performance under these packet data errors while the 
AMR and AMR-WB codecs degrade considerably at 3% 
BLER. At 8kHz, the word error rate at 3% BLER for AMR 
12.2 is double that of error free conditions. Similarly at 
16kHz, AMR-WB 12.65 at 3% BLER the word error rate is 
also double that of error free. The explanation may be that the 
interframe dependence of the AMR codecs causes block errors 
have worse consequences for recognition performance. 
 
One of the ASR vendors also produced results at 10% BLER 
which shows that DSR remains robust to channel errors even 
at this rate. Overall, with short payloads consisting of a DSR 
frame pair, DSR is very robust to packet channel errors with 
negligible effect on performance. 
 
On currently deployed GPRS networks without RoHC larger 
RTP payloads, consisting of more frame pairs, are appropriate 
for efficient transmission because of the overhead of the IP 
headers. Most current networks will also operate GPRS in 
acknowledge mode so that there will be retransmissions 
leading to lower packet loss rates at the expense of increased 
latency. 
 
Many alternative error mitigation strategies are possible for the 
concealment of the lost frames. The observation from 
experiments by Milner [20] and Quercia [19] is that 
concealment works well for bursts of short duration (< 4 
frames) and can tolerate high rates of frame loss, but, as is to 
be expected, longer bursts result in information loss that has 
consequences on performance. Milner proposes interleaving to 
redistribute the impact of a burst error at the expense of some 
interleaving delay.   
 
Many different concealment techniques have been investigated 
in addition to the one in the DSR standard e.g. splicing; partial 
splicing; frame repetition; interpolation in cepstral domain; 
interpolation in other domains. However, unpublished results 
at Motorola show that the method chosen for the standard 

performs better than splicing, frame repetition or cepstral 
interpolation (see also [21, 23]).   
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Figure 3: Performance with Block Errors. Aurora-3 
Italian WM. DSR AFE compared to AMR 12.2 and 
AMR 4.75. From 3GPP SES codec evaluations Feb 

2004. 

Robustness to block errors wide-band (16kHz)
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Figure 4: Performance with Block Errors at 16kHz. 
Aurora-3 Italian WM. DSR AFE compared to AMR-
WB 12.65. From 3GPP SES codec evaluations Feb 

2004. 

9. Advanced error mitigation techniques 
The previous sections have compared the channel robustness 
of DSR with that of coded speech using the simple error 
mitigation algorithm presented in the DSR standards. This 
simple algorithm gives very good channel robustness but there 
is some degradation under the worst circuit switched channel 
conditions e.g. with GSM EP3.  Recent publications have 
shown that it is possible to greatly improve performance for 
these cases by using more sophisticated techniques at the 
server.  

9.1. Subvector-based error concealment 

In [21], Tan proposes a subvector-based error concealment 
technique. It is similar to the concealment performed in the 
standard but operates at the sub-vector level. In this way it is 
able to exploit error-free subvector information still remaining 
in the erroneous vectors, rather than simply replacing the 



entire vector. A data consistency test is applied to determine 
whether sub-vectors are likely to be in error or not. With the 
GSM EP3 error pattern and a Danish digits recognition task, 
the error rate is improved from 9.7% to 1.5% (WER is 0.2% 
without channel errors) using the subvector approach, while 
for a Danish City Names task, the error rate under EP3 is 
reduced from 38.3% to 29.8% (WER is 20.7% without errors). 

9.2. Soft decoding and HMM based error mitigation 

References [23, 24, 25, 26] provide a body of work that give 
extensive theoretical and practical investigation of the 
application to DSR of a general approach to error concealment 
presented by Fingscheidt and Vary [22]. These techniques 
exploit the residual redundancy of the received bit stream of 
the source coder and information about the reliability of the 
received bits (either for the particular channel if they are 
available or approximated if not).  
 
Peinado et al [23] have applied these algorithms to a variety of 
channels and created new variants applicable to bursty 
channels. Evaluation using the GSM error patterns on Aurora-
2 clean data shows that three alternative techniques provide 
good improvements with the EP3 pattern e.g. from 6.4% WER 
using the method in the Aurora standard to 1.4% WER using 
the H-FBMMSE (Forward Backwards Minimum Means 
Squared Error with Hard Decisions) which is close to the 1% 
WER of the error free channel. As the authors point out, “for 
the application of these hard decision versions only the 
decoded bit vectors and the boundaries of the error bursts (that 
is, the information the ETSI Aurora standard provides) are 
required since no channel SNR estimation is needed.” 

10. Conclusion 
This paper has considered channel robustness from the 
perspective of providing distributed speech and multimodal 
services to mobile users. We reviewed the set of standards for 
DSR that have been developed and evaluated in ETSI Aurora, 
IETF and 3GPP. Examples of performance evaluations have 
been presented comparing DSR with voice codecs; first under 
error free conditions and then for circuit-switched and packet-
switched channel errors. Even in error-free conditions, voice 
codecs can degrade performance substantially in background 
noise compared to using DSR. Under channel errors the 
relative benefits of DSR become larger as the channel errors 
impact the recognition performance of the voice codec. DSR is 
seen to be very robust to both circuit-switched channel errors 
with bursy bit error patterns and to packet-switched channel 
errors where frames of data are lost.  
 
With the selection of DSR by 3GPP we look forward to the 
deployment of new services providing reliable recognition 
performance, enabling the benefits of new distributed 
multimodal interfaces to be delivered to mobile users. 
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