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Figure 1: Mutual 
Disambiguation (MD) over 

various constraint-related input 
modes (correct path in red). 

Abstract 
This paper briefly summarizes recent research documenting 
increased robustness that results from using multimodal 
interaction in environments that would challenge current 
graphical user interfaces, or even interfaces based on single 
natural communication modalities, such as speech or gesture.  
Multimodal interfaces that support the mutual disambiguation 
of modalities [1,2,3] can use one or more modalities or sources 
of information to overcome errors in another. The results 
presented in this paper demonstrate this phenomenon for 
circumstances in which users are highly exerted, and for 3D 
augmented and virtual reality environments that offer 4 
sources of information.  

1 Mutual Disambiguation of Modalities 
Mutual disambiguation (MD) occurs when the highest scoring 
fused result incorporates a recognition result from an 
individual modality that is not the highest scoring for that 
mode. Oviatt [6](Oviatt ’99) models this by saying that the 
rank of the integrated result is less than the average rank of its 
modality constituents1. Graphically, we use a “parallel 
coordinate plot”, such as Figure 1 to illustrate this.  MD occurs 
if the red line, which ties together all the constituents that 
make up the top scoring multimodal hypothesis, is not straight 
across the top. Thus, some lower scoring modality 
interpretation has been used. 
 Researchers have attempted to integrate information 
from multiple modalities at different levels. Early fusion 
involves the integration of the various signals, such as 
acoustic and visual data from a person’s speech and lip 
motion. Typically these data are produced by the same 
physical mechanism and as a result are (nearly) time-aligned. 
Recent research (e.g., [7,8]) has shown that in noisy 
conditions, audio-visual speech recognition yields a relative 
word error rate reduction of as much as 35% over acoustic-
only speech recognition 
 A second recognition fusion approach is to use 
information from one modality, e.g., gesture, to influence the 
recognition that is occurring in another mode. For example, 
Bangalore and Johnston [9] discuss a technique that uses 
simple gestural data to affect the finite-state recognition 
controller in a concurrent speech recognition process.  It is 
reported that a 23% relative word error rate reduction for 
speech recognition has been obtained, although the 

                                                 
1 Note that the highest scoring hypothesis has a rank of 1; lower 
scoring has higher rank. This formula allows for MD to occur even 
though the result may not be the highest scoring multimodal 
interpretation (e.g., there may be two multimodal interpretations that 
incorporate MD), as in Figure 1. For the present paper, only instances 
of MD that contribute to the highest scoring (correct) multimodal 
interpretation are counted. 

disambiguation is only one 
way (gesture 
disambiguating speech, but 
not vice-versa). 
 A third late 
integration approach, 
which is followed here, is 
to fuse the meaning 
representations derived 
from the recognition and 
understanding of different 
input sources.  Using a 
typed feature structure 
representation of meaning and unification as the basic fusion 
operation [10], unification based approaches to the fusion of 
redundant and complementary multimodal input has been 
shown to offer substantial robustness and usability benefits, 
particularly for environments in which one of the modalities 
may be weak.  Oviatt [5, 11] reports that the QuickSet system 
[1,2] offers such benefits for accented speakers, for 
moderately mobile users, and for poor quality microphones, 
with relative error rate reductions for speech recognition of 
41%, 19%, and 35% respectively. Subsequent work has also 
investigated a statistical overlay on semantic fusion, in which 
a hybrid approach has demonstrated a 31% multimodal error 
rate reduction [12,13]. 
 Importantly, these studies with QuickSet showed that 
MD enabled the system to perform at the same level for 
accented speakers as it did for native speakers, and at the 
same level for subjects who are mobile (i.e., walking) as 
compared to stationary subjects. The present work aims to 
extend these results in two directions – towards field 
applications, and towards new kinds of applications that 
incorporate more information sources. Specifically, this paper 
will discuss the benefits of mutual disambiguation for exerted 
users, and the benefits in 3D augmented/virtual reality 
environments where there are 4 sources of information. 
Further details of each of the studies described can be found 
in [4,5]. 

2 Multimodal Interaction for Exerted Users 
In order for a multimodal device to be usable in the field, it 
needs to perform well when users are under stress, are 
exerted, and are otherwise engaged in non-computer-based 
activities. Such challenging environments could cause 
difficulties for many existing systems. To investigate how 
well a multimodal system performs under these conditions, 
we conducted a study in which the subjects ran across an 
uneven field between “stations,” at times lugging a baby 
carrier. At each station, the subject entered two multimodal 
commands describing the objects found there using a PDA 
version of QuickSet, and then ran to the next station. The 
study had three phases: the control (or the stationary) 
condition, the running condition, and the most exerted 
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running condition (running with baby carrier). These activities 
made the subjects breathe heavily, thus potentially interfering 
with the speech recognition. Moreover, the subjects were 
carrying a 7 lb object that could make their arms fatigued, 
thus potentially interfering with gesture recognition. In order 
to stimulate further exertion, subjects were told that the fastest 
performer would win $100. To prevent over-exertion, the 
subjects’ heart rate was continuously monitored, with an 
alarm sounding when subjects exceeded physiologically safe 
levels. The system incorporated both a small spoken 
vocabulary (85 words) and context-free grammar, along with 
a small gesture vocabulary (7 gestures). Rather than employ 
the microphone built into the PDA, a close-talking noise-
canceling microphone was used.  
 Under these difficult conditions, one would expect the 
speech and gesture recognizers to perform poorly, especially 
on a PDA, and therefore the performance of a multimodal 
interface that depends on the success of both the speech and 
gesture recognizers could be expected to deteriorate 
substantially. For instance, for an architecture that does not 
support mutual disambiguation, the multimodal command 
would be incorrect if either recognition result (i.e., speech or 
gesture) were incorrect. However, in virtue of mutual 
disambiguation, if prior results were predictive of system 
performance in such environments, the multimodal success 
rate, and hence the user experience, would be better than the 
performance of the modality with the worst recognition result.  
 In the field, the overall speech recognition rate was 77% 
but counter to expectations, it did not decrease significantly 
over the various conditions. However, as expected, the 
performance of the gesture recognizer degraded from the 
control to the two running conditions (from 97.6% to 92.1% 
and 88.9%). This decrease was found to be significant from 
the control to the first running condition and from the control 
to the most exerted condition. The overall gesture recognition 
rate was 92.9% but the overall multimodal success rate 
experienced by the subjects was 81.5%. The overall mutual 
disambiguation (MD) rate (i.e., across all conditions) was 
12.5%, meaning that in 12.5% of the successful commands, 
either speech or gesture’s top candidate hypothesis (or both) 
was incorrect. The MD rate increased with exertion as 
illustrated in Figure 2, and the MD rate in both the running 
conditions was nearly twice that in the control condition, with 
the final difference between the control and the most exerted 
conditions a significant one. 
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the speech recognizer running on the PC (or PDA) with data 
that was “cleaned up”2 by adding silence to the beginning of 
each utterance, increased dramatically over the field results, 
but also in fact decreased over all subjects as a function of 
exertion, from 92.3% in the control condition, to 91.2% in the 
running condition, and (significantly) to 87.7% in the highly 
exerted condition.  Again, as with the field study, in all three 
conditions (control, running, and running with weight), the 
multimodal success rate was greater than the performance of 
the modality with the worst recognition, again indicating the 
robustness offered by mutual disambiguation. In this case, the 
MD rate increased from 8% in the control condition to 11% in 
the first running condition and to 17% (significantly) in the 
final running condition. 3
 One final observation from the study was that the 
multimodal success rate as experienced by the subjects in the 
field study was not statistically different across the three study 
conditions even though the gesture recognition degraded 
significantly across the same conditions. This supports our 
hypothesis that mutual disambiguation would stabilize system 
performance in the face of exertion.4 Our exertion study thus 
provides evidence of robustness of multimodal interfaces in 
the face of extreme exertion. Increased levels of mutual 
disambiguation of modalities caused the overall system 
performance to be constant despite significant degradation in 
recognition of individual modalities under exertion. 

3 3D Multimodal Interaction – MAVEN 
Multimodal interaction research has typically involved bi-
modal interaction, such as speech and gesture, speech and 
pen, etc. In principle, a systems’ having more sources of 
constraint should result in increased robustness. To test this 
claim in practice, we attempted to build a multimodal 3D 
augmented and virtual reality system that incorporated four 
sources of information: speech, 3D arm gesture, objects that 
might be the referent(s) for a pointing action, and objects that 
are in the subject’s field of view. In particular, and in contrast 
to other multimodal 3D research [14,15,16,17,18,19] that 
ignores uncertainty and recognition errors, our goal in 
creating the Multimodal Augmented and Virtual Reality 
Environment for Natural Interaction (MAVEN) with 
Columbia University’s Computer Graphics & User Interfaces 
Lab (CGUI) [4] was to build a 3D multimodal system for 
immersive augmented and virtual reality environments in 
which bi-modal mutual disambiguation could be extended to 
support robust interaction in a 3D environment. 
 The MAVEN system incorporates the speech, natural 
language, and multimodal integration components of 
QuickSet, adding to it a 3D reference resolution and gesture 
recognition component, and an interactive 3D environment 
for augmented or virtual reality (built by Columbia 

                                                 
2 We found that the user interface paradigm, which involved touch-
screen-to-speak, frequently led to the PDA’s clipping the beginning of 
speech.  We suspect this is a function of processor speed. 
3
Figure 2: MD Rate in field, varying conditions of exertion. 
Because we had some doubts about the performance of 
peech recognition on the PDA, the corpus of speech and 
estures collected during the study was re-processed offline 
oth on a PC and also on the PDA. The manufacturer’s same 
peech recognition system was used (though compiled for the 
ppropriate hardware). It was found that the performance of 

 The difference in off-line performance was due to the silence 
inserted at the beginning of the utterances, not the machine on which 
recognition was processed.  When this same data was give to the PDA 
version of the same recognizer, it performed identically to the PC 
version. 
4 More specifically, the improved performance observed during offline 
re-processing showed the same result (stabilized performance) for fit 
subjects when subjects were categorized as fit and not-so-fit based on 
their running speeds. 



Figure 4: Recognition rates (over attempts producing a 
hypothesis list). Relative Error Reduction (RER) due to MD 

in yellow. MD Pull-up rates in green. 
 

Figure 3:  Manipulating a virtual chair in 3D Augmented 
Reality. (Inset: multimodal, speech-gesture command result). 

University’s CGUI lab.). When immersed in a 3D Augmented 
Reality environment (Figure 3) — the user wears an optical 
see-through head mounted display, and can superimpose 
virtual color changes on the real objects in the room (such as 
the red couch) or manipulate the virtual objects (i.e., the green 
chair in Figure 3). His spoken commands are perceived 
through a close-talking microphone, and his position, gesture, 
and field of view are gathered via tethered magnetic sensors. 

3.1 Performance Test 
The scenario of our baseline performance test of MAVEN 
was make changes to a virtual lab (the real lab at Columbia 
University is shown in Figure 3).  Users were asked to 
accomplish three broad task categories: (1) color changes, (2) 
orientation changes, and (3) movements of objects from one 
location to another. All commands required speech plus 
combinations of either gesture or gaze inputs. Of the 6 test 
subjects, 2 were non-native English speakers, 1 was female. 
During the test subjects were shown a state change and then 
asked to accomplish it. Before testing they were able to 
practice speech/gesture command combinations. 
 The tested system’s speech agent was an off-the-shelf 
recognition engine —Dragon Naturally Speaking 6. The 
vocabulary consisted of 151 words in a context-free grammar 
recognition schema (roughly 200,000 possible utterances). 
Recognition results are shown in Table 1. 

corrected (Figure 5).5  MD accounted for a relative error rate 
reduction of 41.9% for functionally correct speech, 40.7% for 
gesture, and 39.6% for object identification (Figure 5, red 
columns). 

 There are two perspectives by which to view the results 
of this baseline performance test. The first is what the user 
experienced (as described above, in table 1, and in Fig. 5’s 
blue columns). Note that without MD only 31.6% — only 3 
out of every 10 commands — would have succeeded. With 
MD 59.1% — nearly 6 out of every 10 commands — did 
succeed. That is a 40.2% relative error reduction because of 
MD (Figure 5). 

Figure 5:  Overall recognition rates (left). Over 
command attempts producing a hypothesis list (right).

Modality Percent of attempts Functional The second perspective by which we can look at our 
 Among the 267 spoken command attempts, 225 (84.3%) 
produced results from the recognizer, of which 194 (86.2%) 
were correct at the sentence level (Figure 4, blue column). 
Given these baseline recognition rates, functionally correct 
spoken interpretations were pulled up by MD 13 times (20% 
of the MD cases), while gesture and objects were pulled up 22 
times (33.8%) and 42 times (64.6%) respectively (Fig. 6, 
green boxes).  These do not sum to 100% because 27.7% of 
the time, double mutual disambiguation occurred, in which 
more than one modality produced an incorrect result but was 

 

producing an 
n-best list 

Accuracy 
 

User Test 
Speech 225/267 84.3% 194/225 86.2% 
Gesture 222/228 97.4% 168/222 75.7% 
In-view Objects 32/38 84.2% 23/32 71.9% 
Gesture Objects 221/228 96.9% 115/221 52.0% 
Multimodal 172/237 72.6% 140/172 81.4% 

Overall Success 140/237 59.1% 

Table 1.  Recognition results. 

results is to examine just those situations in which MD could 
possibly make a difference — when a hypothesis list was 
available for every input mode (meaning that a multimodal 
hypothesis list was therefore produced). If any input mode 
failed to even produce a list of hypotheses, then MD could 
make no difference. Improvement in that situation depends 
solely on improving recognition in the failing input mode, so 
that it at least produces a hypothesis list that contains the 
correct interpretation somewhere. 
 Over the 72.6% of command attempts for which a 
multimodal hypothesis list was produced (Figure 6, right-
side), without MD the system would have found the correct 
interpretation for those command attempts only 43.6% of the 

                                                 
5 In fact, we have seen in our system testing, though not in this 
small pilot test, that the system can support triple mutual 
disambiguation, in which three modes are incorrect, and lower 
scoring but more semantically coherent interpretations are 
selected.  
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4 Conclusion 
is brief summary of research into the robustness gains 
ered  by multimodal interaction indicates that mutual 
ambiguation of modalities can provide a powerful 
straint on overall system performance, even for relatively 
ple recognition problems. We found that mutual 

ambiguation of modalities occurred in 17% of successful 
ltimodal interactions for highly exerted users, which was 
ce the rate found for stationary users. MD enabled the 
tem over all subjects to perform stably despite 
formance degradations by the recognizers during exertion.  
wever, subjects classified as “not-so-fit” experienced 
nificant performance degradation (7%), while “fit” subjects 
erienced no significant multimodal degradation.  
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t that we know that incorporates 4 sources of information, 
s them for mutual disambiguation, and performs at a 
sonable level even in its early stages of development.  
tual disambiguation appeared in 27.4% (Figure 6) of the 
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 to a 67% relative error rate reduction for multimodal 
eractions over interpretations that only took the best 
ividual recognizer results. There are many improvements 
t have been made to this system since the performance test 
efly described above. However, we believe the very idea of 
ng speech to provide precision, rather than relying only on 
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r example, we have adopted the same approach when using 
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t takes into consideration the timing of the various inputs, 
 fine structure of the meaning representations that result 

m processing each input stream and that need to occur in a 
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