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Abstract 
The next generation of telecommunications networks promises 
to provide users with an array of services for providing auto-
mated access to sources of online information to be offered 
over personalized networks.  The added mobility provided by 
this infrastructure will place users in an infinite variety of noisy 
acoustic environments. While there are many sources of vari-
ability that can impact the performance of automatic speech 
recognition (ASR) systems, the huge variety of potential back-
ground events and distortions that can occur in acoustic envi-
ronments can have a particularly severe impact on ASR per-
formance.  This paper describes work that has been performed 
to address this problem.  It also attempts to identify short-
comings in existing approaches and identify where break-
throughs are necessary to advance the current state of the art. 

1. Introduction 
Data driven learning formalisms like hidden Markov mod-

els (HMM) and automatic neural networks (ANN) are limited 
in their ability to deal with sources of variability.  All of the 
parameters needed to evaluate the acoustic model probability in 
statistical learning approaches like HMMs are estimated from a 
large training speech corpus.  Hence, the modeling formalism 
on its own is only able to describe those sources of variability 
that can be generalized from examples contained in the training 
corpus.  This inherent inability of data-driven modeling formal-
isms to deal with mismatch between system training and test 
conditions has led to a large taxonomy of approaches that have 
been applied to making ASR more environmentally robust. This 
paper focuses on several classes of techniques that compensate, 
adapt, normalize, and restructure ASR models and feature space 
observations.   The assumptions made concerning the level of 
knowledge that individual techniques assume about the signal 
and the environment are addressed. The scenarios under which 
they are developed and evaluated are also addressed, and the 
potential for more realistic robustness scenarios is considered.     

The robustness techniques will be broken down into three 
classes.  The first class consists of model-based techniques that 
modify  the statistical models used for ASR or compensate the 
acoustic feature space observation vectors using estimates of 
acoustic background model parameters [1,11,20,21,22,23,31, 
32,35,40].  These techniques will be discussed in Section 3. The 
second class of approaches emphasizes the need for identifying 
reliable portions of the speech spectrum and then modifying 
statistical models to reflect the varying levels of confidence that 
spectral regions are uncorrupted.  Two examples in this class, 
missing data (MD) and multi-band (MB) approaches, will be 
discussed in Section 4 [6,16,17]. The last class consists of tech-
niques for acoustic model adaptation and feature space nor-
malization that were developed to handle more general sources 

of variability.  Some model adaptation procedures, designed to 
reduce mismatch between training and test conditions by adapt-
ing statistical models to better explain adaptation utterances, 
have been shown to be effective for dealing with environmental 
variability [12,19].  Techniques for normalizing test utterance 
statistics with respect to long-term estimates of the training 
utterances have also been shown to be effective for reducing the 
impact of additive noise [8,18,30,33].  Both adaptation and 
normalization techniques will be discussed in Section 5.   

The paper begins with a general introduction of the ASR 
environmental robustness problem in Section 2.  This includes a 
description of several robust ASR task domains.   Then the 
three classes of environmental robustness techniques are de-
scribed and compared.  Finally, discussion is provided in Sec-
tion 6 concerning the range of additional research areas con-
tributing to environmentally robust ASR and possible directions 
for further improvement. 

2. The Environmental Robustness Problem 
Environmental robustness in speech recognition represents 

the ability to minimize performance degradation that occurs as 
a result of mismatch between system training and test condi-
tions.   This section introduces the robustness problem in ASR.  
It has three parts. First, several task domains that have been 
used for developing and evaluating robust algorithms are de-
scribed.  Second, the impact of environmental noise relative to 
other sources of variability on ASR performance is discussed. 
Finally, the various system training and system test scenarios 
that are assumed in different robust algorithms are discussed.   

2.1. Robust ASR scenarios 

Algorithms for improving ASR robustness with respect to 
all sources of variability have been applied in very restricted 
scenarios.  For example, in the Switchboard task, unsupervised 
adaptation is applied to a “conversation-side” where it is known 
that there is single speaker speaking over a single public 
switched telephone network connection for up to several min-
utes [15].  In the DARPA Broadcast News task, it is assumed 
that the audio input is divided into a small number of known 
classes including anchor-person’s speech, music, etc. [4]. A 
mechanism is generally used to identify the utterances associ-
ated with the known classes so that separate, class specific ASR 
models can be trained and used for recognition on those utter-
ances.  Both of these scenarios, the first being to adapt model 
parameters to relatively consistent conditions and the second to 
swap in new models for a small set of known classes, are unre-
alistic in the majority of applications of general interest. 

There are many examples where neither of the above sce-
narios apply.  These include automotive environments where 
varying amounts of street noise, car engine noise, vibration, and 
radio noise can all contribute to the environmental noise back-
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ground.   This difficult acoustic environment, combined with 
the range of compelling hands-free automotive applications, 
resulted in the large scale European SPEECHDAT-CAR speech 
data collection project in this domain [28].   Databases in mul-
tiple European languages have been collected under a strict 
protocol.  Each one consists of several hundred speakers speak-
ing a range of material under multiple environment conditions 
using close-talking and far-field microphones. 

Another example of a difficult acoustic domain that is not 
addressed by previously collected language resources is the 
meetings domain.  From an acoustic point of view, there are 
issues associated with multiple distant microphones, simultane-
ous speech from multiple speakers, and integrating input from 
multiple sensors.   Speech databases in this domain have been 
collected by multiple laboratories in the United States including 
the National Institute of Standards (NIST), CMU, ICSI, and the 
LDC [13].   A recent evaluation workshop was held by NIST to 
compare speech recognition and speaker segmentation accuracy 
on a meetings task assembled from these four databases [13].   
Dramatic differences were obtained when comparing word 
error rates (WER) obtained when using individual head 
mounted microphones and centrally located distant micro-
phones. 

A final scenario revolves around the general use of speech 
recognition services on personalized mobile devices. Users of 
these devices are exposed to a wider variety of acoustic envi-
ronments than they would be in wire-line telephone or desk-top 
applications.  However, the using a personalized device implies 
that representations of sources of variability can be acquired 
and stored through the normal use of the device.  This suggests 
a paradigm involving continual, incremental update of all pa-
rameters associated with environment compensation, transfor-
mation, and normalization algorithms.  It also implies the need 
for the infrastructure to update, transmit, and store these pa-
rameters in either embedded client based or client-server based 
implementations. Finally, it implies the need for a speech cor-
pus that characterizes this paradigm which would allow labora-
tories to evaluate and compare approaches in a consistent con-
text. An infrastructure of this type has been developed and ro-
bust algorithms have been developed and evaluated under this 
paradigm [34,35]. 

2.2. Impact of Environmental Noise 

It is well known that distortions introduced by both the 
acoustic environment and the communications channel can 
impact ASR performance.   A study conducted by Sukkar et al 
based on empirical data collected in multiple cellular telephone 
domains demonstrated that the effects of environmental noise 
can often dominate the observed degradations in ASR WER 
[37].   Decreases in WER of 50% were measured over wireless 
communications channels in noisy automobile environments 
compared to quiet office environments.   On the other hand, a 
WER decrease of only 10% was observed in wireless channels 
compared to wire line channels when speech was collected in a 
quiet office environment.   This agrees with similar findings 
suggesting that, except for extremely degraded communications 
channels, the impact of channel specific variability can be sec-
ondary with respect to environmental conditions in mobile ASR 
applications.   
 
 

2.3. Assumptions Made in Model Training and System Test 

Robust ASR approaches are generally applied in the con-
text of a few specific assumptions concerning the characteris-
tics of the acoustic environment during ASR and the relation-
ship between testing and training conditions.  The simplest 
“matched conditions” assumption is that environmental condi-
tions are relatively homogeneous and training and testing envi-
ronmental conditions are of a similar type and a similar SNR. In 
this case, moderate levels of distortion present in both training 
and testing may have a minimal effect on WER. A second as-
sumption is that noise types are matched but SNR levels differ 
between training and test utterances.  A third assumption is that 
test conditions are relatively homogenous and that ASR models 
are trained under clean conditions.  This scenario is implicitly 
assumed for the techniques discussed in Sections 3 and 4.  If it 
is further assumed that a stereo database exists containing clean 
and noise corrupted versions of training speech utterances, then 
this can be used to train probabilistic mappings between clean 
and noisy environments [7].  The most general assumption 
about scenarios used for training and testing is that both train-
ing and test utterances contain continually varying, mismatched 
acoustic conditions.  This is the case, for example, in many 
mobile applications where typical acoustic environments in-
clude car noise, street noise, background speech, and music.   
This paradigm has received relatively little attention in the lit-
erature. 

2.4. Multi-Condition Training 

In any data driven learning paradigm, the easiest way to 
achieve robustness across a variety of conditions is to include a 
wide variety of sources of variability in the system training 
examples.  This can be particularly true for sources of environ-
ment variability.  However, exhaustive enumeration of all pos-
sible sources of variability is generally not practical.  Industrial 
ASR laboratories that develop technology for commercial 
products and services train HMM models from hundreds of 
hours of speech collected from a variety of applications.   In 
order to avoid the need for collecting large training corpora to 
represent the possible range of acoustic conditions, researchers 
have investigated a number of alternative training scenarios.   
If only the type of environmental noise is known,  multi-
condition (MC) training can be performed by artificially cor-
rupting clean speech training utterances with noise at a multiple 
SNR levels[29].  However, MC training is only effective when 
the training examples are derived from conditions that are simi-
lar to the target ASR application environment.  If neither the 
noise spectral shape nor the noise level is known, Dupont and 
Ris have shown that it is possible to reduce the dependence on 
noise spectral shape by using a multi-band (MB) approach to 
ASR [9]. MB techniques operate by processing different por-
tions of the speech spectrum independently, and will be dis-
cussed in more detail in Section 4. Their approach was to artifi-
cially corrupt individual frequency bands with noise at varying 
SNR levels.  The intuition behind this approach is that, while 
the noise spectral shape may vary considerably across the entire 
spectrum, the spectral shape will be nearly white within indi-
vidual frequency bands.  By following this approach using 7 
frequency bands on the Aurora connected digit task, Dupont 
and Ris demonstrated that they could significantly improve 
performance over the full band case [9].   
 



3. Model Based Environmental Robustness 

3.1. Model Combination and Feature Space Compensation 

Most model based robustness algorithms can be described 
by the block diagram in Figure 1.  In model combination proce-
dures, a parametric representation of acoustic background 
model is combined with the speech model. Examples of these 
procedures include HMM decomposition of speech and noise 
[40,32] and parallel model combination (PMC) [11,33].  The 
former procedure assumes that speech and background can be 
represented by separate hidden Markov models with arbitrary 
topology.  Robust recognition is performed by modifying the 
Viterbi search to search a combined state space that includes 
speech and background. PMC is a simplified version of this 
more general search algorithm.  It assumes that the background 
does not affect the alignment of speech frames and HMM 
states.  It also assumes that the background model is a single 
component Gaussian density.  As a result, the speech and back-
ground models can be combined by updating the speech HMM 
means and covariances with the estimated background mean 
and covariance prior to recognition as suggested in Figure 1.  It 
is important to note that neither of these two procedures in-
cludes any mechanism for estimating the background model 
parameters. Far better performance has been reported with 
PMC on simulated noise tasks than in actual noisy domains.  

In feature space compensation procedures, the background 
model is used to obtain an estimate of the uncorrupted feature 
vectors.  Examples of feature space compensation include non-
linear spectral subtraction, codebook dependent cepstrum nor-
malization, and several others [1,21,22,23,31]. 
 

 
Figure 1: Model based combination / compensation 

 
There are several well known issues affecting the imple-

mentation of both classes of model based approaches. In gen-
eral, a very simple model is assumed for the corruption of the 
speech signal. Corruption is assumed to occur in the linear fre-
quency domain where the speech signal for spectral bin k, X(k), 
is corrupted by acoustic background, N(k), and communications 
channel, H(k), 

)(|)(|)()( 2 kNkHkXkZ += . 
The first implementation issue arises from the fact that Mel-
frequency cepstrum coefficients (MFCC) are used for ASR 
observation vectors, z.  The MFCCs are obtained by passing the 
spectral magnitude of Z(k) through a filter bank, and then tak-
ing a logarithm and a discrete cosine transform. The perform-
ance of the MFCC based system is better than a filterbank do-
main system because the orthogonalization performed by the 
DCT provides a better fit to the diagonal covariance Gaussian 
mixture densities used for the HMM observation densities. 
However, the noise corruption process is non-linear in the cep-
strum domain.  Hence, for the MFCC observation vectors cor-
responding to speech, x, background, n, and channel, h, the 
corrupted cepstrum vector is given as  

 
z = x + h + (1 + exp(n-x+h)). 

 
This issue is avoided in PMC simply by converting all cepstrum 
domain model means and covariances into the linear spectral 
domain, linearly combining with the background means and 
variances and then converting the updated parameters back into 
the cepstrum domain.  Of course, this level of complexity is 
prohibitive unless the background characteristics and SNR do 
not change significantly over time. 

A similar mechanism is used in feature space compensa-
tion.  Non-linear spectral subtraction removes estimated back-
ground from speech frames prior to recognition[39].  To do this, 
the MFCC speech frame is converted to a linear frequency do-
main representation and the estimated background level is sub-
tracted using a non-uniform gain factor.  Another solution for 
dealing with nonlinear interaction of speech and noise in the 
cepstrum domain is to make local approximations to the nonlin-
earity using the Jacobian.  This is done in Jacobian adaptation 
based model combination [35], and is also done in vector Tay-
lor series based feature space compensation [22]. The second 
and most important issue is the fact that an accurate estimate of 
the background model and, in many cases, the SNR is required 
for of the model based techniques of the type shown in Figure 
1.  This has become an important research topic and is dis-
cussed in the next section. 

3.2. Background Model Estimation 

While there has been a great deal of research devoted to 
developing formalisms for model based robustness procedures, 
there has been much less attention devoted to accurate estima-
tion of the associated background models.  This may be due to 
the fact that most of the work in this area has been performed in 
the context of artificially corrupted speech data.  Background 
estimation and speech detection has been addressed for scenar-
ios where a wide variety of continuously varying conditions can 
be expected. There are several sets of approaches that appear to 
be particularly promising. These include methods from the 
speech enhancement (SE) literature that continuously track time 
varying environment statistics [27].   Other methods include 
sequential update of background parameters using the expecta-
tion maximization algorithm [23,24].   

The first set of methods come right out of the speech en-
hancement (SE) literature that has for many years emphasized 
the importance of obtaining accurate estimates of SNR and 
background levels [27].  In particular, SE algorithms based on 
minimum means squared error - log spectrum amplitude 
(MMSE-LSA) estimation have as part of their implementation 
included a mechanism for a frame synchronous update of back-
ground model.  It has been shown that the accuracy and the 
efficiency of relatively well known feature compensation and 
model combination algorithms can be improved by using back-
ground models estimated from these MMSE-LSA based proce-
dures [20,21].   

Given noise corrupted speech spectrum Zt[k]=Xt[k]+Nt[k],     
where Xt[k]=At[k]ejϕ(k)  and Zt[k] =Rt[k]ejθ(k) , a MMSE-LSA 
estimate of clean speech spectral magnitude, Â , can be ob-
tained by minimizing 
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This results in a frequency dependent gain function, Gt[k], that 
is applied to noisy speech  spectrum: 
 
 
where qk is the speech activity prob, ηk is the a priori SNR 
estimate, and γk is the a posteriori SNR estimate. One can ob-
tain background model parameters directly from Gt[k] = Gt (qk, 
ηk, γk) simply by applying a cosine transform to Gt to obtain 
cepstrum vectors, gt. Background means and variances mg(t), 
Σg(t) are computed from the sequence g1,…, gt.  This leads to 
the simplified version of PMC shown in Figure 2. 
 

Figure 2: Model Combination in the Cepstrum Domain 
 

We apply this to PMC by obtaining background model pa-
rameters directly from the gain function, Gt[k]. These back-
ground model parameters are updated frame synchronously 
and, since they are multiplicative in the spectrum domain, are 
additive in the cepstrum domain. The procedure illustrated in 
Figure 2 is far more efficient than the PMC algorithm described 
in Section 3.1 since there is no need to convert model parame-
ters into the linear spectrum domain. It also includes a frame 
synchronous update of the background model as part of the 
procedure, and performance has been shown to be equivalent to 
that of the standard PMC [20]. 

4. Finding Reliable Information 
While the model based approaches in Section 3 depend on 

accurate estimates of parametric acoustic background models, 
the approaches described in this section depend on mechanisms 
for determining the level of reliability of spectral regions.  Two 
general methods in this class will be described, missing data 
methods and multi-band methods. It is argued that the potential 
for both of these approaches lies in their ability to accurately 
obtain these estimates of reliability for spectral evidence. 

4.1. Missing Data Approaches 

The problem of segregating speech signals from back-
ground events in complex acoustic environments has been ad-
dressed by an active interdisciplinary research community.  
Much of the work is motivated from work in the field of audi-
tory scene analysis (ASA) which characterizes human listeners’ 
ability to interpret complex acoustic scenes [5].  Research in the 
area of computational auditory scene analysis (CASA) has re-
sulted in a variety of techniques based on results from human 
auditory models of pitch and location processing derived from 
the ASA literature.  Missing data (MD) approaches are a special 
case of these techniques [6]. They are motivated by studies 
demonstrating that more intense sound components in an audi-
tory scene dominate the combined neural response to the scene 
and other results suggesting that there exists some neural 
mechanism that can identify components of the signal that be-
long to distinct perceptual streams. 

There are two components of missing data techniques that 
are applied to traditional ASR systems. The first is identifying 

which portions of the speech spectrum have been corrupted by 
background.  The second is modifying the ASR models to ac-
count for the missing signal components.   Cooke et al were 
able to show that significant performance improvements could 
be obtained in simulated noisy environments using a bounded 
marginalization approach for incorporating reliability evidence 
in frequency bins.  However, the potential for far greater per-
formance gains through better estimates of frequency dependent 
background noise levels was also demonstrated by using noise 
masks that were known a priori.  This is illustrated by the 
curves that are shown in Figure 3 which are taken from [6].  
Figure 3 plots the word accuracy versus the test SNR ranging 
from 0 dB to clean conditions. It is clear from these results that 
accurate characterization of the acoustic background is ex-
tremely important if environmental robustness is to be obtained 
using these missing data techniques. 
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Figure 3: Performance comparison of bounded marginalization 
MD technique (estimated) with MD applied with a priori known 
reliability evidence (a priori) and a baseline MFCC system 
[from Cooke et al, 2001]. 

4.2. Multi-Band Approaches 

Multi -band (MB) speech recognition approaches are mo-
tivated by psychoacoustic evidence demonstrating human lis-
teners’ ability to process acoustic information in different parts 
of the speech spectrum as independent channels [16,17]. The 
MB approaches attempt to emulate these perceptual models by 
processing different frequency bands independently and then 
weighting and recombining these independent bands according 
to one of a number of schemes for determining the reliability of 
the information derived in a given frequency band [16].    

Much of the work in this area has been directed towards 
two basic issues.  First, comparisons between these different 
combination strategies are an effort to determine the level of 
synchronization of information in separate frequency bands.  
Different mechanisms have been proposed for recombining 
independent channels.  These include concatenating independ-
ent feature vectors, combining local frame-level likelihoods 
derived from different streams, and combining the likelihoods 
obtained from stream specific sub-word or whole word models.   
Second, evaluation of different band weighting strategies has 
the potential for demonstrating the best way for MB approaches 
to select more reliable frequency bands in the presence of noise. 
Many different strategies for weighting frequency bands have 
also been proposed.  These include a number of schemes that 
are dependent on stream dependent SNR and on stream de-
pendent entropy for estimating weights.    
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Results have been obtained for MB systems using any-
where from 2 to 7 sub-bands mostly in simulated noisy envi-
ronments.   These results have shown that the loss of spectral 
correlation between sub-bands results in the inability of MB 
systems to outperform full band systems in broadband noise or 
in clean conditions.   They also have found that combining local 
frame-level band-dependent likelihoods outperforms other 
combination strategies.  Finally, anecdotal experiments have 
shown that large performance gains are possible if exact knowl-
edge is available on the characteristics of band limited 
noise[17]. Hence, as was the case for the missing data ap-
proaches, multi-band ASR approaches require a more accurate 
measure for determining which portions of the speech spectrum 
contain reliable information.    

5. Adaptation / Normalization 
It is well known that environmental variation, speaker 

variation, and channel variation affect the distribution of fea-
tures in ASR and have the potential to introduce long-term 
mismatch between training and testing conditions.  Linear chan-
nel effects can affect the mean, additive noise can affect the 
variance, and speaker variation can have a more complicated 
effect on model parameters.  This section discusses the use of 
both maximum likelihood linear regression based adaptation 
algorithms and statistical normalization algorithms as means for 
dealing with a sources of variability that include environmental 
noise. 

5.1. Constrained Model Space Adaptation 

Many acoustic adaptation procedures that were originally de-
veloped to compensate for speaker variability have been found 
to reduce the effects of environmental variability.   There are 
many regression based adaptation algorithms that compute 
transformations to HMM means and variances by maximizing 
the likelihood of adaptation utterances with respect to the trans-
formed HMM [12,19]. The techniques differ primarily in the 
form of the transformations. Constrained model space adapta-
tion (CMA) is an example of this class of algorithms that is 
thought to be particularly effective at reducing the effects of 
environmental noise.  CMA estimates a transformation {A,b} 
to an HMM, λ, with means and variances µ and Σ, 

TAAΣΣbAµµ =−=ˆ , 
in order to maximize the likelihood of the adaptation data, X, 
P(X|λ,A,b).  The term “constrained” refers to the fact that the 
same transformation is applied to both the model means and 
covariances.   An important implementational aspect of CMA is 
that this constrained model transformation is equivalent to trans-
forming the feature vectors, 

bAxx += ttˆ . 
Since the variances are transformed under CMA, it is generally 
considered to have an effect on compensating the HMM with 
respect to environmental variability as well as speaker variabil-
ity.   

5.2. Cummulative Density Function Normalization 

Many feature space normalization procedures have been 
introduced to normalize average statistics of the Mel-frequency 
cepstrum coefficients (MFCC) so that test utterances more 
closely match the average statistics of the training data.   Cep-
strum mean normalization (CMN) and variance normalization 

(CVN) have been used to make ASR more robust with respect 
to channel and noise effects. More recently, various approaches 
to normalizing the cumulative density function (CDF) have 
been applied   to mapping features to a standard normal distri-
bution. 

There have been several techniques proposed for trans-
forming feature vectors to normalize their CDF over a limited 
time interval [8,18,30]. The scheme used by Pelecanos for ap-
plication to speaker verification is the easiest to apply [30].  
The levels of each component of the MFCC feature vector are 
mapped independently over a sliding window of length T.   For 
each component, the frames in the window are sorted in ascend-
ing order and the rank, r, of the central frame in the window is 
obtained.  If the central frame has rank r, then its CDF value is 
computed as  

( ) Tr /2/1−=Φ . 
The mapped value, x̂ , should then satisfy  

∫=Φ
∞−

x
dzzf

ˆ
)( , 

where )(zf  is the standard normal distribution and x̂ can be 
obtained through table look-up. 
 

5.3. Implementation issues 

There are many implementation issues associated with both 
adaptation and normalization algorithms.  For example the pa-
rameters of the CMA transformation described in Section 5.1 
can be estimated with varying amounts of acoustic data.  The 
parameter estimates can also be obtained using supervised or 
unsupervised scenarios.  The performance of mean, variance, 
and CDF normalization algorithms can also depend on the 
amount of acoustic data used for estimating the associated sta-
tistic.   It is generally true that adaptation algorithms like CMA 
can have a potentially larger impact on performance when there 
is sufficient adaptation data for obtaining statistically reliable 
parameter estimates.    
This is illustrated by the curves shown in Figure 4 which plot 
WER for a 3000 word name recognition task where users inter-
acted with a wireless mobile handheld device using a device-
mounted far field microphone [34]. The figure displays two 
curves plotting the WER for normalization algorithms and 
combined normalization and CMA versus the number of sec-
onds of adaptation data used for both methods.  It is clear that 
the normalization algorithms show an immediate reduction in 
WER with only 1.5 seconds of data for estimating the normali-
zation statistics.  The unsupervised implementation of the CMA 
procedure has no effect on WER until approximately 15 sec-
onds of adaptation speech is available. 

6. Discussion 
The importance of developing and evaluating robust ASR 

algorithms in realistic scenarios was emphasized in Section 2.  
However, most of the techniques in Section 3 and 4 were de-
veloped using simulated noise conditions where various noise 
types were combined with speech recorded in quiet environ-
ments.  Section 2 also described speech corpora that have been 
collected to describe several important noisy task domains. 
However, it is still true that progress in developing robust ASR 
systems is still limited by the lack of commonly available 



speech corpora that can be used by multiple laboratories for 
evaluating robust algorithms.   
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Figure 4: Unsupervised normalization and adaptation proce-
dures applied using varying amounts of adaptation data col-
lected over a far field microphone on a 3000 word name recog-
nition task.  
 

There are well documented difficulties associated with 
simulating noise corrupted speech databases.  First, differences 
in vocal effort between clean and noisy environments are not 
well represented.  Second, the noise corruption models that are 
used in these simulations are generally over-simplified.  Fi-
nally, there are many studies that have found that results ob-
tained from simulated conditions did not predict performance 
obtained in real environments.   

It is also important to at least mention techniques for im-
proving signal quality or reducing the impact of variability that 
have been developed independent from the acoustic modeling 
performed in ASR.  An important example is the general area 
of transducer design.  There is a large amount of research and 
commercial activity associated with the design of noise cancel-
ing microphones and adaptive array microphones. There are 
also many examples of un-conventional transducers being de-
signed and evaluated in the context of ASR.  For example, mi-
crophone arrays have been designed using beam-forming algo-
rithms that optimize ASR likelihood [36]. Low power radar 
transducers have been designed and used as glottal electro-
magnetic sensors (GEMS) [10].  These have been used to re-
construct the glottal signal and provide more robust estimates of 
the vocal tract transfer function in noise.    

 Another example of a class of techniques for reducing the 
impact of environmental variability is invariant acoustic feature 
representations.  Feature space invariance implies the ability of 
an acoustic feature extraction technique to be insensitive to 
environmental and channel variability while still providing an 
accurate representation of the underlying speech signal. Invari-
ant representations include those that have been developed by 
exploiting invariant properties observed in human speech per-
ception [26]. Representations that are designed to be insensitive 
to both environment and speaker variability have also been 
investigated by using techniques that are based on the articula-
tory dynamics of the speech production system [38]. 

7. Conclusions 
It is interesting to note the fact that such good performance 

has been obtained by adaptation and normalization procedures 
for noisy task domains.  This is especially interesting given that 

the actual parameterizations of the models for these procedures 
have more to do with improving statistical robustness than with 
representing any structural aspect of speech perception or envi-
ronmental sources.  Techniques that depend on identifying reli-
able acoustic information, like missing data and multi-band 
techniques, showed the potential for remarkable performance in 
noise.  However, this potential will not be realized until effec-
tive techniques for identifying reliable information can be de-
veloped.  Similarly, model based techniques, including parallel 
model combination and some feature space compensation tech-
niques, have also demonstrated potential in very restricted sce-
narios.   Here again, it appears that better means for describing 
acoustic background characteristics and for estimating back-
ground model parameters are necessary for their successful 
application in more general domains. 

The research community in robust ASR has begun to ad-
dress these issues.   Some, but not all, of this work was men-
tioned in this paper.  Furthermore, there have been many ag-
gressive efforts to develop speech databases that are needed for 
characterizing the many environmentally challenging task do-
mains that are of interest.   Some of these efforts were briefly 
described in Section 2 of this paper.   It is also likely that new 
scenarios for applying environmental robustness techniques in 
selected application domains might further increase the impact 
of these techniques on ASR performance.  An example of this 
sort of scenario involving continual unsupervised reconfigura-
tion of robust algorithms in mobile ASR domains was given in 
Section 2.   This development of these new algorithms in the 
context of realistic application domains should dramatically 
increase the rate of technology improvement in robust ASR 
applications. 
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