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ABSTRACT
Concatenative speech synthesis is increasing in popularity, as it
offers higher quality output than previous formant synthesisers.
However, it is based on recorded speech units, concatenative
synthesis offers a lesser degree of parametric control during re-
synthesis. Consequently, adding pragmatic effects such as
different speaking styles and emotions at the synthesis stage is
fundamentally more difficult than with formant synthesis.

This paper describes the results of a preliminary attempt to add
emotion to concatenative synthetic speech (using BT's Laureate
synthesiser), initially using techniques already applied
successfully to formant synthesis. A new intonation contour
(including both pitch and duration changes) was applied to the
concatenated segments during production of the final audible
utterance, and some of the available synthesis parameters were
systematically modified to increase the affective content. The
output digital speech samples were then subject to further
manipulation with a waveform editing package, to produce the
final output utterance. The results of this process were a small
number of manually-produced utterances, but which illustrated
that affective manipulations were possible on this type of
synthesiser.

Further work has produced rule-based implementations which
allow automatic production of emotional utterances.
Development of these systems will be described, and some
initial results from listener studies will be presented.

1. INTRODUCTION

1.1. Context
Concatenative synthesis is now the dominant technology in
commercial text-to-speech systems, because the voice quality is
more realistic than the more mechanical speech of earlier
formant synthesis-based systems. However, as concatenative
systems use pre-recorded speech units (rather than generating
the speech entirely by rule from parameters) they offer far less
flexibility in control over the output voice. Consequently,
addition of pragmatic effects including emotion and speaking
style is fundamentally more difficult with concatenative
synthesis.

The work reported here used the BT Laureate system [1] as the
concatenative synthesiser. This uses concatenates pre-recorded
speech segments (mostly triphones and diphones) using
techniques similar to PSOLA (Pitch Synchronous OverLap and
Add) described in [2]. A new intonation contour (including both
pitch and duration changes) can be applied to the concatenated
segments during production of the final audible utterance. The
system operates in a similar fashion to other TTS systems,

finally outputting the synthesised speech (or saving it to a file of
digital samples (in WAV or alternate format)).

1.2. Previous work
Successful prototype systems such as [3], [4], [5] and [6], have
shown that generation of some affective output from formant
synthesisers is possible. It was thus a logical step to attempt to
add affect into concatenative speech systems, and the strategy
adopted was as follows:

• use techniques previously applied to formant
synthesis to manually develop some preliminary
utterances using concatenative synthesis

• add some level of automation to the synthesis
process

• perform some listener evaluation of the resulting
speech

Resynthesised speech has been used previously in emotion
research, but this has tended to be for manipulation of speech
recordings rather than for development of emotive speech
synthesis. Some initial work on generating emotive speech with
Laureate used pitch contours were copied from recordings of
human emotional speech and applied to the Laureate speech.
Results [7] showed that the synthesised emotions were much
less recognisable than the emotions in the original human
speech, and commented on other aspects of emotion related to
Laureate.

2. CHANGING THE SPEECH ENGINE
Four emotions (anger, happiness, sadness and fear) were
selected for implementation in the first stage of development.
These were chosen as they utilise different changes in vocal
parameters; anger and happiness show increased activity in the
pitch contour (both in level and variation), anger also showing
noticeable voice quality changes, sadness shows decreased
activity in the pitch contour (both in level and variation), and
fear shows little change in the pitch contour (other than level)
being more dependent on voice quality changes.

The initial transition phase when migrating to the new synthesis
engine aimed to manually produce a small number of sample
emotional utterances for the selected emotions. These would be
based on existing knowledge and new constraints imposed by
the concatenative synthesiser.

As the Laureate speech is created from a database of
concatenated recorded speech units, it might be possible to
create some new units specifically for emotion expression. The
process of recording new units and making them available to
Laureate would be an involved one, although the recording
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segmentation can be performed largely automatically. However,
it is not practical to create whole new databases for each
emotion required, and it seems very unlikely that having an
expanded segment inventory to take account of multiple
emotions would be worth the effort of specifying and creating it.

2.1. Standard Parameters
Preceding work on the HAMLET formant synthesis system [3]
had used a commercial DECtalk synthesiser. As well as pure
text-to-speech capability, this device also offered medium level
parametric control over the voice quality (28 variables) and
utterance phonemes (selection of each phoneme, plus its
duration and pitch could be specified individually), and the
HAMLET system utilised control at this level. Although based
on a fundamentally different speech engine technology and
offering a smaller range of parameters, Laureate did include a
number of control parameters which had similar function to
those in DECtalk.

In HAMLET, the pitch contour was controlled by specifying
individual values for each phoneme, but Laureate used global
parameters for the overall contour set up in a configuration file
read during initialisation of the synthesiser (see Figure 1). In
normal TTS mode, these parameters are rarely used, but some
initial experimentation was undertaken to investigate their
efficacy for emotion implementation. Parameters allowed the
overall speech rate to be changed, and overall level of the pitch
contour to be modified; by making large changes (>6
semitones), some secondary voice quality changes were noted in
the speech.

Figure 1: Laureate global pitch parameters

By heuristic testing, optimal values for the Laureate contour
parameters were derived for the test emotions, and initial
utterance waveform files recorded. The main changes
implemented were as follows:

• Anger has a raised pitch contour and pitch
range. Ref and Ceiling have been made
artificially high followed by downward
correction by Pitch to introduce some
“laryngealisation”. Speech rate is increased.

• Happiness also has a raised pitch contour. This
is further raised using Pitch to give a high-
pitched exciting-sounding voice, though this is

restrained to avoid sounding “squeaky”. Speech
rate is slightly increased.

• Sadness has a lowered pitch contour, further
lowered using Pitch again to give a bit of
“laryngealisation” in the voice. Speech rate is
slowed down, though not by too much.

• Fear is similar to happiness, with an even more
raised pitch contour verging on “squeaky” to
give a “panicky” voice. Speech rate is very
much increased.

The post-processing effects implemented have added a number
of useful affective features to the speech, although some were
clearly more affective than others. Sadness and fear both benefit
substantially from the post-processing, and both are reasonably
convincing. There is a perceptible change in the voice quality of
anger, and a reasonable affect results. Happiness is the least
satisfactory, with the main perception being a raised pitch
overall.

2.2. Post-processing
Using a waveform editing package (GoldWave), manual
manipulations were then carried out on these waveform files.
Typical features implemented were:

• gain control: the amplitude could be varied,
either over the whole utterance, or over
particular sounds; this simulated intensity
changes

• equalisation: bass and treble frequencies were
filtered or boosted; this simulated changes in
smoothness and richness

• silence: periods of silence could be removed (to
reduce utterance duration) or inserted (to
simulate pauses)

• vibrato and tremolo: rapid pitch variations
(vibrato) and rapid amplitude variations
(tremolo) could be added using preset or user-
defined effects functions in GoldWave

• breath noise: recorded (real) breath noise was
mixed in to simulate breathy voice quality, but
this was not successful

2.3. Phoneme-level changes in Laureate
A custom version of Laureate was produced for the project; this
version incorporated much of the phoneme-level of control
offered by DECtalk. The ability to insert and delete phonemes
(including silences) and to specify individual pitch and duration
values for each phoneme were included.

To process the required data, Laureate was modified to accept
phoneme data in the form of a table stored as a text file. Each
line of the text file stored a SAMPA phoneme, its duration (in
ms), the point at which the target pitch was to be reached (as a
% of the phoneme length), and the target pitch in Hz. This



utterance specification file format is similar to that used by the
MBROLA synthesiser [8], and the same file extension (.PHO)
was adopted for the Laureate files - an example of this format is
shown in Figure 2.

#: 50 10 148
j 149 10 148
u 148 10 173
h 20 10 157
{ 20 10 157
v 43 10 155
A 79 10 182

Figure 2: Example PHO file

After processing the PHO file to produce a new sample file,
post-processing could be applied to generate an improved
sample file.

The overall experimentation technique adopted was to
characterise the emotional changes made by HAMLET, and
then implement similar changes in the default Laureate
phoneme values, and manually store these in a PHO file.
Laureate was then used to process the PHO files, and waveform
files of the output speech were stored (in WAV format). These
were then subject to manual waveform editing, thus producing
final versions of the phrases. In all, this process was performed
ten times - two sample phrases ("You have asked me that
question so many times" and "The telephone has not rung at all
today") each spoken with the five target emotions (neutral,
anger, happiness, sadness and fear).

The final WAV files produced appear to be affective, and do
(subjectively) sound recognisably like the emotions which they
are intended to portray, and were clearly differentiable. The
affective content of the demonstration utterances was estimated
to be of a similar order of emotional realism as the emotions
produced by the HAMLET system, although no formal
evaluation was carried out at this stage.

A more detailed description of this initial stage of the project is
given in [9].

3. AUTOMATED PRODUCTION
Having shown that some level of affective output was possible
from the concatenative synthesiser, it was felt highly desirable
to automate the synthesis procedure as far as possible; the
sample utterances produced with Laureate had been produced
largely by manual means, and had each taken several hours
work. The HAMLET system is 100% rule-driven, accepting as
input the text to be spoken and an emotion to emulate, and the
aim of was to emulate this with the Laureate speech.

The system was thus further developed to perform an automatic
implementation of sections of the process as follows:

• modifying by rule the global parameter changes
via the configuration file, followed by
reinitialisation of Laureate to generate a default
(affectively neutral) PHO file for the target
utterance

• modifying by rule the default PHO file, in order
to implement phoneme level changes in pitch
and duration (as well as substitution of
phonemes where appropriate), followed by
reprocessing of the new PHO file by Laureate to
produce a waveform file of the target utterance

• rule-driven post-processing to apply waveform
editing functions to the waveform file,
producing the final utterance waveform

To date, only the first of these has been implemented by rule for
automatic processing in the  SWEETtalker [10] and LAERTES
[11] systems. LAERTES (Language And Evaluation Research
Tool for Emotional Speech, see Figure 3) allows the user to
enter text and select an emotion. The configuration file is then
modified, and Laureate processes the text to produce a PHO file
(and also a default waveform file if required) which is displayed
by LAERTES.

Figure 3: LAERTES screen

Further development of the system would implement rule-based
changes to the PHO file, and re-execute the synthesiser to
produce the final utterance. The user would also have the option
to manually edit the phonemes and parameters within the
LAERTES window.

4. EVALUATION AND COMPARISON
A brief pilot listening experiment was conducted to evaluate the
performance of the prototype version of LAERTES, and to
compare it with the original HAMLET system and the hand-
edited Laureate phrases.

The two phrases used to produce the ten test utterances in the
initial Laureate project (see above) were used to produce a
further ten test utterances via both HAMLET (using DECtalk
with pitch, duration and voice quality control) and LAERTES



(using Laureate with gross pitch and speech rate control only).
These thirty test phrases were then played (once each, in a
randomised order) to a small number of subjects (six computing
students) who were each asked to select the emotion that they
perceived in the speech, and how well it was portrayed (on a 5-
point scale). The list of emotion choices presented offered 15
emotions, including the targets plus a series of distracters and
"other". For each synthesiser, the "as expected" recognition
level that could be expected by chance over the six subjects was
thus 4 utterances (6.67% x 60 utterances) as expected.

Results from the pilot experiment are shown in Figure 4.

Figure 4: Utterances recognised "as expected" for the three
synthesis conditions tested; chance recognition level is 4

Figure 4 shows that all three synthesisers perform notably better
than would be expected by chance. Remarkably, the vocal
emotion in the hand-edited speech is recognised as expected
more often than either the HAMLET or LAERTES speech. The
LAERTES speech is recognised as expected about as often as
the HAMLET speech - this is surprising, as LAERTES is only
making gross voice changes at this stage, whereas HAMLET is
implementing finer control over individual phoneme
parameters, as well as voice quality changes. These results
suggest that vocal emotion can be implemented successfully in
concatenated speech, and possibly to a more realistic degree
than in formant-based speech; however, further more detailed
experiments will have to be conducted to verify this initial
conclusion.

Table 1 shows the subjects' rating of how well their selected
emotion was portrayed; average rating was 3.1 (from the scale
of 1(very poor) to 5 (very well)).

SYNTHESISER AVERAGE RATING
LAERTES 3.1
HAMLET 2.9

Hand-edited Laureate 3.3
Overall 3.1

Table 1: Emotion rating for the three synthesiser conditions

This indicates that only average portrayal of the vocal emotions
was perceived. Utterances from HAMLET scored slightly lower
than average while the hand edited Laureate utterances scored
slightly higher.

The experiment also confirmed previous results that synthetic
speech sounds depressing by default, with "sadness" and
"worry" being the most-selected vocal emotions ("sadness"
scoring even more than "neutral").

5. CONCLUSION
The different methods of implementation and control between
formant and concatenative synthesis suggest that pragmatic
effects such as emotion could be more easily added to formant
synthesis systems. However, the work reported in this paper has
shown that it is possible to produce affective speech with a
concatenative synthesiser also. Further, the results of a pilot
listening experiment suggest that the emotion effects
implemented are at least as good as those implemented using a
formant-based system. Best results have been obtained from
concatenative speech subject to manual post-processing, and
work is continuing to implement this post-processing as part of
a fully rule-driven automated process.
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