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ABSTRACT 

This paper analyzes different ways of introducing the pitch 

frequency and a voicing parameter into speaker-independent 

speech recognition systems in order to check if their usefulness 

depends on the way they are modeled. Speech recognition 

performance evaluations were carried out on three speaker-

independent speech recognition tasks. Modeling pitch and voicing 

features independently of the MFCC-based acoustic features 

through discrete or Gaussian densities slightly improves results on 

the three studied tasks. On the contrary directly introducing pitch 

and/or voicing features into the acoustic vector leads to significant 

recognition improvements on the isolated word recognition tasks, 

but does not bring any improvement on the continuous speech 

recognition task. Those results could be explained by the fact that 

the improvement brought when introducing pitch directly into the 

acoustic vector is related to certain dependence between the pitch 

frequency and the acoustic parameters. This dependency is much 

more important in the case of the isolated word recognition tasks 

than in the case of the continuous speech recognition task, in 

which prosody can lead to pitch changes depending on the 

prosodic context.    

 

1. INTRODUCTION 

Speech signal conveys two kinds of information: vocal tract 

information and glottis wave information. Most of the speech 

recognition systems only rely on acoustic parameters such as the 

Mel Frequency Cepstral Coefficients (MFCCs) which represent the 

vocal tract information. Features representing the glottis wave are 

usually not taken into account, mainly because they are considered 

as being too dependent on the speaker to be used in speaker-

independent speech recognition systems.  However the use of the 

pitch parameter is essential when dealing with tonal languages in 

which tone is used for lexical distinction, and was also introduced 

for improving endpoint detection in adverse conditions [1]. 

Nevertheless one could think that parameters like pitch 

frequency or voicing feature could be useful in the speech 

recognition process, for example to improve the discrimination 

between voiced and unvoiced sounds. Actually several experiments 

have already been carried out to try to take advantage of those 

features in speech recognition framework. From the literature, two 

ways have been explored. The first one consists in directly 

introducing pitch and/or voicing parameters into the acoustic 

vector. In [2] the pitch was introduced in the feature vector of an 

HMM (Hidden Markov Models) based system, and led to a small 

improvement for Mandarin speech recognition, moreover, it was 

shown that the temporal derivative was more useful than the static 

value. In the same way, in [3] only a slight improvement was 

reached in a continuous speech recognition framework where a 

linear discriminant analysis based treatment was applied to the 

acoustic vector to take advantage of the information brought by the 

pitch. On the contrary, in previous work we showed that pitch and 

voicing features brought significant improvements on speaker 

independent isolated words recognition tasks when 8 Gaussian 

functions per mixture density were used [4]. The second way of 

making use of the pitch information consists in taking into account 

the correlation existing between acoustic feature modeling and the 

pitch values. In [5] and [6], this led to a small improvement, 

whereas the direct introduction of the pitch parameter in the feature 

vector degraded performances, but single mixture densities were 

used in the reported experiments.  The correlation between 

acoustic parameters and pitch values can be modeled through a 

multiple regression approach as in [6], or handled through the 

covariance matrix of the Gaussian densities as in [7] where a small 

performance improvement was achieved thanks to the introduction 

of the pitch temporal derivative. A larger improvement was 

obtained in [8] when the pitch was added to the acoustic parameter 

set in a hybrid HMM/ANN (Artificial Neural Networks) approach. 

The dependence of the acoustic vectors on the HMM state and on 

the pitch value can also be formulated in a Dynamic Bayesian 

Network formalism as in [9].  

This paper analyzes different ways of introducing the pitch 

frequency and a voicing parameter in order to check if their 

usefulness depends on the way they are modeled. In the first 

approach, pitch and voicing features are directly introduced into 

the acoustic vector as in [4]. The second approach investigates an 

independent modeling of the pitch (or voicing) feature with respect 

to the MFCC based acoustic features. Speech recognition 

performances evaluations were carried out on three speaker-

independent speech recognition tasks involving very different 

vocabulary sizes and environments, using speech data collected 

from field experiments. 

The paper is organized as follows. The pitch and voicing 

auxiliary parameters are presented in section 2. Section 3 describes 

the experimental setup. The different ways of introducing those 

features in speech recognition systems are presented in section 4. 

The direct introduction of pitch and voicing parameters in the 

acoustic vector is discussed in section 5. Independent modeling of 

pitch and voicing parameters is discussed in section 6. Finally 

conclusions are drawn in section 7. 

2. AUXILIARY PARAMETERS 

In this paper, only the pitch frequency and voicing parameters 

are considered.  Pitch and voicing parameters are calculated with 
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the ETSI ES 202 212 extended advanced front-end (XAFE) 

designed for providing a noise robust front-end for distributed 

speech recognition systems [10, 11], and the pitch parameter was 

introduced for handling tonal languages and for making possible 

speech reconstruction when needed. 

In the reported experiments, the pitch is represented by the 

value of the fundamental frequency in voiced signal portions. For 

unvoiced frames, its value was set to zero. The voicing parameter, 

as delivered by the ETSI XAFE algorithm, can take 4 different 

values depending on the nature of the input signal: 0 for non 

speech signal, 1 for unvoiced speech, 2 for mixed-voiced speech, 

and 3 for fully-voiced speech. 

3. EXPERIMENTAL SETUP 

3.1 Data bases 

Experiments were carried out on three different tasks. Two of 

them, which are named Menu and City Name in the following, 

involve speaker-independent recognition of French isolated words. 

The Menu task is used in a GSM vocal command framework and is 

based on a small vocabulary of 25 command words. The City 

Name task is used in a PSTN directory assistance framework and is 

based on a large vocabulary size: about 40,000 words [12] which 

correspond to the 36,000 French city-names, plus their 

denomination variants. The third one, named Plan Resto, is a 

continuous speech recognition task used with the spoken dialog 

system described in [13] for a tourism telephone service. This task 

is based on a vocabulary of 2200 words [14]. 

The test corpus of the Menu task is composed of 5260 correct 

utterances, that is utterances corresponding to vocabulary words, 

and 58899 tokens to be rejected (noise tokens and out of 

vocabulary words). The huge number of data to be rejected 

compared to the number of correct utterances is due to the fact that 

the Menu task is used in a GSM environment that is to say in noisy 

conditions, leading the recognizer to handle many out of 

vocabulary data. The test corpus of the City Name task is 

composed of 10571 correct utterances and 1635 data to be 

rejected. The test corpus of the Plan Resto task consists of 1803 

utterances corresponding to 7607 words and the language model is 

a bi-gram model. The speech data was also collected from field 

experiments and thus corresponds to spontaneous speech.  

 Moreover, extra field corpora for each task have been used to 

adapt the acoustic model parameters. For the Menu task the 

adaptation corpus is composed of 3485 correct utterances and 4747 

data to be rejected. For the City Name task, it is composed of 

61912 correct utterances, and for the Plan Resto task the 

adaptation corpus consists of 8901 utterances. 

3.2 Modeling 

The speech recognizer used is based on a contextual modeling 

of the phonemes. It is HMM based and output probability densities 

are defined by mixture of 8 Gaussian functions. A garbage model 

is used to reject out-of-vocabulary data. 

As indicated above, the acoustic analysis is carried out with 

the front-end algorithm ETSI ES 202 212, and the baseline 

acoustic vectors are composed of 33 coefficients: 10 MFCCs and 

the Log Energy, plus their first and second order temporal 

derivatives. 

In the following, recognition performances are given in term 

of word accuracy. Besides, for the Menu task performances are 

given for a false rejection rate of 10%, in order to better compare 

the different pitch and voicing modeling for a given operating 

point. 

4. AUXILIARY PARAMETERS MODELING 

In speech recognition systems, Hidden Markov Models use an 

estimation of the emission probability of the acoustic observation, 

xt being emitted on a state sn : 

             )( nt sxp                     (1) 

If pitch and/or voicing are also used, the emission probability that 

must be computed becomes: 

            ),( ntt syxp                                   (2) 

Where yt stands for pitch and/or voicing parameters.                                 

If pitch and/or voicing are considered in the same way as the 

other acoustic parameters, Eq. (2) can be expressed as:   

                               )(),( nttntt syxpsyxp ⊕=                         (3) 

where ⊕ means that yt and xt belong to the same vector.  

On the other hand if we develop Eq. (2) through the Bayes 

rule, we get:  

                    )(),(),( ntnttntt sypsyxpsyxp =               (4) 

If we assume that acoustic features are independent of pitch 

and/or voicing parameters, Eq. (4) becomes:                           

                         )()(),( ntntntt sypsxpsyxp =                     (5) 

However, if we choose to model pitch and/or voicing through 

discrete densities, it is necessary to introduce a fudge factor, γ, 

because of the difference of nature of the two densities (Gaussian 

density for xt and discrete density for yt) :  

                           
γ

)()(),( ntntntt sypsxpsyxp =                  (6)                          

5. PITCH AND VOICING IN ACOUSTIC VECTOR 

In the first approach pitch and voicing parameters were introduced 

directly into the acoustic vector. The considered emission 

probability was as defined in Eq. (3), the covariance matrix being 

still diagonal. Three different models were studied for each task, 

corresponding to various sets of features; and compared to the 

Baseline modeling (i.e. MFCCs features only):   

Q Baseline + pitch value (B + P) 

Q Baseline + voicing indicator (B + V) 

Q Baseline + pitch value + voicing indicator (B + P + V) 

From Figures 1 and 2, it clearly appears that introducing pitch 

and/or voicing parameters improved recognition performance 

obtained on the Menu and City Name tasks; in all cases word 

accuracy was higher than the one obtained with baseline modeling. 

It must also be noticed that pitch and voicing parameters brought 

similar improvement and that their combination gave better results 

than when using only one of those features. For the Menu task this 

improvement corresponds to a significant reduction of the false 

alarm rate since, for example, a 13% reduction of the false alarm 

rate was achieved when using the pitch value only and a 28% 

reduction was achieved when using pitch and voicing together. 

However for the City Name task, the better performance obtained 
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Figure 1: Recognition performance for the Menu task  
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Figure 2: Recognition performance for the City Name task 
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Figure 3: Recognition performance for the Plan Resto task

 

 

 

 

 

 

 



when directly introducing pith and/or voicing in the acoustic vector 

mainly corresponds to a reduction of the substitution rate. For 

example using pitch frequency and voicing together led to a 9% 

reduction of the substitution rate on that task. 

On the contrary, Figure 3 shows that no improvement was 

obtained on the Plan Resto task. Word accuracy was even lowered 

when combining pitch and voicing features into the acoustic 

vector. 

For what concerns the impact of pitch derivatives, we showed 

in [4] that using those features did not bring any further 

improvement compared to the use of the raw pitch value alone. 

That is why we chose to not take them into account here. 

6. INDEPENDENT MODELING OF PITCH AND VOICING 

In this second approach, pitch and voicing were modeled 

independently of the MFCC-based acoustic features in two ways. 

In a first set of experiments, pitch and voicing were modeled with 

discrete probabilities. Then, as it is a continuous feature, pitch 

frequency was modeled by one or several Gaussian functions in a 

second set of experiments. 

6.1 Discrete modeling for pitch and voicing  

Discrete modeling of the voicing indicator seems quite obvious 

since in our experiments this feature is discrete and can only take 

four different values depending on the nature of the input signal. 

To model the pitch frequency, which is a continuous feature, in a 

discrete way, the interval [0-500Hz] was divided into 6 or 10 sub-

intervals so as to study the role played by the quantization step. In 

all cases the emission probability corresponds to the one defined in 

Eq. (6). 

For the Menu and City Name tasks results were slightly better 

than those obtained with the baseline models (Figures 1 and 2). 

Nevertheless improvements were less important than when 

introducing pitch and voicing parameters directly in the acoustic 

vector. On the contrary, for the Plan Resto task, discrete modeling 

of pitch and voicing brought better results than when introducing 

them into the acoustic vector, and improved performances 

compared to the baseline model.  

6.2 Gaussian modeling for pitch  

In the second set of experiments, pitch was modeled through 

mixture of Gaussian densities. The emission probability computed 

corresponded to the one defined in Eq. (5). The influence of the 

number of Gaussian functions per density used to model the pitch 

frequency was also analyzed: pitch parameter was modeled by 1, 2 

4 or 8 Gaussian functions.  

For the Menu and City Name tasks, such a modeling did not 

bring any significant difference compared to the baseline model 

(Figures 1 and 2). For the Plan Resto task, Figure 2 clearly shows 

that performances were slightly improved when using 1 or 2 

Gaussian functions only per density for pitch modeling. 

6.3 Discussion 

For the Menu and City Name tasks, it clearly appears that the 

independent modeling of the pitch and voicing parameters with 

respect to the MFCC-based acoustic features does not improve 

performances with respect to introduce them in the acoustic vector.  

One can first wonder if this can be explained by a non 

consistent estimation of the discrete probabilities and of the 

Gaussian parameters. In order to answer this question the same 

experiments were carried out with pitch and voicing densities 

estimated on the test data. The results were quite similar to those 

obtained with densities estimated on training data. That shows that 

there was not any problem of density estimation in the experiments 

carried out earlier.  

Table 1 below shows the LogE, MFCCs and pitch correlation 

matrix for the phoneme ε~  calculated on the training data of the 

Menu task. The correlation of pitch with MFFCCs coefficients are 

presented in the last column and in the last row. Correlation values 

greater than 0.20 are presented in bold fonts. One can see that for 

several MFCCs (C5 and C8 for example), the correlation with the 

pitch is much more important than with the other cepstral 

coefficients. Such correlation is not taken into account when pitch 

and voicing are modeled independently of the acoustic features 

whereas using pitch and/or voicing in the acoustic vector takes into 

account certain dependence between those features and the MFCC-

based acoustic parameters. 

LogE C2 C3 C4 C5 C6 C7 C8 C9 C10 C11 Pitch

Log E 1.00  0.51  0.30  0.61  -0.16  -0.20  0.01  0.04  -0.65  0.67  0.69  0.04

C2  0.51  1.00  0.18  0.24  -0.13  0.05  0.11  -0.27  -0.55  0.01  0.36  0.33

C3  0.30  0.18  1.00  0.09  -0.51  -0.08  -0.18  -0.24  -0.55  0.22  -0.01  0.41

C4  0.61  0.24  0.09  1.00  -0.24  -0.14  0.39  0.17  -0.31  0.52  0.44  -0.09

C5  -0.16  -0.13  -0.51  -0.24  1.00  -0.17  0.02  0.20  0.58  0.23  0.32  -0.78

C6  -0.20  0.05  -0.08  -0.14  -0.17  1.00  0.38  -0.57  0.10  -0.28  -0.39  0.46

C7  0.01  0.11  -0.18  0.39  0.02  0.38  1.00  -0.19  -0.12  0.16  0.08  0.06

C8  0.04  -0.27  -0.24  0.17  0.20  -0.57  -0.19  1.00  0.11  0.44  0.55  -0.65

C9  -0.65  -0.55  -0.55  -0.31  0.58  0.10  -0.12  0.11  1.00  -0.29  -0.33  -0.45

C10  0.67  0.01  0.22  0.52  0.23  -0.28  0.16  0.44  -0.29  1.00  0.81  -0.51

C11  0.69  0.36  -0.01  0.44  0.32  -0.39  0.08  0.55  -0.33  0.81  1.00  -0.48

Pitch 0.04 0.33 0.41 -0.09 -0.78 0.46 0.06 -0.65 -0.45 -0.51 -0.48 1.00  

Table 1: LogE, MFCCs and pitch correlation matrix calculated on 

Menu task training data - Phoneme ε~  

Table 2 below represents the correlation Matrix for the 

phoneme ε~  calculated on the training data of the Plan Resto task. 

One can observe that the number of correlation coefficients greater 

than 0.20 is less important than for the Menu task (only 3 values 

against 8 for the Menu task). That tends to show that the 

correlation between the pitch value and the acoustic parameters is 

less important on the Plan Resto task.  

 
LogE C2 C3 C4 C5 C6 C7 C8 C9 C10 C11 Pitch

LogE 1.00  -0.18  -0.29  -0.22  -0.27  -0.25  0.03  0.20  -0.12  -0.01  -0.07  0.23

C2  -0.18  1.00  0.15  -0.09  0.28  -0.01  -0.25  -0.11  0.30  -0.07  0.00  -0.05

C3  -0.29  0.15  1.00  0.35  -0.14  0.19  -0.09  -0.19  0.15  0.12  0.14  -0.13

C4  -0.22  -0.09  0.35  1.00  -0.18  0.05  0.21  -0.16  -0.05  0.10  0.27  0.01

C5  -0.27  0.28  -0.14  -0.18  1.00  0.09  -0.15  -0.03  0.22  -0.12  -0.10  -0.07

C6  -0.25  -0.01  0.19  0.05  0.09  1.00  -0.07  -0.19  0.10  0.11  -0.12  -0.10

C7  0.03  -0.25  -0.09  0.21  -0.15  -0.07  1.00  -0.01  -0.26  0.22  0.05  0.14

C8  0.20  -0.11  -0.19  -0.16  -0.03  -0.19  -0.01  1.00  -0.03  -0.06  0.20  -0.22

C9  -0.12  0.30  0.15  -0.05  0.22  0.10  -0.26  -0.03  1.00  -0.07  0.10  -0.39

C10  -0.01  -0.07  0.12  0.10  -0.12  0.11  0.22  -0.06  -0.07  1.00  0.02  0.01

C11  -0.07  0.00  0.14  0.27  -0.10  -0.12  0.05  0.20  0.10  0.02  1.00  -0.20

Pitch 0.23 -0.05 -0.13 0.01 -0.07 -0.10 0.14 -0.22 -0.39 0.01 -0.20 1.00  

Table 2: LogE, MFCCs and pitch correlation matrix calculated on 

Plan Resto task training data - Phoneme ε~  

In order to verify this hypothesis, correlation between the 

pitch value and the acoustic parameters were computed for all the 

phonemes that are common to the three tasks and correlation 

coefficients whose absolute value was greater than 0.2 were 

counted. Figure 4 below presents the results obtained on the 

vowels. One can clearly see that in almost all cases the number of 

correlation coefficients greater than 0.2 is larger in the case of the 

Menu and City Name tasks than in the Plan Resto task. That means 

that the correlation between the pitch frequency and the MFCCs is  
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Figure 4: Comparison of the number of large correlation values between the pitch frequency  

and the acoustic features for the Menu and Plan Resto tasks

much more important in the isolated word recognition framework. 

The less important correlation between pitch and MFCCs for the 

Plan Resto task may be explained by the fact that, in the 

continuous speech recognition framework, the prosody plays an 

important role, and may lead the pitch frequency to change 

depending on the prosodic context of the syllables 

So this difference between the two kinds of tasks may explain 

why performance are improved when introducing directly pitch 

and/or voicing into the acoustic vector for the Menu and City Name 

tasks whereas this method does not bring any improvement 

compared to the baseline model for the Plan Resto task 

7. CONCLUSIONS 

In this paper we analyzed different ways of introducing the pitch 

frequency and a voicing parameter into speaker-independent 

speech recognition systems in order to check if their usefulness 

depends on the way they are modeled. Two approaches were 

investigated. Modeling these features independently of the MFCC-

based acoustic features through discrete or Gaussian densities 

brought slightly better results on the three studied tasks. On the 

contrary directly introducing pitch and/or voicing features into the 

acoustic vector led to significant recognition improvements on the 

isolated words recognition tasks, Menu and City Name, but did not 

bring any improvement on the continuous speech recognition task, 

Plan Resto. Those results could be explained by the fact that the 

improvement brought when introducing pitch and voicing directly 

into the acoustic vector is related to certain dependence between 

the pitch frequency and the MFCC-based acoustic parameters. This 

dependence is much more important in the case of the Menu and 

City Name tasks, which are isolated word recognition tasks, than in 

the case of the Plan Resto task, a continuous speech recognition 

task in which prosody can lead to pitch changes depending on the 

prosodic context.   
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