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Abstract

This paper proposes a two-step solution for generating
natural prosody in TTS, in which no prosody prediction and
modification are needed. A large phonetically and
prosodically enriched speech corpus has been collected as the
unit pool for the synthesizer. A multi-tier non-uniform unit
selection scheme is developed to pick up the most suitable
segments for concatenation from the unit pool. Final
decisions for all units in the utterance to be synthesized are
made by minimizing the overall concatenative cost of the
whole utterance. Result from a subjective evaluation shows
that the average concatenative cost of a synthesized utterance
is highly correlated with its naturalness.

1. Introduction

Text-to-speech technology allows computerized systems to
communicate with users through synthesized speech. The
quality of these systems is typically measured from two
aspects, intelligibility and naturalness. Intelligibility is not a
big issue for most state of the art systems. However, there
are still significant gaps between synthesized speech and
human speech in naturalness. The sticking points in
naturalness are monotony in prosody and mechanical or
“buzzy” sound in speech.

Very natural speech can be produced simply by replaying a
recording of an entire sentence or paragraph. However, the
complexities of human languages and the limitations of
computer storage make it impossible to store every
conceivable sentence that may occur in a text. Because of
this, a concatenative approach, which combines pre-stored
small speech units such as phonemes, diphones, triphones, or
syllables to form a sentences or paragraph, is used to
generate speech from any text. One problem with such
concatenative systems is that prosody features such as pitch
and duration of a pre-stored speech unit are set by the
context in which it was spoken. If pre-stored samples are
simply retrieved without reference to their prosody features,
some of them will have the wrong pitch and/or duration for
the synthesized speech and this will result in unnatural
speech.

The conventional solution for prosody can be generalized as
a three-step approach. First, the text taken as input is
converted into a phonetic transcription annotated with high-
level prosodic descriptions such as the prosodic hierarchy,
stress, emphasis, and break, etc. Then, prosodic contours for
fundamental frequency, duration and amplitude are identified
from the high-level prosodic descriptions. To do this, a

prosody model is needed. Finally, units for concatenation are
selected from a pre-stored speech unit database. A pitch and
duration modification algorithm, such as PSOLA [1], is
applied to the selected units to guarantee that the prosodic
features of synthetic speech meet the predicted target values.

Prosody model is a very important component in the three-
step prosody solution. It describes the most likely pitch and
duration for each speech unit given some texts. A prosody
model can be a set of rules as in [2][3]. It can also be a
statistical model [4][5][6][7][8] or a neural network [9]
trained from a speech corpus. Many learning algorithms are
used to solve data sparsity problem in the training data so
that the prosody model can generate reasonable values for
any input unseen in the training data. However, there
remains an unsolved “diversity” problem. It is not an unusual
phenomenon that observations related with the same high-
level prosodic feature have pretty large variations in pitch
and duration. For example, in our study of duration over a
very large speech database, a 5-dimension feature vector is
used to describe a syllable and its context. There are 1000
possible distinct vectors in the vector space, each of which
represents a cell of syllables with the same contextual vector.
655 distinct cells appear in the speech database that we
studied. An interesting finding is that the inner-cell RMSE’s
of syllable durations in 263 cells are larger than 40ms. These
cells contain more than half of all the observations. Since no
learning algorithms can counteract these inner-cell errors, no
matter which learning model is chosen, the upper limitation
of RMSE for a duration model is around 40ms. If a better
feature vector is found, the inner-cell error can be decreased.
However, it is difficult. Human speech is an art that does not
always follow the same rules. There is a lot of flexibility in
prosody. If the same person speaks the same sentence from
time to time, many prosody variations can be heard. There is
a long way to go to fully understand how people use prosody
in speech. Since most current prosody models are trained
based on a small feature vector space, they can only model
very limited variations in prosody. The resulting prosody of
synthesized speech often sounds monotonous.

The prosody modification techniques in the third step cannot
produce completely satisfactory results either. In particular,
these modification techniques tend to produce mechanical or
“buzzy” sounding speech. Thus, it would be desirable to be
able to get a pre-stored unit that already has a good prosody
so that no modification is needed. However, because of
memory limitations, it is impossible to store all of the
possible prosodic contexts in which a speech unit may be
used. Instead, a limited set of samples must be selected for
storage. [10] and [11] present schemes to select a proper unit
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from multiple instances with varied spectral features to
achieve better smoothness between concatenated units. [12]
puts forward a unit selection method that takes variations of
both spectral and prosodic features into account to reduce
the extent of signal processing that is required to correct the
prosodic characteristics of selected instances. However, they
still claim that even the best selection do not in general
exactly match the desired utterance and further signal
processing will still be required to modify the selected units.
Unit selection schemes in [10][11][12] are applied on speech
databases with the size ranging from 10 minutes to 3 hours.

This paper presents a two-step solution for prosody. Its first
step is similar to that in the conventional three-step solution.
While, in the second step, the phonetic transcription
annotated with high-level prosodic description is directly
used to select the most suitable segments for the synthetic
utterance from a large speech corpus. No prosody model and
prosody modification algorithm is needed in our approach.
The new solution becomes valid when the following
conditions are met: 1. a high-level phonetic and prosodic
description that is good enough to represent the prosodic and
phonetic variations of basic units and is easily derived from
input text; 2. a phonetically and prosodically enriched speech
corpus; 3. a powerful unit selection scheme that can always
find the most suitable units.

For a concatenative speech synthesizer, there exist several
possible choices for basic synthesis unit, such as phonemes,
diphones, demisyllables, syllables, words or phrases. Both
smaller units and larger units have advantages and
disadvantages. On the one hand, it is not difficult to collect a
speech corpus that contains many prosodic and spectral
varieties of small units like phonemes. Yet, it is almost
impossible to cover many varieties of larger units such as
words or phrases in a feasible size. On the other hand, since
small units mean much more concatenation points, the
synthesized speech tends to suffer more distortions caused by
mismatches between concatenated units. Mandarin is a
syllabic language and it has regular CV structural syllables.
Very strong co-articulation can be found between phonemes
in the same syllable. Yet, co-articulations between phonemes
across syllable boundaries are weaker [13]. Tonal syllables
are chosen as the basic units in our TTS approach for
Mandarin. There are about 1600 tonal syllables, taking
neutral tone and tone sandhi into account.

2. Representing unit with contextual vector

To relate the possible variations of a speech unit with the
input text, a contextual vector is defined for each instance of
speech unit. In our case, tonal syllables are basic units for
synthesis. Variations of syllables caused by changes in both
phonetic context and prosodic context should be considered.
One more requirement for the contextual vector is that it
should be easy to be derived from the input text.

2.1. Phonetic context

For getting smooth formant transition between syllables, the
left neighboring phone and right neighboring phone of
current syllables are the most important factors that should
be considered. TheLeft Phonetic Context, are classified into

11 categories according to the last phoneme of finals and the
Right Phonetic Context, are classified into 26 categories
according to the manner of articulation of initials and the
immediately following phoneme. Table 1 and Table 2 list
these categories for left/right phonetic context.

Table 1: The 11 categories for left phonetic context

1 a, ia, ua 7 an, en, ian, in, uan,
uen(un), van, ven(vn)

2 ie, ve, ai, ei, uai,
uei(ui)

8 ang, eng, ong, iang,
ing, iong, uang, ueng

3 e 9 er

4 o, uo, ao, iao 10 v

5 i, (z)i, (zh)i, 11 Silence

6 u, ou, iou(iu)

Table 2: The 26 categories for right phonetic context

1 /b, p/ followed by
/i/ immediately

14 /n/ followed by any
finals

2 /b, p/ followed by
/u/ immediately

15 /l/ followed by /i/
immediately

3 /b, p/ followed by
other finals

16 /l/ followed by /u/
immediately

4 /d, t/ followed by
/i/ immediately

17 /l/ followed by /v/
immediately

5 /d, t/ followed by
/u/ immediately

18 /l/ followed by other
finals

6 /d, t/ followed by
other finals

19 /r, zh, ch, sh/ followed
by /i/ immediately

7 /g, k, h/ followed
by /u/ immediately

20 /r, zh, ch, sh/ followed
by /u/ immediately

8 /g, k, h/ followed
by other finales

21 /r, zh, ch, sh/ followed
by other finals

9 /z, c, s, j, q, x/,
followed by /i/
immediately

22 Syllables start with /yi/

10 /z, c, s, f/ followed
by /u/ immediately

23 Syllables start with
/wu/

11 /z, c, s, f/ followed
by other finals

24 Syllables start with /yu/

12 /j, q, x/ followed by
/v/ immediately

25 Other Null initial
syllables

13 /m/ followed by
any finals

26 Silence

2.2. Prosodic context

For getting a smooth prosody in synthesized speech, factors
that may cause changes in pitch, duration or amplitude of
syllables are listed as prosodic context. Since f0 contour of a
syllable is not only decided by its own tone, but also affected
the tone before and after it,Left ToneandRight Toneare two
important factors in the prosodic context. Besides these two
factors, the relative position of a syllable in its carrying



prosodic word1 and its carrying prosodic phrase are important
factors too. Though, stress/unstress property is a widely used
feature in Western languages, we don’t use it because
Chinese does not have fixed stress pattern in words. Though,
we believe that phrase/sentence prominence affects pitch and
duration of syllables, we have no way to derive it from text.
It is also very difficult to annotate phrase/sentence
prominence for a large speech corpus. Due to the previously
mentioned factors, phrase/sentence prominence is not
included in current prosodic context. Table 3 lists all
categories in the four factors in the prosodic context.

Table 3: Categories for 4 factors in prosodic context

Left Tone High ending (Tone1 and Tone2);

Low ending (Tone3, Tone4, Tone5)

Right Tone High starting (Tone1 and Tone4)

Low starting(Tone2, Tone3, Tone5)

Position in word Initial; Middle; Final; Mono

Position in
phrase

Initial; Middle; Final; Mono

2.3. Contextual distance

The phonetic context and prosodic context forms 6-
dimension feature vector that represents 18304 possible
phonetic and prosodic variations for each distinct tonal
syllable. Of course, not all of the 18304 possible variations
appear in real text.

For measuring the difference between two contextual vectors,
a contextual distance, denoted as cD , is defined by (1).

∑
=

=
I

i
icic DWD

1

(1)

where iD is the distance for theith coordinate in the vector.

Since all the coordinates in the contextual vector take
categorical values, a table is created for looking up distances
between two categories according to expert knowledge.I is
the dimension of contextual vector. In our case, 6=I . ciW is

the weight for normalization and could be hand-tuned with
subjective listening tests.

3. Obtaining a phonetically and prosodically
enriched speech corpus

Since there are too many possible variations for each distinct
tonal syllable, it is impossible to obtain a speech corpus that
covers all these variations. A survey of the probability of

1 Prosodic word is emphasized here because we want to
distinguish it from lexical word. Though, lexical word is the
basic unit for syntactic analysis, prosodic word should be the
basic unit in speech. More detail comparison between lexical
word and prosodic word can be found in [14].

occurrence for each distinctsyllable-dependent contextual
vector(syllable identity + its phonetic and prosodic context),
denoted as SDCV, is carried out over a very large text corpus
to find out how many distinct SDCV’s appear in real text.

3.1. Survey of the distinct SDCV over large text corpus

A text corpus of five years of People’s Daily, which contains
about 97 million Chinese characters, is used in the survey.
Each character in the corpus is first converted into a SDCV.
Totally 1521 distinct tonal syllables and 2.3M distinct
SDCV’s are found in the text corpus. After sorting all
occurring SDCV’s decreasingly with theirprobabilities of
occurrence, a chart for the number of top SDCV’s and the
cumulative probability of occurrence of these top SDCV’s is
drawn in Figure 1. When the cumulative probability of
occurrence is plotted on a linear scale, the number of
SDCV’s above the bar increases exponentially.
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Figure 1: Number of context vectors that are above different
threshold for cumulative probability of occurrence.

Table 4: The size of corpus selected by using three
different thresholds on the cumulative probability of

occurrence.

Threshold of
cumulative
probability

Number of vectors
to be covered

Size of selected
corpus in characters

50% 45605 177287

60% 61230 304307

70% 90391 420363

3.2. Size of selected corpus vs. coverage

The weighted greedy algorithm [15] is used to select a subset
corpus from the five-year People’s Daily corpus to cover all
SDCV’s above three different thresholds for the cumulative
probability, 50%, 60% and 70%. The reciprocal of the
probability of occurrence of each SDCV that should be
covered is used as the weight to minimize the size of the
selected corpus. The sizes of selected corpora in three
situations are listed in Table 4. Assuming that the normal rate
of speech is 4.5 characters per second, a text corpus with
177k characters is equivalent to about ten hours of pure



speech (excluding all silences). When the cumulative
probability increases from 50% to 60%, the size of selected
corpus increases by 71.6%. Collecting and annotating a large
speech corpus is a time consuming and expensive task.
Collecting a ten-hour speech corpus is tolerable for us to start
the TTS project, while recording seventeen hours of speech is
thought to be too much. So, we decided to use the 177k-
character corpus. In fact, the corpus covers many additional
vectors that we are not designed to cover. The total number of
vectors covered by the selected corpus is about 119,000,
which results in an overall accumulated frequency of 63.9%.
That is to say that we will have about 64% chance to get a
syllable from the speech corpus which has the exactly same
contextual vector as that required by synthetic speech. At the
remaining 36% of the time, a good unit selection algorithm is
needed for finding out a most suitable unit that has the most
similar contextual vector.

3.3. Speech collection and indexing

All 12016 sentences in the selected text corpus are recorded
in a professional studio by a professional speaker, who is
asked to read these sentences in “relaxed reading style”,
which is between “formal reading style” and “free talking
style”, at moderate speed. If there are hesitations or mistakes
in a sentence, the sentence will be read again until correct.
Pinyin transcriptions for all sentences are generated
automatically and potential errors are verified manually.
Syllable boundaries are labeled by force alignment tools in
HTK and are verified manually. Boundaries for prosodic
words and prosodic phrases are annotated by listening to the
sentences.

Automaticclassification and regression tree(CART) is used
to construct an indexing tree for each distinct syllable
automatically. CART is chosen for its ability to handle
missing data problem and its robustness to outliers and
mislabeled data samples. All instances for each distinct
syllable are represented by their contextual vectors. Only
simple questions about prosodic context are provided to the
CART. Composite-questions are constructed automatically
during the growing phase of a tree to avoid the over-
fragmented problem [16].

The splitting criterion for CART is to maximize the reduction
of Expected Squared Error, which is the expectation of the
weighted sum of the squared regression errors of prosodic
features. Three prosodic features are used in our case, which
are average f0, aF , dynamic range of f0, bF , and duration, cF ,

of a syllable. The ESE for nodet is given by (2):

)()( ccbbaa EWEWEWEtESE ++= (2)

where aE , bE and cE are squared error for aF , bF and cF

respectively, and they are defined by (3). aW , bW and cW

are weights for the three squared errors.

( ) cbajFRFE jjj ,,,
2

=−= (3)

where )( jFR is a regression value calculated from samples

X on node t.

A questionq is picked for splitting when it maximizes the
reduction of ESE defined as:

))()()()(()()()( rPrESElPlESEtPtESEtWESE +−=∆ (4)

wherel andr are leaves of nodet, and )(tP , )(lP and )(rP

are the percentages of data samples belonging to the three
nodes.

For each distinct tonal syllable, instances with significant
variations in prosody are classified into different leaf nodes of
its indexing tree. While many minor variations in prosody,
which may be caused by different phonetic context or any
other unknown factors, are still kept by instances on the same
leaf node. These minor differences generate subtle variations
in the prosody of synthetic speech, which are very helpful for
getting rid of the monotony in prosody.

4. Synthesis by directly concatenating

Once created, the speech database and its indexing decision
trees can be used to generate speech without prosody
prediction model and prosody feature adjustment. As
mentioned in Section 3, we will have about 64% chances to
pick up a syllable from the speech database, which has
exactly the same contextual vector as that required by the
text to be synthesized. In this situation, the selected unit
should have prosodic features, such as pitch and duration,
that meet the requirement of synthesized speech. Its formants
normally do not have large distances from the corresponding
formant of its left and right neighbors at the boundaries, if its
neighbors all have the exactly required context vectors.
However, at 36% of the times when no syllable with the
exactly required context vector is available in the speech
database, a good unit selection scheme is needed to pick up a
most suitable unit that would minimize the phonetic and
prosodic discontinuities between the selected unit and its
neighbors.

The indexing decision trees described in Section 3 are
designed to overcome the data sparsity problem in speech
database. Since these trees are grown by a criterion to
minimize the pitch and duration diversity on each leaf node,
all syllables on the same node normally have similar prosody.
However, they may have very different phonetic context. A
multi-tier non-uniform unit selection scheme is proposed to
find out a most suitable instance for a syllable with an
unseen contextual vector in the speech database. Figure 2 is
a flowchart for the unit selection scheme.

Before unit selection phase starts, an input sentence should
be converted into a list of syllable dependent contextual
vectors. To do this, a full TTS front-end is needed to perform
text normalization, grapheme-to-phoneme conversion,
prosody word and phrase location, etc. Because of the space
limitation, this paper will not present details about the front
end of the Mandarin TTS system. Only one point is
emphasized here. A preference test shows that using prosodic
word instead of lexical word as the basic unit for prosody
improves the naturalness of synthetic speech significantly.



The preference ratio for speech synthesized from manually
labeled prosodic word and that synthesized from lexical word
are 78% and 22% respectively. More details about the
difference between prosodic word and lexical word and the
preference test can be found in [14].

After obtaining the list of target contextual vectors, decisions
for a series of “best” syllable segments are made by a three-
tier approach.

Tier1: A proper leaf node is found for each target contextual
vector by traveling through the indexing tree with prosodic
contextual components. All instances on the selected leaves
for target contextual vectors form a lattice of units for next
tier selection.

Tier2: Contextual distances between each instances on a leaf
node and the target vector are calculated by equation (1). The
instances on the same leaf node are sorted increasingly bycD .

The unit selection phase could stop by selecting the instance
with the smallest cD . However, in order to minimize the

chance of mismatches between neighbored units at
concatenation points, a third step is required to find the
largest available segment from the source corpus. Only top N
candidates with the smallest cD are kept and they form a

pruned lattice of units for further selection.

Figure 2: Flowchart for multi-tier non-uniform unit
selection

For measuring the smoothness between two concatenated
segments, a smoothness cost, denoted asCs, is defined. In this
paper, if two concatenated units are contiguous segments in
the source speech corpus, 0 is assigned toCs. Otherwise, 1 is
assigned. Concatenative costfor a synthetic waveform,
denoted as cC , is then defined as the weighted sum of

contextual distance and smoothness cost for all units in the
synthesized utterance in (5):

∑∑
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where )(lDc is the contextual distance between contextual

vector of thelth unit in the synthetic waveform and its target
contextual vector. )(lCs is the smoothness cost for thelth

unit and l+1 th unit in the waveform. L is the number of
syllables in the synthesized utterance.

Tier3: With Viterbi searching, the best path is determined by
minimizing the concatenative cost of the whole utterance to
be synthesized. So, if a larger chunk, such as a word or a
phrase in a text string to be synthesized, exists in the source
speech corpus, and if the chunk has similar contextual
environment to that required by the synthetic utterance, the
segment of the whole chuck is to be selected.

Once obtaining the best path in the unit lattice, units on the
selected path are concatenated directly. Since no pitch or time
scaling, except for very limited smoothing at the concatenated
points, is performed on the selected units, no artificial effects
are added to the synthesized utterance. So, the synthesized
utterance sounds very similar to the original speaker and
preserves the original speaking style.
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Figure 3: Average concatenative cost vs. MOS
obtained by subjective evaluation.

5. Correlation between concatenative cost and
Mean Opinion Score

The unit selection scheme described in Section 4 is based on
the criterion of minimizing the concatenative cost of a
synthesized utterance. To find out the validity of the cost
function, a formal MOS evaluation is performed.

Prune lattice by
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instance and the target

Find a proper leaf
node for each syllable

in the sentence
Initial lattice of
unit candidates

Pruned lattice of
unit candidates

Search for a path with
minimum

concatenated cost

Concatenate selected
waveforms

List of selected
instances

Convert to a list of
SDCV’s

An input sentence

Synthetic speech



To make the concatenative cost comparable among
utterances containing different numbers of syllables, an
average concatenative cost is defined in (6)

cac C
L

C
1= (6)

where L is the number of syllables in a utterance.

400 synthesized utterances are carefully selected so that their
concatenative costs are quasi-uniformly scattered in a wide
range. These waveforms, together with some waveforms
generated from other TTS systems and waveforms uttered by
a professional announcer, are randomly played to 30 subjects.
The subjects are asked to score the naturalness of each
waveform from 1 to 5 (1=Bad, 2=Poor, 3=Fair, 4=Good,
5=Excellent). The mean of the 30 scores for a given
waveform represents its naturalness in MOS. Providing
subjects a wide range of speech quality by adding waveforms
from other systems in the experiment is helpful for subjects
to make good judgments on the naturalness. However, only
the MOS for the 400 waveforms generated from MSRCN
TTS system are considered in our study.

The 400 cost-MOS pairs are plotted in Figure 3. The solid
line in Figure 3 is obtained by linear regression and its
expression is also given at the right corner of Figure 3. The
correlation coefficient between concatenative cost and MOS
is -0.822, which reveals that the cost function replicates, to a
great extent, the perceptual behavior of human beings. The
minus sign of the coefficient means that the two dimensions
are negatively correlated.

6. Discussion

This paper presents a speech synthesis scheme, in which no
prosody prediction and modification are needed. However,
this approach works only when a large phonetically and
prosodically enriched speech corpus is available. In our
implementation, a Mandarin speech corpus with about 12000
sentences is carefully designed and collected. With it, we
have about 64% probability to find a unit with the exactly
required phonetic and prosodic context for synthesizing. The
synthesized utterances with low average concatenative cost
often sound pretty close to speech uttered by the original
speaker. However, the higher the cost is, the lower the
naturalness will be. Increasing the coverage of speech corpus
is an obviously useful way for further improving the
naturalness of these high cost utterances. According to Figure
1, if we want to increase the coverage by 20%, the size of
speech corpus will increase by a factor of 2 to 3. Ways of
minimizing the cost for enlarging the speech corpus,
normalizing speech recorded in different sections over a long
time span, and getting the speech segmented and annotated
automatically are important topics worthy of studying.

Though we believe that sentence and/or phrase prominence
has influences on pitch and/or duration of speech segments,
it hasn’t been used in our current contextual vector, because
it is not easy to be derived from input text. More NLP related
technique is needed for better “understanding” of the
utterance to be synthesized.
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