
Estimating Phrase Curves in the General Superpositional Intonation Model

Jan P. H. van Santen, Taniya Mishra, and Esther Klabbers

Center for Spoken Language Understanding
OGI School of Science & Engineering at OHSU

20000 NW Walker Road, Beaverton, OR 97006, USA�
vansanten,mishra,klabbers � @cslu.ogi.edu

Abstract
Superpositional intonation models posit that the pitch contour,���

, can be quasi-additively decomposed into component curves
such as phrase curves, accent curves, and segmental perturba-
tion curves. Currently, these component curves can only be es-
timated if one assumes a specific superpositional model, such
as the Fujisaki model. A method is proposed for estimating
phrase curves that is model-independent, and thus can be used
to explore the validity of the general concept of superposition,
which component curves are needed, and what the properties
are of these curves. Results are presented that show that accu-
rate estimates of phase curves can be obtained for pitch curves
generated by the Fujisaki model and by a variant of the Bell
Labs’ Linear Alignment model, using the same method and pa-
rameter settings.

1. Introduction
Text-to-speech (TTS) systems compute intonation using a wide
range of methods. For example, in typical unit selection based
synthesis (e.g., [4, 3]), the unaltered natural intonation contour
of the acoustic units is used; and in diphone synthesis (e.g.,
[17]), synthetic contours are generated using rules or statistical
approaches. This paper focused on a special case of the latter:
superpositional models.

The defining characteristics of superpositional models are
the following. The pitch curve,

� �����
	
, is decomposed via an

addition-like operation into component curves that belong to
multiple classes. These component curve classes differ in terms
of their time span and in terms of the prosodic entities with
which they are associated. For example, in the Fujisaki Intona-
tion Model [7] two curve classes are posited, accent curves and
phrase curves. These curves have different time spans, with
accent curves extending for at most a few syllables, and with
phrase curves extending for up to several seconds. Moreover,
the phrase curves are tied to the phonological phrase, while the
accent curves are tied to accented syllables. A different model,
the Linear Alignment Model [19], uses the same curve classes,
in addition to a segmental perturbation class.

A feature of superpositional intonation models that is of
fundamental importance is the conceptual, and hence compu-
tational, simplicity of the link between parameters of the model
and the phonological features computed by the text analysis
components of a TTS system. This link has also important prac-
tical benefits. For example, if it is indeed the case that accent
curve height is the sole feature needed for expressing degree of
emphasis, then degree of emphasis can be controlled with sur-
gical precision. In other approaches to intonation, such as ToBI
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based methods [12], degree of emphasis cannot be manipulated
that precisely because the link between phonology and phonet-
ics is not as crisp as in superpositional models. For example,
one can increase the frequency of a pitch peak, but the interpo-
lation operation used to draw the pitch contour between tones
may generate uncontrolled and undesired pitch changes in these
inter-tone intervals.

However, the strengths of the superpositional approach de-
rive from a degree of simplicity that may not be realistic. Al-
though there are many examples of successful use for synthesis,
and although these models have been successfully fitted to data,
no truly critical test of the assumptions of these models have
been performed.

The goal of this paper is part of a longer-term exploration of
superpositional models. Its focus is on the model-independent
estimation of phrase curves. The concept is this. If one can
estimate phrase curves model independently, i.e., using only
the most general assumptions of superpositional modeling, then
this would enable us to accurately determine (i) the effects of
prosodic control factors on the component curves, (ii) their time
courses, and (iii) interactions between curve classes. Unless fa-
tal flaws in the superpositional concept are discovered along the
way, the ultimate result of this exploration would be a – poten-
tially complex – model that contains a richer collection of curve
classes than current models, specifies a clear, well-understood
phonological interpretation for each class, and provides a good
empirical fit across a wide range of speech materials.

2. Superpositional Models
2.1. The General Superpositional Model

According to the General Superpositional Model [22]��� ���
	��������  � ����� ���
� ���
	��

(1)

�
is the set of curve classes (e.g.,

�
perturbation, phrase, ac-

cent � ), � is a particular curve class (e.g., accent), and � is an
individual curve (e.g., accent curve). The operator � satisfies
some of the usual properties of addition, such as monotonicity
(if � �"! then ��#%$��"!&#%$ ) and commutativity ( ��#%! � !&#%� ).
Obviously, both addition and multiplication have these proper-
ties.

A key assumption is that each class of curves, � , corre-
sponds to a phonological entity with a distinct time course. For
example, the phrase class has a longer scope than the accent
class, which in turn has a longer scope than the obstruent- nonob-
struent transitions with which perturbation curves are associ-
ated.
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Figure 1: Example of a pitch contour generated by the Fujisaki
model

A second, informal, assumption is that each curve is smooth.
In the case of accent curves, for example, we could assume
that these curves have at most two extreme points (not counting
the start and end points), with similar restrictions on the first
and higher derivatives. Arguments for these constraints can be
based on quasi-physical concepts similar to those that have been
mentioned in support of the Fujisaki model and the Stem-ML
model [16].

2.2. The Fujisaki Intonation Model

The Fujisaki [7] intonation model is a two-component, super-
positional model (Fig 1). The fundamental frequency contour
is produced by the superposition (in the log domain) of a phrase
component, one or more accent components, and a (constant-
value) minimum component,

�������
. Thus, in terms of Eq. 1, �

is multiplication, and
�

=
�
Minimum, Phrase, Accent �

The model is highly specific in how the accent and phrase
curves are generated. Phrase curves are generated by apply-
ing a filter to a sequence of (typically one or two) Dirac pulses
(phrase “commands”), and accent curves by applying a filter to
a sequence of rectangular pulses (accent “commands”). The fil-
ter constants are generally assumed to be constant, at least for a
given speaker speaking in a given style.

2.3. The Linear Alignment Model

In the Linear Alignment model [22], � is addition, and
�

=�
Phrase, Accent, Perturbation � . Like the Fujisaki model, the

model is highly specific in how accent and phrase curves are
generated.

The phrase curve is generated by interpolation between three
points: The start of the phrase, the start of the syllable that car-
ries the nuclear pitch accent, and the end of the phrase.

The innovation of this model lies in the accurate and de-
tailed modeling of how segmental boundaries and accent curves
are aligned. Accent curves are generated by a non-linear time-
warp of an accent curve template. We define a foot as a se-
quence consisting of an accented syllable followed by all un-
accented syllables that precede the next accented syllable or
phrase boundary. The template consists of values ���
	����	�������	�� � 	������	�� � . � � denotes the duration of the onset of the accented
syllable of the foot,

� � the duration of the rhyme of the ac-
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Figure 2: Example of a pitch contour generated by the Simpli-
fied Linear Alignment Model

cented syllable, and
���

the duration of remaining, unaccented
syllables. Finally,

���������
denotes the start time of the foot. Then

define:

��� � ��!#" � � !%$ � !'& ���
����� (2)

� �
denotes a time point on the time axis of the output speech

where � � is to be placed. The
"

parameters are constants es-
timated from training data, essentially using multiple linear re-
gression. The accent curve is generated by interpolation be-
tween the pairs

� � � 	�� � 	 , and multiplying each � � with a constant
that depends on the desired emphasis level of the foot.

Segmental perturbation curves are generated by adding an
exponential decay function starting at vowel onset. The am-
plitude of this function is determined by the broad class of the
onset consonant; it has a maximal value for voiceless conso-
nants, a smaller value for voiced obstruents, and a zero value
for sonorants.

For the purposes of this paper, we use a simplified model,
the Simplified Linear Alignment Model (SLAM). In this model,
phrase curves are created by linear interpolation (as opposed to
the complex, non-linear interpolation used in the Linear Align-
ment Model) between the same three time points as in the Lin-
ear Alignment Model. Accent curves are created by cosine in-
terpolation between the start of the foot, peak location, and the
end of the foot. Peak location is at a fixed fraction of the ac-
cented syllable interval for monosyllabic feet, and at the bound-
ary between the first and second syllables for polysyllabic feet.
No segmental perturbation curves are used. Figure 2 shows
curves generated with this model.

3. Estimating Component Curves
Many algorithms have been proposed for estimating from ar-
bitrary speech the curves, or parameters, of the Fujisaki model
(e.g., [10, 13]). For the Linear Alignment Model, methods have
also been developed; however, so far only methods have been
developed for phrases that contain only one pitch accent.

Estimation of the parameters of the Fujisaki model is facil-
itated by their relatively small number. For example, only three
parameters are needed per accent curve (start and end times,
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Figure 3: Pitch analysis systems based on filtering
� �

using
high and low pass filters miss any sharp inflection points in the
phrase curve.

and amplitude). In the Linear Alignment Model, the estima-
tion problem is more formidable, because the accent templates
and phrase curve equations are essentially unconstrained. That
is, these aspects of the model were implemented based on the
perceptual quality of the generated synthesis, not based on the-
oretical principles or data beyond the aforementioned single-
pitch-accent phrases. Thus, when used for analysis instead of
for synthesis, these constraints must be eliminated because they
are not an intrinsic part of the model.

The fundamental challenge, then, is to build an algorithm
that only makes use of the core assumptions of the General Su-
perpositional Model, i.e., generalized-additive decomposition,
temporal scope differential between curve classes, and smooth-
ness.

The general approach we take is the following. We create a
system that performs well on curves generated by the Fujisaki
model and the SLAM. To the degree that these two models are
sufficiently different, we feel confident that the system will also
work for curves that have been generated by unknown, or as
yet to be discovered, superpositional models. This, then, would
lend credence to usage of the system as a model-independent
tool for the estimation of component curves.

3.1. Specific Challenges

An obvious method for recovering the phrase curve would be
to determine local minima and draw a smooth curve through
these points. However, Figure 1 shows that this fails when ac-
cent curves overlap in time, which has the effect that all points
between successive pitch accents will be above, and not on, the
phrase curve. The Linear Alignment model also allows for over-
lap; however, the SLAM does not.

A different type of challenge is posed by the non-smoothness
of the phrase curve in the SLAM (and the Linear Alignment
Model.) In either model, the first derivative has a discontinuity
at the start of the nuclear pitch accent.

Obviously, these two challenges may prove to be minor
compared to those posed by the hypothetical, still-to-be-discovered,
“true” superpositional model. Nevertheless, these challenges
are not trivial, and it is a necessary criterion for the estimation
process that it can address both.

4. Analysis System
Before we turn to the proposed method, we need to address why
we have not used a filtering method – equally obvious as the
local minima based method – that consists of computing the
Fourier transform, removing the higher frequency components
that presumably correspond to the accent curves (and possi-
bly segmental perturbation curves), and computing the inverse
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Figure 4: Flowchart showing the proposed algorithm

transform to generate an estimate of the phrase curve. The lin-
earity of this method would seem to be particularly appropriate
given the quasi-linearity of the General Superpositional Model.
And indeed, this method is used as an important component in
a Fujisaki parameter estimation system developed by Mixdorff
[10], and was proposed earlier by Sakurai and Hirose [14]. Our
experiments showed, however, that this method provided un-
desirable results. Depending on the frequency cutoff, the result
was either a smooth but poorly fitting phrase contour (Figure 3),
or a “wobbly” phrase contour that contained the negative lobes
of frequency components that carried the accent curves.

As an aside, and not surprisingly, we also found that appli-
cation of Mixdorff’s Fujisaki parameter estimation system on
curves generated by the SLAM were inaccurate.

4.1. Specific Approach: Wavelets

4.1.1. Why use wavelets?

Wavelets share with filtering the features of linearity and frequency-
specificity. The key difference is the temporal “locality” of
the wavelet transform. That is, like the Fourier transform, the
wavelet transform of an input signal (here, the

� �
curve) repre-

sents the signal as a weighted sum of basis functions. How-
ever, these basis functions consist of dilations (time scaling)
and translations (moving along the time axis) of a wavelet func-
tion �

���
	
. Thus, unlike the Fourier transform, the behavior of

same-sized (or, equivalently, same-frequency) basis functions
at different locations is independent. This basic feature, so we
reasoned, might be critical in addressing the “wobbly” phrase
contour problem encountered with simple filtering.

4.1.2. Algorithm for Extracting the Phrase Curve

The algorithm is described in Figure 4, and comprises the fol-
lowing six steps:

1.
���

smoothing. Remove any high frequency squiggles,
while preserving the locally approximately linear shape
of the pitch contour: Based on this requirement, we chose
the Savitzky-Golay [15] smoothing filter of order � and
length � (

� �
was sampled at 10 ms intervals) to per-

form the task of smoothing the
� �

contour. The reason
for choosing this filter is that it has been found to per-
form better than other standard FIR filters in removing



high frequency ’noise’ while retaining pertinent high-
frequency information [11]; the other common smooth-
ing filters (e.g. an n-sample average, or order � But-
terworth low-pass filter) tend to filter out a significant
portion of the signal’s high frequency content while re-
moving the high frequency squiggles.

2. Wavelet transform. We decompose the smoothed
� �

contour by means of discrete wavelet transform (DWT).
This requires a choice of a kernel wavelet,

� ���
	
and of a

number of levels of decomposition, � .
A key objective in kernel selection is minimization of re-
constructed error variance and maximize signal to noise
ratio (SNR). We systematically experimented with dif-
ferent kernels and obtained a set of kernel wavelets that
gave minimal reconstructed error and maximized SNR.
From this set, we selected the kernel to be the “Daubechies
db � ” (Figure 6) wavelet as the kernel wavelet [5]) be-
cause it has the attractive feature of having the fewest
number of vanishing moments, � . Vanishing moments is
a property of a wavelet that indicates the smoothness of
the wavelet function as well as the flatness of the fre-
quency response of the wavelet filters [1]. Admittedly,
other wavelets could have been considered, such as wavelets
specifically designed to optimally filter accent curves of
a certain shape; however, it was felt that this would re-
duce the generality of the method.
The level of decomposition chosen for the DWT depends
on the signal being analyzed, specifically on its number
of samples. For our purposes, we empirically established
that the optimal number of levels for the specific pur-
pose of extracting the phrase curve from the

� �
contour

is ����� � � � 	 &��
, where � is the length of the signal in

milliseconds.
Every kernel wavelet,

� ���
	
is associated with a dilation

function, 	 ��� 	 that is orthogonal to it.
� ��� 	

and 	 ���
	
relate to each other as follows:

	 ���
	 ��
 � � � � 	 	 �� ��� � 	 (3)

� ���
	 ��
 � ��� � 	 � � � � � � 	 	 �� ��� � 	 (4)

Here, � denotes the wavelet coefficients, 	 the dilation
function,

�
the wavelet equation, and � the level of de-

composition.
Essentially, Eq. (3) represents a low-pass filter that de-
fines the low-frequency information called the “approxi-
mation” coefficients, � , and Eq. (4) represents a high-
pass filter that defines the high frequency information
called the “detail” coefficients, � [9]. This is the ba-
sic cell for one-level wavelet decomposition as shown in
Figure 5. For multi-level decomposition, the basic cell
is iterated over the down-sampled output of the low-pass
filtering operation. In our case, the basic cell is iterated� times, where � is the maximum number of levels of
decomposition, to obtain one set of approximation co-
efficients, � � � 	 and � sets of detail coefficients, � ��� 	 ,
where

� ��� � 	���� levels. The reason there is only one set
of approximations is that at � -th iteration of the basic
cell, the � � � � � 	

set of approximation coefficients are
decomposed (see Figure 5).

3. Level-dependent thresholding: Extraction of the phrase
curve from the

� �
contour implies removing the accent
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Figure 5: Two-scale filtering operation of the DWT [9]

curves to retrieve the underlying phrase curve. Based on
the earlier results indicating that, as in low-pass filtering,
simply removing higher-frequency components did not
work well, we explored a different technique for mod-
ifying the wavelet transform. Specifically, we used a
technique called Level-dependent thresholding [8], [23].
This technique involves discarding certain detail coeffi-
cients from every level that fall below a threshold,

� � � 	 ,
where � is the level.

� � � 	 is not a global threshold but
depends on the level.
We use a form of the above mentioned technique, which
can be represented by the following rules:

Given level, � ,

� If ��� ��� �! !#" ��$ �&% � � � 	'� � � 	 	�� ! �
	 	)( ��� �*� � ��� 	 ,

all detail coefficients, � � � 	 �,+
, where � is the

approximation coefficient, “db3” is the kernel wavelet
and

$ �&% � is inverse wavelet transform (more on
this in under ’Wavelet Reconstruction’)� If ��� �*� �! !-" � � � � 	 	 �.��� �*� � ��� 	 , only those
detail coefficients d̂(m) are set to zero for which !-" � d̂(m)

	/( ���#� � ��� �! !#" � � � � 	 	
Two principles are used in these rules:

(a) Zero out all coefficients that might contain accent
curve information, thus ensuring that the we cap-
ture the right phrase curve in spite of aliased local
minima as in the Fujisaki model (Figure 1).

(b) Of the remaining detail coefficients, truncate all
coefficients that have magnitudes smaller than the
median magnitude, thus retaining information about
sharp transitions as in the Linear Alignment Model
(Figure 2).

Obviously, these rules are a mixture of theory and exper-
imentation. The rule regarding which level of detail is
set to zero was discovered empirically, while the rule to
remove detail coefficients whose magnitude is less than
zero has been found in well-established wavelet theory
[6].

4. Wavelet Reconstruction. Once the detail coefficients
have been manipulated to obtain a new set of detail co-
efficients, �&0 ��� 	 , where

� �.� � 	��1� levels, we reconstruct
the signal by means of reconstruction filters that are the
inverse of the decomposition filters shown in Figure 5.
This reconstruction yields the phrase curve from the

� �
contour.

5. DC Adjustment. The estimated phrase curve obtained
is often found to have a �

� � +
Hz shift along the y-axis.

Thus, it needs to be adjusted to fit appropriately with the
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���
contour. The phrase curve is adjusted by a value � � ,

such that � � � � $ � & $ � 	�� � , where $ � is the difference in
the means of the estimated phrase curve and the original���

contour, and, $ � is the difference in the values of the
end-points of the estimated phrase curve and the original� �

contour. Obviously, for
� �

curves containing yes/no
question rises, this method must be revised.

4.2. Experiment

To test this algorithm, we synthesized a set of ��� declarative
� �

contours and used the proposed algorithm to extract the phrase
from each of the contours. Two examples of the phrase curves
extracted by the algorithm can be seen in Figure 7. Of the ��� � �
contours,

���
were based on the Fujisaki intonation model, and���

based on the SLAM. These
� �

contours had one phrase com-
ponent and

� �
� accent components. The accent components

were systematically varied in height and placement (as shown
in Table 1) to create

�
,
�

and � -accent
� �

curves. The single
phrase component was also varied in its slope, while keeping
its mean magnitude roughly the same.

Other than the accent parameters, the other Fujisaki param-
eters [7] that we used in constructing the

� �
curves are as fol-

lows: the
"

, � and � parameters were fixed at
�
,
� +

and
+ � �

.
The minimum frequency,

� ! was set at 	 +�
�
. Two different

values for phrase command magnitude,
 ��

, were used (0.3 and
0.5) to generate two different slopes.

For the SLAM, besides the variation in the accent param-
eters, we also varied the phrase curve. The phrase curve is
anchored at three points, the beginning of the phrase,

��� �������
,

the end of the phrase,
��� ���

, and the beginning of the last set of
consecutively occurring accented syllables,

� ��� ��� � � � (for further
details, see [21]). We varied the height of the phrase curve at� � �������

,
� ��� ��� � � � and

��� ���
by two sets of values, namely (

� � +�
�
,� +�
�

, 	 +�
�
) and (

� � +�
�
,
� +�
�

, �
+�
�

).

4.3. Results

To measure the performance of the algorithm, we measured
Root Mean Squared Deviation (RMS) between the estimated
phrase curve and the original synthesized phrase curve. The
results are shown in Table 2.

�  � �  � � � �
�
 � �

� � �
� �
� �
�

� �
�

�

Table 1: Accent height and accent placement table. For the
Linear Alignment model, Amp (accent curve height) = 10, 20.
For the Fujisaki model, Amp = 0.225, 0.45
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Figure 7: Estimated phrase curves generated by the proposed
algorithm

Simplified Linear Alignment Model Fujisaki Model

RMS �
� �

� ��� �&� � � ���
DC Adjustment 1.7614 1.0334

Table 2: Performance of the phrase extraction algorithm (quan-
tities are in Hz)

To test the limits of this wavelet-based algorithm, we also
compiled the results obtained by making the optimal DC adjust-
ment. The optimal DC adjustment is the difference between the
mean of estimated phrase curve and the mean of the synthesized
phrase curve. The results are shown in Table 3.

Bell Labs inspired model Fujisaki model

RMS
�&�

��	 � �

� � � 	 ���
DC Adjustment 1.2034 0.9734

Table 3: Performance of the phrase extraction algorithm with
optimal DC adjustment

4.4. Conclusions and Future Work

Given the simplicity of the method, the results are quite encour-
aging. However, it is unlikely that this method all by itself will



be able to be a reliable tool for recovering phrase curves. First,
we need a method for processing pitch contours containing seg-
mental perturbations and voiceless regions; the curves used in
the current experiment were completely smooth. Second, the
curves analyzed were exceedingly simple, representing single-
phrase utterances with up to three pitch accents. Third, the
curves did not include negative pitch accents, yes/no-question
rises, or continuation rises.

Future plans involve building a multi-step system that, not
unlike Mixdorff’s system, includes the wavelet method as a pre-
processing step. In this system, extensive use will be made of
ordinal constraints on component curves and on their first-order
and higher derivatives (e.g., monotonicity, single-peakedness).
Powerful methods for this purpose can be developed, based on
seminal work by Barlow, Bartholomew, Bremner, and Brunk
[2]. Elsewhere, these methods have been used for constrained
smoothing of energy contours [20] and of statistical distribu-
tions [18].

Further constraints can be provided when the location of
feet is known. This certainly is the case in synthesis appli-
cations, where a fully labeled and segmented speech corpus
is available. Given the steady progress in speech recognition,
including prosody recognition, also automatically labeled and
segmented speech may achieve adequate levels of accuracy to
serve these constraints. Conversely, the methods we are devel-
oping could be used for prosody recognition itself.
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