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Abstract

Intonation generation is still one of the weak links in the text-
to-speech synthesis chain. It is a hard enough task to generate
expressively neutral pitch contours, with accurate placement of
accents and phrase boundaries, but to generate appropriate into-
nation for expressive speech is even more of a challenge. This
paper is a first attempt at describing and categorizing the varia-
tion in pitch contours that occur in expressive speech, which is a
necessary step in the development of a new intonation model for
expressive speech. The analysis is performed in the framework
of the Generalized Linear Alignment model [10]. A hierarchi-
cal clustering technique of foot-based pitch contours revealed
some interesting phenomena. Apart from the standard declin-
ing phrase curve, we observed phrase curves consisting of an
incline, an optional plateau and a decline. These phrase curves
are often observed on the last two feet making up a minor or
major phrase. In addition, the continuation rise that is associ-
ated with marking the end of a minor phrase, only occurred in
about 10% of the cases.

1. Introduction
Intonation generation is still one of the weak links in the text-
to-speech synthesis chain. Most systems model their intonation
after fairly neutral news-reading style recordings. The prosody
produced in this type of domain is generally well-behaved, and
fairly restricted in pitch range and variation. Even so, the task of
emphasizing the correct words and placing phrase boundaries
at appropriate positions in the sentence proves to be no easy
matter. Generating appropriate prosody for expressive speech
is even more challenging. In order to use TTS in a wide variety
of diagnostic and remedial tools for communication disorders
such as autism or dyslexia [11], we need to tackle this problem.

In the past few years, there have been several studies re-
lated to analysis and generation of prosody in emotional speech
[2, 9, 1]. Most of these studies focused on finding prosodic or
spectral characteristics that are tied to different emotions such as
anger, happiness or sadness. The prosodic characteristics usu-
ally include variations in pitch range, average pitch and speak-
ing rate. The task of classifying speech as having a certain emo-
tion is problematic. For one, most speech corpora recorded for
this purpose are semi-spontaneous productions produced by a
professional speaker or actor in a studio, which does not neces-
sarily resemble emotional speech occurring naturally. Further-
more, in certain applications such as reading childrens’ stories,
emotions vary from sentence to sentence. At this time, we are
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not interested in classifying these emotions (and finding corre-
sponding prosodic correlates). Rather, we want to investigate
pitch contours that occur in expressive speech to find what vari-
ation in pitch contour shapes is present, so that we can adapt our
intonation model to generate the full spectrum of pitch contours
observed.

Our TTS system uses a variant of the Generalized Linear
Alignment Model [10]. This model considers the pitch contour
to be composed of three components which have different time
spans: phrase curves, accent curves and segmental perturbation
curves. The phrase curves are tied to the phonological phrase.
The assumption is that the phrase curve is made up of two linear
components, one with a slowly declining slope spanning the in-
terval between the start of the phrase and the start of the syllable
that carries the nuclear pitch accent, and one with a steeper de-
cline that spans the interval from the nuclear pitch accent to the
end of the phrase. Accent curves are tied to the foot structure of
a sentence. A foot is defined as consisting of an accented syl-
lable followed by all unaccented syllables that precede the next
accented syllable or a phrase boundary [15]. In our implemen-
tation of the Generalized Linear Alignment Model, called the
Simplified Linear Alignment Model (SLAM) [12], it is assumed
that the accent is realized by a up-down movement, where the
location of the peak depends on the number of syllables in the
foot. For monosyllabic feet, the peak location will be about
halfway into the syllable, whereas for multisyllabic feet the
peak location will be later, more towards the end of the first
syllable. However, this study may reveal that accents can be
realized in different ways.

In previous papers [6, 7] we tried to predict the pitch con-
tour shape in a syllable from prosodic control factors with a
small set of linguistic features that describe the position of a
syllable in the foot. This simple scheme proved to be a bet-
ter predictor of pitch contour shape than other schemes that did
not incorporate the foot structure. However, two of the corpora
under analysis were constructed specifically for containing syl-
lables in different positions in the foot, and the other corpus
contained fairly neutral news-style recordings and therefore, the
variation observed in pitch contours shapes was rather limited.

In this paper, we are approaching the problem from the
other direction. We want to categorize pitch contours to find out
what the prototypical pitch contours are that occur in speech.
We are interested in analyzing expressive speech, because we
expect it to exhibit more variation, which will allow us to come
up with a more complete intonation model than when analyzing
neutral news-reading style recordings. The analysis will have
to show whether the assumptions currently made in the imple-
mentation of the generalized superpositional model are correct.
We intend to compare pitch contours on the foot level by clus-
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Figure 1: Screenshot of a sentence in Wavesurfer with three transcription panes for the segment, syllable and foot transcription layer,
and a pitch pane with the original and the edited pitch contour

tering them into similar looking contours. It is our hope that we
will come up with a small group of clusters that contain similar
looking pitch contours that will answer some of the questions
for us. The development of a new intonation model based on
these findings is beyond the scope of this paper.

The paper is outlined as follows: Section 2 describes the
recordings we made. Section 3 details the pre-processing step
that involves labeling the recordings on the phoneme, syllable
and foot level. In Section 4 we describe the distance metric used
to compute distances between different pairs of foot-based pitch
contours. Because of differences in segmental content, number
of syllables in the foot and position in the phrase, the pitch con-
tours for each foot may have different lengths. We propose a
non-linear interpolation method to make comparison between
pitch contours of varying length possible. Furthermore, we ex-
plain the hierarchical clustering method used to cluster simi-
lar contours. Section 5 presents the resulting clusters and their
characteristics. The conclusions and future work are presented
in Section 6.

2. Material
The recordings used in this study contain two childrens’ stories
by Beatrix Potter. They were read aloud in a studio by a semi-
professional female speaker with experience in reading stories
to young children. The speaker was given the story text before
the recordings to familiarize herself with the content. This was
done in order to make the recordings as natural and fluent as
possible. The stories were read two pages at a time, to avoid au-
dible rustling of the pages, but we made sure this did not have
an effect on the flow of the story. When a disfluency occurred
we re-recorded the two-page portion of that story until it was
fluent. We did not instruct the speaker on how to read these sto-
ries but gave her free rein. The result is extremely lively speech
with pitch excursions which are at times very extreme. Figure 1
shows an example recording where the pitch peaks easily reach
500 Hz.

The corpus contains approximately 10 minutes of speech,
not counting pause durations. The total number of syllables is
2929. The average number of syllables per sentence was 22,
with a minimum of 6 and maximum of 64 syllables per sen-

tence. The corpus was divided into 128 sentences which were
stored in separate files.

3. Pre-processing
3.1. Annotation

Phoneme segmentation was performed using CSLU’s phonetic
alignment system [5]. The phonetic transcription was obtained
using Festival. Then the phonemes were checked and the align-
ment was hand-corrected using Wavesurfer [13]. Next, a syl-
lable transcription was created by hand and aligned with the
phoneme labels. This transcription layer was useful for the cre-
ation of the next layer, the foot transcription layer. As stated in
previous papers [6, 7], the left-headed foot is defined as an ac-
cented syllable followed by one or more unaccented syllables.
It ends either at a phrase boundary or at the start of the next
foot. Thus, with accurate information about the locations of
accents and phrase boundaries, the foot structure of a sentence
can be automatically deducted. The problem with the childrens’
stories domain is that the location of accents and phrase bound-
aries is less predictable. Inspection of several similar corpora
has shown that this reading style is not particularly focused on
conveying information, but instead it focuses more on creating
excitement and holding attention. This may be due to the fact
that the stories often have a high degree of redundancy or pre-
dictability, or are well-known to children. For this reason, we
had to mark the foot structure by hand. As a rule, foot labeling
was based on the presence of audible emphasis on a syllable.
The foot labels were checked by two colleagues afterward to
ensure consistency. The foot labels include information about
the number of syllables that make up the foot and the position
in the sentence (0 for medial feet, 1 for minor phrase final feet,
and 2 for major phrase final feet). Phrase-initial unstressed syl-
lables are called appendices and they receive a different label
marked “A”.

3.2. Pitch extraction

Pitch information was extracted every 5 ms, using the ESPS
get f0 utility [14], which is now part of Wavesurfer. In order to
compare pitch contours with one another, a smooth pitch con-



tour is required. The problem with most automatic smoothing
algorithms is that they do not deal well with segmental pertur-
bations and they may smooth out important pitch transitions.
We wrote a Wavesurfer plug-in [8] that allows us to draw piece-
wise linear lines in a given pitch contour, so we can interpolate
between voiced regions and get rid of segmental perturbations
such as pitch increases in vowels following voiceless plosives
and pitch lowering in nasals and glides and other irregularities.
See Figure 1 for a screenshot of Wavesurfer with the phoneme,
syllable and foot transcription layers and a pitch pane showing
both the original and the smoothed pitch contour.

We are currently working on a pitch analysis system that
decomposes the pitch in a phrase into a phrase curve and one
or more accent curves [12]. Although the results look promis-
ing, this technique has only been tried on synthetic contours.
These contours have been synthesized using either the Fujisaki
superpositional model [3] or a variant of the Bell Labs’ Lin-
ear Alignment model called the Simplified Linear Alignment
Model (SLAM). Both intonation models assume that the phrase
curve declines gradually, with the SLAM adding an extra dec-
lination at the end of a phrase. Additionally, they assume the
accent to be realized by a basic up-down movement. Because
this technique is not ready for use on natural data yet, and be-
cause the phrase curves in this corpus were difficult to deter-
mine by hand, we decided to analyze the pitch contours as a
whole. Therefore, in discussing results we need to take into ac-
count that some phenomena can be explained by variations in
the phrase curve whereas others can be explained by variations
in the accent curve.

3.3. Pitch normalization
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Figure 2: Relative location of the pitch peak as a fraction of
overall foot length

For each foot and appendix, the smoothed pitch contour was
extracted and saved to a file. The corpus contains 809 feet and
211 appendices. We are mostly interested in what happens in
the feet, so we will not consider the appendices at this time. The
set of 809 feet consists of 474 medial feet, 207 minor phrase fi-
nal feet, 128 major phrase final feet. Differences in segmental
content, number of syllables and duration lead to pitch contours
of varying length. To analyze differences in pitch contour shape
between different feet, the number of data points in each con-
tour needs to be normalized. A simple linear interpolation op-
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Figure 3: Non-linear sampling in a monosyllabic foot (top
panel) and a polysyllabic foot (bottom panel)

eration sampling the pitch contours to 100 data points will not
give the desired result. Earlier findings with respect to the Lin-
ear Alignment Model [10] show that phonological equivalent
contours exist for feet with a different number of syllables in
them. In monosyllabic feet the pitch peak will be located some-
what in the middle of the syllable, whereas in polysyllabic feet
it will shift towards the end of the first syllable. The more syl-
lables follow the head of the foot, the longer the declining part
of the contour. But these contours stem from the same tem-
plate which is aligned differently to the accent groups depend-
ing on the content of these groups. So we need to map the pitch
contour observed in a polysyllabic foot to that in a monosyl-
labic foot, giving more importance to the part leading up to the
pitch peak and less importance to the part following it. Figure 2
shows the average peak location found in our database, split up
by the position of the foot in the phrase (medial, minor phrase-
final or major phrase-final) and by the number of syllables in the
foot (1, 2, or 3 and more). This data is based on 464 pitch con-
tours in our corpus, that showed a prototypical up-down pitch
movement.

One important conclusion we can draw from this analysis
is that the peak is generally located later in the monosyllabic
foot when the foot is medial than when it is minor or major
phrase-final. However, there is no such distinction in polysyl-
labic feet. In addition, we can see that the predicted position of
the peak occurs earlier in the foot as the number of syllables in-
creases, which makes sense since the total duration of the foot
increases. However, from 3 syllables up, the number remains
fairly constant at about 1/3 into the foot. Our hypothesis is that
the duration of the unstressed syllables decreases as more syl-
lables are added to the foot. A visual inspection of the pitch
contours showed that with polysyllabic feet, the peak was often
located near the end of the first syllable, whereas with monosyl-
labic feet the peak is more in the middle of the syllable. This
confirms predictions made by the Linear Alignment Model.



We used the predicted peak locations as presented in Fig-
ure 2 to divide the pitch contours into two intervals, one inter-
val starting at the start of the foot and ending at the predicted
peak location, and one interval starting at the predicted peak lo-
cation and ending at the end of the foot. Each interval was then
sampled to contain 50 data points. Note that predicted peak
locations are used, so the actual peak in a foot-based pitch con-
tour does not have to occur precisely at that position. Figure 3
shows two hypothetical pitch contours, the top panels displays
sampling for a monosyllabic foot and the bottom panel displays
sampling for a polysyllabic foot (with three syllables). Because
the predicted peak location for the monosyllabic foot lies at
58%, the sampling of the pre-peak and post-peak part leaves
the original contour mostly intact. But for the three-syllable
foot, the predicted peak location lies at 32%, so the first 32% of
the contour is represented by 50 data points and the remaining
68% of the contour is represented by 50 data points. The result-
ing contour will look similar to that of the monosyllabic pitch
contour.

4. Analysis

4.1. Distance calculation

This normalization process enabled us to meaningfully com-
pute distances between foot-based pitch contour pairs. These
distances will be used for clustering similar looking pitch con-
tours. We are looking for pitch contours that have a similar
shape, so differences in pitch height or pitch range should not
be included in the distance measure. Equation 4.1 states that
the distance between each pair of pitch contours is calculated
as one minus the Pearson product moment correlation. If we
rewrite the correlation, we can see that this is similar to calculat-
ing distances between z-normalized pitch contours, subtracting
their mean value and dividing them by their standard deviation.
In this way, differences in pitch height or range are taken out of
the equation.
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4.2. Clustering

We use a non-metrical hierarchical clustering technique (the
’hclust’ method in S-PLUS [16]) for finding our prototypical
pitch contours. Initially, each object is assigned to its own clus-
ter and then the algorithm proceeds iteratively, joining the two
most similar clusters at each stage, and continuing until there is
just a single cluster. The advantage of using this method over,
for instance, k-means clustering, is that the number of clus-
ters does not have to be fixed in advance. We used the ’ward’
method, which is a minimum variance method that finds com-
pact spherical clusters. It produced more reasonable clusters
than other methods such as the single linkage, complex linkage
and average linkage method. The number of clusters was deter-
mined empirically, by looking at and listening to the individual
pitch contours that made up each cluster.

5. Results
Figure 4 through 9 show the median of the z-normalized pitch
contours in each cluster. They were computed in the follow-
ing way. First, the pitch contours of all the feet in one cluster
were normalized to contain 100 data points using the method
described in Section 3.3. Then they were z-normalized (by sub-
tracting the mean of that contour and dividing by the standard
deviation) to remove effects of pitch range and height. From
this set of contours the median contour was computed. Then
the mean and standard deviation for the cluster of pitch contours
was added back in. The clusters are discussed in order, starting
with the largest cluster and ending with the smallest one. We
decided on showing six clusters because they were most repre-
sentative of the data.

1 2 3 4 5 6 minor major total%
phr-fin phr-fin

1 28.3 9.1 7.5 8.5 2.1 3.7 24.5 16.3 36.3
2 17.7 8.6 6.5 8.1 4.8 4.8 30.1 19.4 23.0
3 16.3 33.7 0 3.1 28.6 1.0 14.2 3.1 12.1
4 23.5 10.2 3.1 9.2 5.1 4 28.6 16.3 12.1
5 11.4 15.1 5.1 5.1 2.5 2.5 41.8 16.5 9.8
6 18.5 26 0 3.7 22.2 0 14.8 14.8 6.7

Table 1: Bigram relative frequencies for pairs of pitch contour
classes

Cluster 1 is the largest cluster, containing 36.3% of the pitch
contours (294 out of a total 809 pitch contours). The contours
represented in this cluster exhibit the default up-down move-
ment that was predicted for feet. Table 1 shows the relative bi-
gram frequencies of pitch contour classes. Of interest is that in
24.5% of the cases this class of pitch contours is followed by a
minor phrase boundary and in 16.3% of the cases it is followed
by a major phrase boundary.

Cluster 2 contains 23% of the pitch contours (186 out of
809). It starts at a higher pitch than the contours in Cluster
1. In 33.7% of the cases they are preceded by pitch contours
from Cluster 3 and in 26% of the cases by contours from Cluster
6. An example of a foot-based pitch contour from Cluster 6
followed by a contour from Cluster 2 is given in the top panel
of Figure 10. It shows accent-lending pitch movements on back
and tool with a high plateau between them. In the traditional
IPO approach of intonation this type of pitch movement is often
referred to as the ’flat hat’ pattern [4]. In Dutch this pattern is
associated with the penultimate and last accent in the sentence,
whereas we observe similar patterns at minor-phrase final feet.
This result is also in line with findings for Japanese by Venditti
et al. [17]. When applying varying levels of emphasis on either
accent, a growing accent curve can be observed at either end of
the plateau. This suggests that the gradual up-down movement
with optional plateau that spans two feet is part of the phrase
curve and not a different accent curve. This type of contour is
observed in minor phrase-final position in 30.1% of the cases. .
Cluster 3 contains a generally rising pitch. It contains 12.1% of
the pitch contours (98 out of 809). The contours in this cluster
generally precede contours from Cluster 2 and 5.

Cluster 4 contains 12.1% of the pitch contours (98 out of
809) The pitch contours in this cluster are similar to those in
Cluster 1. The difference is that the peak occurs later in the foot
and is higher. The peak location is late even if we take out the
non-sonorant onsets at the start of the foot.

Cluster 5 contains 9.8% of the pitch contours (79 contours
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Figure 4: Cluster 1 contains the default contour
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Figure 5: Cluster 2 contains contours often following members
from Clusters 3 or 6
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Figure 6: Cluster 3 shows a gradual incline preceding members
of clusters 2 or 5

out of 809). They exhibit a gradual descent. In 28.6% of the
cases this contour is preceded by a contour from Cluster 2 and
in 22.2% of the cases it is preceded by a contour from Cluster 6.
It occurs in minor phrase-final position in 41.8% of the time. An
example of a foot-based pitch contour from Cluster 6 followed
by a contour from Cluster 5 is displayed in the bottom panel
of Figure 10. It shows a smooth up-and-down movement over
two feet. Despite the fact that it is a smooth curve, distinctive
accents are perceived on both the start of the first and the second
foot.

Cluster 6 contains 6.7% of the pitch contours (54 out of

0 20 40 60 80 100

18
0

22
0

26
0

30
0

Index (n)

M
ed

ia
n 

of
 z

−
no

rm
al

iz
ed

 p
itc

h 
(H

z)

Figure 7: Cluster 4 contains pitch contours with a late and high
peak

0 20 40 60 80 100
22

0
24

0
26

0
28

0

Index (n)

M
ed

ia
n 

of
 z

−
no

rm
al

iz
ed

 p
itc

h 
(H

z)

Figure 8: Cluster 5 shows a gradual decline following members
of clusters 3 or 6
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Figure 9: Cluster 6 contains contours preceding members from
clusters 2 or 5, or a continuation rise

809). It displays a gradual incline followed by a plateau. In
14.8% of the cases, pitch contours in this cluster occur in minor
phrase-final position. These contours exhibit the continuation
rise that is typically associated to minor phrase finality. It is
interesting to note that in the whole corpus, the continuation rise
is observed in fewer than 10% of the feet occurring in minor
phrase-final position. In 26% of the cases contours from this
cluster are followed by contours from Cluster 2 (see top panel
of Figure 10) and in 22.2% of the cases they are followed by



contours from Cluster 5 (see bottom panel of Figure 10.

Figure 10: Example contours exhibiting a global up-down
movement over the course of two consecutive feet. The top
panel shows a contour represented in Cluster 6 followed by a
contour represented in Cluster 2. The bottom panel shows a
contour represented in Cluster 6 followed by a contour repre-
sented in Cluster 5.

6. Conclusion and Future Work
This paper has shown that pitch contours adhere for the most
part to the assumptions made with the Generalized Linear Align-
ment Model. The pitch contour in a foot is typically represented
by an up-down movement where the peak is associated to the
head of the foot. However, we have made some important dis-
coveries. The most important one is that two feet (most fre-
quently occurring at the end of a minor or major phrase) can be
connected by what seems to be a different type of phrase curve
consisting of an increasing movement on the first foot and a de-
creasing movement on the last foot. Depending on the length
of the penultimate foot there may be a plateau in between these
two movements. A second important observation is that the
continuation rise which was always assumed to be present at
minor phrase boundaries was only observed in fewer than 10%
of feet occurring at the minor phrase boundary in this corpus.
Some of these occur in reading lists. But not every item in the
list shows such a continuation rise.

Of course, these results are obtained from a small set of
recordings of only one speaker. We are currently investigating
recordings of the same stories by a different speaker to deter-
mine whether the findings reported in this study are of a more
general nature. So far, informal inspection of these recordings
confirm our present findings.

In the future we plan to develop a new markup system for

expressive speech, in order to be able to approximate natural
recordings to remove the errors in accent and phrase boundary
placement present in the state-of-the-TTS systems at the mo-
ment. This is done to facilitate the development of a new into-
nation model which is able to generate acceptable prosody for
expressive speech.
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